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Introduction 

This dissertation studies how the reality of digital pathology annotations affects modern image 

analysis algorithms, as well as the evaluation processes that we use to determine which 

algorithms are better. In the ideal supervised learning scenario, we have access to a “ground 

truth”: the output that we want from the algorithms. This “ground truth” is assumed to be unique, 

and the evaluation of algorithms is typically based on comparing it to the actual output of the 

algorithm. In the world of biomedical imaging, and more specifically in digital pathology, the 

reality is very different from this ideal scenario. Image analysis tasks in digital pathology are 

trying to replicate assessments made by highly trained experts, and these assessments can be 

complex and difficult, and therefore come with different levels of subjectivity. As a result, the 

annotations provided by these experts (and typically considered as “ground truth” in the training 

and evaluation of deep learning algorithms) are necessarily associated with some uncertainty. Our 

work focuses on different aspects of the impact of this uncertainty, as detailed below. 

Table 0.1. Publications associated with this thesis 

Year Title and journal/conference Reference 

2018 Artifact identification in digital pathology from weak and noisy 

supervision with deep residual networks. 4th International Conference 

on Cloud Computing Technologies and Applications (CloudTech). 

[1] 

2019 SNOW: Semi-supervised, Noisy and/or weak data for deep learning in 

digital pathology. 16th International Symposium on Biomedical Imaging 

(ISBI). 

[2] 

2019 Strategies to Reduce the Expert Supervision Required for Deep 

Learning-Based Segmentation of Histopathological Images. Frontiers 

in Medicine (as second author). 

[3] 

2020 SNOW supervision in digital pathology: managing imperfect 

annotations for segmentation in deep learning. Preprint on 

ResearchSquare. 

[4] 

2021 Processing multi-expert annotations in digital pathology: a study of 

the Gleason2019 challenge. 17th International Symposium on Medical 

Information Processing and Analysis (SIPAIM). 

[5] 

2022 Comments on “Monusac2020: A Multi-Organ Nuclei Segmentation and 

Classification Challenge”. IEEE Transactions on Medical Imaging. 

[6] 

2022 Evaluating participating methods in image analysis challenges: 

lessons from MoNuSAC 2020. Preprint on ResearchGate (submitted for 

publication, in revision). 

[7] 

2022 Shortcomings and areas for improvement in digital pathology image 

segmentation challenges. Preprint on ResearchGate (submitted for 

publication, in revision). 

[8] 

 

In the rest of this introduction, we summarize the context of digital pathology image analysis, we 

explain how our publications (listed in Table 0.1) contribute to the domain, and finally we explain 

the structure of the dissertation and the main contributions of our work. 
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In the 1960s, the Cytophotometric Data Conversion (CYDAC) system was developed to acquire 

microscopic images of cells onto magnetic tapes. Based on those images, Prewitt and Mendelsohn 

explored the possibility of developing computer vision algorithms to automatically differentiate 

four cellular types. Their proposed 1966 method [9], illustrated in Figure 0.1, relied on the 

extraction of optical density features from the images. Samples from the four cell types could then 

be projected onto a two-dimensional feature space, which could be separated in four 

corresponding quadrants. Based on their results, Prewitt and Mendelsohn appeared cautiously 

optimistic on the prospects of image analysis for contributing to automated microscopic 

diagnosis, writing [9, p. 1052]: 

This preliminary success encourages us to try the method on larger and more 

inclusive populations, but future research alone will tell whether this approach 

will yield the discriminatory power to master the normal blood smear and to go 

beyond it. 

Technology steadily improved in the following years: better acquisition devices, better storage 

mechanisms, improved computer vision algorithms. Yet the basic premise of Prewitt and 

Mendelsohn’s approach remained relevant well into the beginning of the 21st century. A 2007 

method by Doyle et al. [10] for the grading of prostate cancer, for instance, follows a similar overall 

structure, as shown in Figure 0.2. The images are larger, in colour, and with a better quality. 

Instead of two features, they have more than 100. Finally, instead of a manual separation of the 

feature space in four quadrants, they use a Support Vector Machines (SVM) classifier to 

discriminate between four cancer types. 

 

 

Figure 0.1. Illustration of a pipeline for classifying four cell types (neutrophils, 
eosinophils, lymphocytes, and monocytes) based on images acquired from the CYDAC 
system. On the left are reference photographs of one cell per type. In the middle are 
printouts from the “boundary determination” step, separating the cells in regions of 

similar optical density. On the right, several samples per cell types are placed in a two-
dimensional feature space based on the distribution of optical densities, with a proposed 

decision function (dashed line) to separate the four classes. All images are reproduced 
from Prewitt and Mendelsohn [9]. 
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Figure 0.2. Illustration of a pipeline for automatic grading of prostate cancer from H&E-
stained prostate biopsy image. Top: tissue patches corresponding to, from left to right, 
Gleason grade 3 adenocarcinoma, Gleason grade 4 adenocarcinoma, benign epithelium 

and benign stroma. Bottom: scatter plot of the tissue regions reduced to a 3D space 
feature embedding, with ellipses highlighting “clusters of similar types”. All images 

reproduced from Doyle et al. [10]. 

 

The 2009 review of “histopathological image analysis” by Gurcan et al. [11] came at this critical 

time in the history of computer vision, at the peak of what is now often considered the “traditional 

approach”. Typically: pre-processing, extraction of “handcrafted features”, dimensionality 

reduction or feature selection, and finally classification with for instance SVMs, or decision trees. 

In just a few years, this “traditional approach” would be largely replaced by the “deep learning” 

approach. Where the traditional approach can generally be thought of as “expert driven”, deep 

learning is primarily “raw-data driven”. Instead of explicitly defining the processing steps and the 

features to be extracted, let an algorithm derive those steps from the data themselves. To make a 

“raw-data driven” approach work, however, unsurprisingly requires a large amount of data. The 

transition from traditional computer vision to deep learning is therefore intimately linked to 

another transition: from “traditional” to “digital” pathology [12], [13]. 

Data acquisition in “traditional” pathology required manually taking pictures of regions of 

interest, a time-consuming process. The lack of data storage (and bandwidth for transmission) 

also severely limited how many images could reasonably be used for image analysis research. 

Whole-slide scanners, able to digitize high-resolution microscopy images relatively easily, were 

initially developed in the late 1990s and started to really become widely adopted in the late 2000s 

[14]. Combined with lower prices for data storage and increased availability of high bandwidth 

internet access, they created the opportunity for raw-data driven approaches to become viable. 

Alongside this increased access to data came an increased access to computing power, and 

particularly to parallel computing power, in the form of “General Purpose” Graphical Processing 

Units (GPGPUs). The CUDA library was launched in 2007 [15] by the NVIDIA company, and GPUs 
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have since largely moved from being “just” about graphics to being essential tools for parallel 

computing, and particularly adapted to image processing. 

The early 2010s where when it all came together, with widespread access to GPUs, large quantities 

of data from digital pathology, and the release of easy-to-use software for the development of deep 

neural networks (such as Theano in 2007, Caffe in 2013, Keras and TensorFlow in 2015 [16]).  

When the work on this thesis started in 2015, “deep learning” was in a transitional phase. It was 

no longer a niche studied by a handful of specialized research teams, and the “deep learning 

revolution” was already well underway, but it did not yet appear to be the only widely used 

approach, as it is now. Deep neural networks had been used in digital pathology tasks with very 

promising results by then [17]–[20], yet despite the apparent success of such methods, it still 

seemed that their adoption in clinical practice was a long way ahead. Seven years later, it is still 

unclear what place exactly deep learning methods will be able to take in the pathology workflow. 

To quote a 2021 review by van der Laak et al. [21, p. 780]: 

Even though promising results for deep learning [computational pathology] 

algorithms have been shown in many studies, it is still too early to distinguish the 

hope from the hype. (…)  

What could be achieved relatively soon is AI algorithms that work in conjunction 

with pathologists, rather than as stand-alone solutions, to remove the need for 

tedious, repetitive work, such as identifying lymph node metastases, or to increase 

the quality of diagnostic grading. 

 

As we started working on potential applications for deep learning in digital pathology, such as the 

detection of artefacts [1], a key characteristic of pathology datasets attracted our focus: the 

frequent absence of genuine “ground truth”. 

The rise of popularity of deep learning came in large part through image analysis challenges, with 

the most famous example being the “ImageNet Large Scale Image Recognition Challenge” [22]. In 

ImageNet, the target classes are relatively straightforward. In total, more than one million images 

spanning 1000 classes were used in the challenge1. These are ideal conditions for deep learning 

algorithms: a large quantity of data, with a reliable ground truth. If the supervision says that an 

image shows a bicycle, a sock, a cucumber, or a triceratops, it can be safely assumed that this label 

is correct. 

In digital pathology, there is no such abundance of annotated data. With whole-slide scanners, and 

the efforts of organisations, such as the US National Cancer Institute, to aggregate images acquired 

from multiple hospitals and make them available to the public2, it has become easier to find large 

quantities of images. But knowing the exact content of these images is a very different matter. 

The objects of interest in digital pathology image analysis are, in general, very loosely defined. The 

boundaries of the objects (which can be very fuzzy) and their exact nature are not necessarily 

straightforward to determine. The task of automatically determining a diagnostic based on the 

images is even more complex. Digital pathology datasets are therefore necessarily smaller, and 

the available “expert annotations” often cannot be considered as the “ground truth”, but rather an 

 
1 https://www.image-net.org/download.php  
2 https://portal.gdc.cancer.gov/  
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expert’s opinion. The question of how the inevitable imperfections of digital pathology datasets 

influence the results of deep learning algorithms thus became a large point of interest in our work 

[2]–[4]. 

A less studied aspect of imperfect annotations is their impact on the evaluation of image analysis 

algorithms. In challenges and other publications, evaluation metrics are computed as if the 

annotations in the test set are certain. Yet the same imperfections that make the learning process 

more difficult also make the evaluation process less reliable. The question of interobserver 

variability is particularly relevant here: when experts disagree, how do we really measure the 

relative performance of algorithms? This question led us to our study of the Gleason 2019 

challenge [5]. Also important in the evaluation process of deep learning algorithms is the 

variability due to the randomized nature of the algorithms themselves: from the initial conditions 

of the algorithms to the techniques of data augmentation, and the randomness in the optimization 

of the models. The importance of using proper statistical tools in the assessment of the algorithms, 

and of recognizing the limits of the conclusions we can draw from those results, is something that 

we examined in the evaluation of our experiments [2], [4], and that is further developed in this 

work. 

As we reviewed the results of different digital pathology challenges [8] and explored the choices 

made by challenge organisers, we found some interesting points of attention. First, we noticed 

that several challenges suffered from a lack of quality control in the published dataset and/or in 

the evaluation process. We had already noticed some problems in the Gleason 2019 challenge [5], 

and we further found issues with the MoNuSAC 2020 challenge, which were reported in a 

comment article [6] that led to a correction [23] of the previously published results [24]. Second, 

it became clear that the choice of an evaluation metric that fits a particular digital pathology task 

is far from trivial. We used the MoNuSAC challenge results to study how the choice of metric can 

hide or reveal important insights on the strengths and weaknesses of the participating teams’ 

results [7]. 

This is therefore the central question to be explored in this work: what is the impact of real-

world annotations in digital and computational pathology? This dissertation is structured as 

follows. In Chapter 1 and Chapter 2, we provide context on what “deep learning” and “digital 

pathology” are, on their definitions and their history. In Chapter 3, we review the state of the art 

of deep learning in digital pathology, with a particular focus on the various competitions 

organized since 2010. Chapter 4 examines in detail evaluation metrics and processes, their use 

in digital pathology competitions, and through several experiments and original analysis we 

outline their limitations and biases and provide recommendations for future research. The impact 

of incomplete, imprecise, and noisy annotations on the learning and evaluation processes is 

explored in Chapter 5. In Chapter 6, we look at a practical case with our work on artefact 

detection and segmentation. The question of interobserver variability is the focus of Chapter 7. 

Our findings and subsequent recommendations on quality control problems in competitions are 

explained in Chapter 8. A general discussion of our findings and a conclusion can be found in 

Chapter 9. In addition to these chapters, a description of some of the main datasets used through 

this work can be found in Annex A. In Annex B, we describe the deep learning models used in our 

experimental work, as well as some from the state-of-the-art that are commonly used in digital 

pathology. Code for reproducing the experimental results and figures is available as 

supplementary materials on GitHub (https://github.com/adfoucart/thesis-code-suppl). 
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Our main contributions to the state-of-the-art are the following. First, we studied the effects of 

imperfect annotations on deep learning algorithms and proposed adapted learning strategies to 

counteract adverse effects. Second, we analysed the behaviour of evaluation metrics and proposed 

guidelines to improve the choices made in the evaluation processes. Third, we demonstrated how 

the integration of interobserver variability into the evaluation process can provide better insights 

into the results of image analysis algorithms, and better leverage the annotations from multiple 

experts. Finally, we reviewed digital pathology challenges and found important shortcomings in 

their design choices and in their quality control and demonstrated the need for increased 

transparency. 

The past decade has seen lots of changes in the field of computer vision, and in the field of 

pathology. The prospect of being able to include automated methods to the pathology pipeline, to 

help in the diagnostic process or in the search for reliable biomarkers that would make these 

diagnoses easier to obtain, appears increasingly likely. The adoption of such methods in clinical 

practice, however, requires a large amount of trust. Trust in the capacity of deep learning methods 

to navigate through the biases and limitations of manmade datasets, and trust that the apparent 

results of these methods reflect their true abilities when confronted with new examples in real-

world settings. A strong movement to improve digital pathology competitions and benchmarks 

has been underway in the past few years. With this work, we hope to contribute to that movement, 

and to help bridge the gap between the clean setting of machine learning benchmarks, and the 

much messier setting of the clinical world.
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1 Deep learning in computer vision 

Deep learning has often been described as a revolution: in academic writing [25], [26] in books 

[27], [28] and in the media3. The state of the art of computer vision is filled with deep learning 

algorithms, and this revolution has certainly swept by the fields of medical imaging [29] and 

pathology [30]. It may therefore be surprising that there is hardly a good, clear, agreed upon 

definition of what “deep learning” actually is. 

In the introduction to the “Deep Learning” book by Goodfellow, Bengio and Courville [31], the 

authors first propose deep learning as a “solution” to “solving the tasks that are easy for people to 

perform but hard for people to describe formally (...), like recognizing spoken words or faces in 

images. (...) This solution is to allow computers to learn from experience and understand the world 

in terms of a hierarchy of concepts, with each concept defined in terms of its relation to simpler 

concepts. (...) If we draw a graph showing how these concepts are built on top of each other, the 

graph is deep, with many layers. For this reason, we call this approach to AI deep learning.” 

Further in the introduction, they propose a more straightforward definition:  

“Deep learning is a particular kind of machine learning that achieves great power 

and flexibility by learning to represent the world as a nested hierarchy of 

concepts, with each concept defined in relation to simpler concepts, and more 

abstract representations computed in terms of less abstract ones.” (Goodfellow 

et al [31], p8) 

In these definitions, we see deep learning defined by the kind of tasks that it solves (intuitive but 

hard to formalize), by the structure of its models (as a graph with many layers), and by a more 

semantic description of these layers as representing degrees of abstraction. 

In LeCun, Bengio & Hinton's Nature review of Deep Learning [25], it is defined as “representation-

learning methods with multiple levels of representation, obtained by composing simple but non-

linear modules that each transform the representation at one level (starting with the raw input) 

into a representation at a higher, slightly more abstract level.” This definition adds the notion that 

deep learning is a subset of representation learning. In representation learning, features are 

learned automatically from the raw data. Deep learning is therefore in this definition 

representation learning where the features are built on top of each other in increasing levels of 

abstraction. 

In his own review for Neural Networks, Schmidhuber [32] inches towards a more formal definition 

based on the idea of “Credit Assignment Paths”, which are “chains of possibly causal links” 

between the elements of the model, “e.g. from input through hidden to output layers in 

[Feedforward Neural Networks (FNNs)]”. His conclusion on what is deep learning based on that 

definition, however, shows how arbitrary the distinction may be: “At which problem depth does 

Shallow Learning end, and Deep Learning begin? Discussions with DL experts have not yet yielded 

 
3Forbes: https://www.forbes.com/sites/allbusiness/2018/10/20/machine-learning-artificial-
intelligence-could-transform-business/ 
TechRepublic: https://www.techrepublic.com/article/the-deep-learning-revolution-how-understanding-
the-brain-will-let-us-supercharge-ai/ 
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a conclusive response to this question. Instead of committing myself to a precise answer, let me 

just define for the purposes of this overview: problems of depth > 10 require Very Deep Learning.” 

A revolution implies a sudden, fundamental paradigm shift. This begs the question: what, if 

anything, about deep learning can be said to constitute a revolution, and when did such a 

revolution happen? 

This chapter aims to answer this question and is organized as follows: 

First, we will review the historical roots of modern deep learning algorithms, from the early days 

of computer science and artificial intelligence. 

From there, we will lay out the definitions that we will use for “deep learning” and its related 

nomenclature in the rest of this thesis. 

Third, we will examine the main types of tasks that are commonly found in computer vision, as 

well as how the classical computer vision pipeline has evolved with the adoption of deep learning 

methods. 

After the tasks, we will introduce the elements common to most deep learning solutions for 

solving them: the building blocks of deep learning. 

Finally, we will look at how “deep learning models” are trained, and the process through which 

they are evaluated. 

1.1 The roots of deep learning 

It is probably not a controversial statement to say that “Deep Learning” is a concept that stands 

out in the overall field of artificial intelligence and machine learning, and became largely popular 

around the year 2012, particularly in computer vision. This is when the work of the Stanford-

Google team of Quoc Le, Andrew Ng and their colleagues on unsupervised learning [33] drew a lot 

of media attention for creating a neural network that “taught itself to recognize cats.” 4 It is also 

when the IDSIA team of Dan Cireşan, Ueili Meier and Jurgen Schmidhuber used an ensemble of 

convolutional networks to beat the state of the art on several major computer vision benchmarks 

[34], while the University of Toronto’s team of Alex Krizhevsky, Ilya Sutskever and Geoffrey 

Hinton used their own network to win the prestigious ImageNet “Large Scale Visual Recognition 

Challenge” by a comfortable margin [35]. 

In an ImageNet post-challenge publication by Russakovsky et al., the organisers write [36]: 

ILSVRC2012 was a turning point for large-scale object recognition, when large-

scale deep neural networks entered the scene. [section 5.1 p.227] 

Following the success of the deep learning-based method in 2012, the vast 

majority of entries in 2013 used deep convolutional neural networks in their 

submission. [section 5.1 p232]  

 
4 J. Markoff, New York Times, June 26th, 2012: https://www.nytimes.com/2012/06/26/technology/in-a-
big-network-of-computers-evidence-of-machine-learning.html 
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With the availability of so much training data (along with an efficient algorithmic 

implementation and GPU computing resources) it became possible to learn neural 

networks directly from the image data. [section 5.2 p233] 

 

If 2012 stands out as a clear mark for deep learning’s popularity, the question of when, and who, 

started the deep learning revolution, is a lot more controversial. When the “Deep Learning” page 

was started on Wikipedia in 2011, it named “one of the earliest successful implementations”5 as a 

2006 publication by Hinton, Osindero and Teh introducing Deep Belief Networks [37]. As deep 

learning came under more scrutiny, however, some argued that deep learning dated from at least 

as early as 1980 and Fukushima’s Neocognitron [38], or that it was simply a rebranding of neural 

networks.6 

 

Table 1.1. A timeline of milestones in the history of deep learning for computer vision. 

Year Milestone Reference(s) 

1943 Computational model of the neuron, simple units 

interconnected into a complex network. 

McCulloch & Pitts, 1943 [39] 

1949 Learning by changing the weights of the 

connections. 

Hebb, 1949 [40] 

1957 Definition of the neuron’s main function based on a 

weighted sum of the inputs. 

Rosenblatt, 1957 [41] 

1962 Multiple layers of neurons for added complexity. 

Learning based on “error-correction” on 

supervised samples. 

Rosenblatt, 1962 [42] 

1971 Layer-by-layer training of multilayers perceptron-

like networks 

Ivakhnenko, 1971 [43] 

1980 Local receptive fields, convolutional networks, 

shared weights, down-sampling. 

Fukushima, 1980 [38] 

1974-

1989 

Gradient descent with backpropagation for 

multilayers neural networks. 

Werbos, 1974 & 1981 [44], [45]; 

Rumelhart, 1986 [46]; LeCun, 

1989 [47] 

1991-

1997 

Formalization of the “vanishing gradient” problem. 

Long Short-Term Memory for Recurrent Neural 

Networks.  

Hochreiter, 1997 [48] 

2006 Deep Belief Network, training layer-by-layer with 

an unsupervised pre-training. 

Hinton, 2006 [37] 

2009 Benefits of training deep neural networks on GPUs. Raina, 2009 [49] 

2012 Major wins in computer vision competitions. Le, 2012 [33]; Cireşan, 2012 

[34]; Krizhevsky, 2012 [35] 

 

 
5 “Deep Learning” on Wikipedia, July 20th, 2011: 
https://en.wikipedia.org/w/index.php?title=Deep_learning&oldid=440437784 
6 “Deep Learning” on Wikipedia, December 23rd, 2015: 
https://en.wikipedia.org/w/index.php?title=Deep_learning&oldid=696509140 
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To get a better sense of what deep learning is and how it came to be, we have to go back to the 

start of artificial intelligence itself. A summarized timeline of the major milestones of deep 

learning’s history is presented in Table 1.1, and we will expand on this timeline in the rest of this 

section. 

1.1.1 Computational model of the neuron 

In 1937, Alan Turing published “On computable numbers, with an application to the 

Entscheidungsproblem” [50]. In the history of computer science, this is mostly known for the 

introduction of what would later be known as the universal Turing machine, but it is first and 

foremost a mathematical treatise aiming at formally defining the mathematical idea of 

computation. This formalism would greatly influence the works of Warren McCulloch and Walter 

Pitts [51], who in 1943 created the first computational model of the neuron [39].  

This model works thusly:  

a) Neurons are connected through excitatory or inhibitory links.  

b) A neuron is either active or inactivate (binary output) 

c) If any of its inhibitory inputs is active, a neuron becomes inactive. 

d) If only excitatory inputs are active, the neuron becomes active if the number of active 

connections is above a certain pre-determined threshold. 

Following these simple rules, McCulloch & Pitts are able to form logic functions based on different 

configurations of neurons. They further show that such a network is equivalent to a Turing 

machine. These conclusions opened a wide range of possibilities, which would lead to the rise of 

connectionism, the study of systems whose complexity come from the interconnection of its 

comparatively simple elements. 

In 1948, in a report7 entitled “Intelligent Machinery” that would not be published until long after 

his death, Turing independently proposed another form of “neural network”, which he called the 

“B-Type Unorganized Machine”. In Turing's model, each neuron performs the NAND logic 

operation on two inputs (based on which any Boolean expression can be expressed [52]). From 

this very simple base, he combines neurons into connection-modifier elements which take a single 

input and can be set into an interchange mode (where it switches the input) or an interrupt mode 

(where it overrides the signal and always outputs “1”). The main novelty of this approach is that 

it provides a way to introduce a learning mechanism: Turing imagines a network that is initially 

randomly organised but is trained by switching the behaviour of those connection-modifiers so 

that some paths in the network are activated or inhibited. As the report went unpublished, 

however, it did not have the opportunity to have an impact on connectionist research. 

1.1.2 The perceptron and connectionism 

The next major step in the story comes in the late 1950s and early 1960s, with Frank Rosenblatt's 

publications on the “perceptron” [41], [42], [53]. The perceptron was “a hypothetical nervous 

system (…) designed to illustrate some of the fundamental properties of intelligent systems in 

general” [53]. It should be noted that, while the term “perceptron” is sometimes used today to 

refer to a single artificial neuron [54], the “perceptron” in Rosenblatt’s publications is the entire 

 
7 Available online: https://www.npl.co.uk/getattachment/about-us/History/Famous-faces/Alan-
Turing/80916595-Intelligent-Machinery.pdf?lang=en-GB (National Physical Laboratory) 
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network. Contrary to the very theoretical nature of McCulloch & Pitt’s work, Rosenblatt’s 

perceptron is also a physical machine. A 1957 technical report [41] describes the main 

components of the first version of the network: a sensory system (a set of photocells), a response 

system (lights which are lit up when their corresponding class is recognized), and an association 

system in between. Units in the sensory system have positive or negative connections to the 

association system. Each unit in the association system has a “fixed parameter” T, “the threshold 

value which corresponds to the algebraic sum of input pulses necessary to evoke an output” [41]. 

This output is binary: the association units therefore perform a thresholding operation based on 

the input signal (see Figure 1.1). These units are then further connected to units in the response 

system, which “are activated when the mean or net value of the signals received exceeds a critical 

level.” The first perceptron had a single “association” layer, but Rosenblatt’s 1962 book [42] 

contains experiments on “multi-layer perceptrons”, containing several sequential association 

units. Different learning techniques are also discussed, including an “error-corrective 

reinforcement system” which changes the weights of the associations proportionnaly to the 

error made by the response unit, reproducing notions of learning introduced by Donald Hebb a 

few years earlier [40]. The conclusions from Rosenblatt’s work were very optimistic on the 

capabilities of the perceptron. While “single-layer” perceptrons (with one association layer) 

showed poor generalization capabilities, he noted that “the addition of a [second association] 

layer (…) permits the solution of generalization problems” [42]. 

 

Figure 1.1. Perceptron-like architecture. A sensory layer feeds into association layers, 
then into a response layer. In the association layers, each neuron performs a weighted 

sum of its inputs. This sum is then transformed by an activation function. In the original 
perceptron, the activation function was a step function, and the weights were either +1 
(excitatory connection) or -1 (inhibitory connection), but later neural networks would 

relax these restrictions. 
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In the late sixties, a big controversy arose around the perceptrons. The context of that controversy 

is well recapitulated in a Social Studies of Science paper by Mikel Olazaran [55]. The controversy 

opposed diverging views of Artificial Intelligence. The first one, exemplified by Rosenblatt, was 

trying to “build computational architectures bearing some resemblance to the brain’s nets of 

neurons”. Against this “connectionist” view were the proponents of “symbolic AI”, where the 

decision rules were encoded in explicit symbolic rules and algorithms. One of the leading 

researchers in that school of thought was Marvin Minsky. In 1969, Minsky and Seymour Papert 

published Perceptrons: An Introduction to Computational Geometry [56]. They focused on those 

single-layer perceptrons only, and set out to demonstrate that the limitations of perceptrons could 

not be overcome, and that further research in the domain was doomed to fail. The controversy 

lays mostly in the fairness of Minsky and Papert’s argument. As Olazaran notes, “strictly speaking, 

Minsky and Papert showed that single-layer nets, defined in a certain way, had some important 

limitations”, yet their stated conclusions went a lot further than that. Their version of the 

perceptron also had further constraints, for instance on the limit of incoming connections to a 

neuron, that did not exist in Rosenblatt’s work. Minsky and Papert’s book is often considered as 

the main cause of a rejection of neural networks in the late sixties, and the emergence of 

symbolic AI as “the only AI paradigm” [55]… for a time, and mostly in the United States and 

western Europe. 

Minsky and Papert’s claim that multilayers perceptrons were essentially untrainable is disputed. 

Schmidhuber notes [32] that training mechanisms for multilayers perceptrons existed since the 

mid-sixties, and that “it seems surprising in hindsight that a book on the limitations of simple 

linear perceptrons with a single layer discouraged some researchers from further studying NNs”. 

Perhaps the most important contributor to neural networks during that time was Alexey 

Ivakhnenko. While he mostly published in Soviet journal “Avtomatika”8, Ivakhnenko also 

summarized some of his work in English, as in a 1971 publication [43] where he presents an eight-

layers perceptron trained with his “Group Method of Data Handling” (GMDH). GMDH networks 

are trained layer by layer, and use a validation set to “regularize” the network and remove 

unnecessary (“harmful”) units. Ivakhnenko also replaced the thresholding function used in the 

perceptron by a polynomial function. 

1.1.3 Convolutional networks 

A big limitation of multilayers perceptrons is that the number of trainable parameters can get very 

large very fast, as the increase the number of neurons and thus of potential connections. A key 

development, particularly for computer vision, comes in 1980 with Kunihiko Fukushima’s 

Neocognitron [38]. The key ideas of the Neocognitron is to limit the connections in the network to 

a “receptive field”, which is a locally constrained subset of the neurons from the previous layer, 

and to share the weights of the connections between neurons of the same layer. While Fukushima 

does not use that particular vocabulary, this is essentially what is known as a convolutional 

network. A classical perceptron-like layer is fully-connected, or “dense”. This means that each 

neuron of layer n is connected to each neuron of layer n-1 with an independent weight. If 𝑁𝑛 is the 

number of neurons in layer n, a perceptron-like layer will therefore have 𝑁𝑛−1 × 𝑁𝑛 learnable 

parameters. In a convolutional layer, the neurons will be organized so that their outputs form 

feature maps. Each feature map will be the result of the convolution between the input and a 

kernel (see Figure 1.2). If there are 𝑘 feature maps in layer 𝑛 − 1 and 𝑙 feature maps in layer 𝑛, 

 
8 See for instance a “bibliography of perceptron literature” by Rosenblatt 
(https://apps.dtic.mil/sti/pdfs/AD0420696.pdf#page=196, last accessed September 7th, 2021) in 1963. 
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and each convolutional kernel has a size of 𝑤 × ℎ, there will therefore be 𝑤 × ℎ × 𝑘 × 𝑙 learnable 

parameters in the layer. The region in the input image which influences the value of a pixel of the 

feature maps of layer 𝑛 is called its receptive field. Each subsequent convolutional layer will 

therefore have a larger receptive field.  

The other major contribution of Fukushima’s network is the idea of combining these 

“convolutional” layers with down-sampling layers, which reduce the size of the feature maps 

and, as a consequence, further increases the receptive field relative to the input image (see Figure 

1.3). This idea is directly related to models of visual cortex and introduce an invariance to 

translation which is completely absent in perceptron-like architectures. A 32x32 pixels greyscale 

image connected to a 16x16 feature map using dense connections would take 262.144 

parameters, while a convolutional layer with a 5x5 kernel would use only 25 parameters. Despite 

this enormous reduction in the complexity of the model, however, the performances of 

convolutional networks are excellent, as a “dense” network would need to essentially learn all 

patterns in all positions of the image independently, while a convolutional layer only has to learn 

them once. 

 

Figure 1.2. Illustration of the convolution operation. The output of a feature map in layer 
𝒏 is given by the convolution of the 𝒍 feature maps of layer 𝒏 − 𝟏 and a kernel of size 

𝒘 × 𝒉 × 𝒍, where in this example 𝒘 = 𝒉 = 𝒍 = 𝟑. 
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Figure 1.3. Receptive field in a network with convolutions and down-sampling. The 
darker “neurons” (which, in a computer vision problem, would be directly related to the 

pixels layout of the input image) in the first and second feature maps are connected 
through the convolution operation (here, with a 3x3 kernel), while the last feature map is 
the result of a 2x2 down-sampling. After the 3x3 convolution and the 2x2 down-sampling, 

the “receptive field” of the single yellow neuron in the last layer is the 4x4 coloured 
region in the first. 

  

Convolutional networks are thus particularly well-adapted to signals where there is a meaningful 

spatial relationship between the input elements, such as images. The “feature maps” produced by 

convolutional layers encode this spatial relationship in their structure. A layer 𝑛 that has 10 

feature maps with dimensions of 25x25px thus encodes the response to 10 different kernels and 

the localisation of these responses. 

1.1.4 Backpropagation and stochastic gradient descent 

With the Neocognitron, we are getting a lot closer to something that would be recognized as a 

“deep neural network” today. If the “architecture” of the network is recognizable, the learning 

mechanism did not yet include what would become the standard for neural networks: 

backpropagation. Backpropagation appears to have been “discovered” (or at least applied to 

neural networks) independently by several researchers through the seventies and eighties, with 

the most often cited sources nowadays being Paul Werbos’ 1974 thesis [57] and David 

Rumelhart’s 1986 Nature publication alongside Hinton & Williams [58]. The history of the 

“invention” of backpropagation is subject to some amount of controversy. Jürgen Schmidhuber 

argued repeatedly, in his review [59] and in his personal online publications9, that the credit for 

efficient backpropagation should go to the 1970 thesis of Linnainmaa, and that LeCun, Hinton and 

Bengio repeatedly failed to accurately reference his work, or the importance of Werbos’ work, in 

a bid to claim credit for themselves. Whether or not there are deontological problems with 

Rumelhart, Hinton & Williams’ work, it is clear that they wildly popularized backpropagation for 

neural networks. It should also be noted that neither Werbos’ work, nor especially Linnainmaa’s 

(who published his thesis in Finnish) had much visibility at the time, and that it is entirely 

plausible that Rumelhart and Hinton had not read any of their contributions. The ongoing feud 

between Schmidhuber and Hinton, spanning their academic works, social network publications10 

 
9 See https://people.idsia.ch/~juergen/deep-learning-conspiracy.html or 
https://people.idsia.ch/~juergen/critique-turing-award-bengio-hinton-lecun.html  
10https://www.reddit.com/r/MachineLearning/comments/g5ali0/d_schmidhuber_critique_of_honda_priz
e_for_dr/fo8rew9/  



Deep learning in computer vision  15 

and blog post responses11 demonstrates how difficult it is to get an accurate, unbiased historical 

record.  

Backpropagation is a way to implement gradient descent to optimize the weights of a multilayers 

neural network in order to minimize an error function (usually called the loss function in 

modern terminology), as illustrated in Figure 1.4.  

Let 𝐭 be the target output of a network, 𝐱 an input vector, and 𝐲 = 𝑓(𝐱, 𝐰) the output of the 

network with 𝐰 representing all the connection weights within the network. The loss, in general, 

is a function of 𝐭 and 𝐲 (which could be vectors or scalars depending on the problem): 

𝐿𝑜𝑠𝑠 = 𝐿(𝐭, 𝐲) 

With gradient descent, the goal is to compute the gradient of the loss function with regards to the 

weights: 

𝜕𝐿

𝜕𝐰
 

So that the weights can be updated using a certain learning rate 𝜂: 

𝐰 ← 𝐰 − 𝜂
𝜕𝐿

𝜕𝐰
 

The problem that backpropagation aims to solve is that 
𝜕𝐿

𝜕𝐰
 cannot be computed directly, and so 

gradient descent alone cannot be used to update all the weights of the network. Backpropagation 

starts from the last layer of the network: 

𝑦𝑁,𝑖 = 𝑎(𝑠𝑁,𝑖) = 𝑎(∑ 𝑤𝑁,𝑖𝑗

𝑗

𝑦𝑁−1,𝑗) 

Where 𝑁 is the number of layers in the network, 𝑦𝑛,𝑖 is the output of the 𝑖-th neuron of the 𝑛-th 

layer, and 𝑤𝑛,𝑖𝑗 is the weight of the connection between the 𝑗-th neuron of the (𝑛 − 1)-th layer and 

the 𝑖-th neuron of the 𝑛-th layer. It should be noted that in many formulations of the operations 

happening at the neuron level, there will be an added bias term to the summation. However, the 

complete formulation ∑ 𝑤𝑁,𝑖𝑗𝑗 𝑦𝑁−1,𝑗 + 𝑏𝑁,𝑖 is equivalent to the formulation presented above if we 

simply consider that the bias is associated with a constant input of 1. 

The first step is to compute the derivative of 𝐿 with respect to 𝑠𝑁,𝑖, which using the chain-rule of 

partial derivatives gives us: 

𝜕𝐿

𝜕𝑠𝑁,𝑖
=

𝜕𝐿

𝜕𝑦𝑁,𝑖

𝜕𝑦𝑁,𝑖

𝜕𝑠𝑁,𝑖
=

𝜕𝐿

𝜕𝑦𝑁,𝑖
𝑎′(𝑠𝑁,𝑖) 

With 𝑎′ the total derivative of the activation function.  

If the loss function was chosen to be derivable with respect to 𝑦𝑁,𝑖 , all the terms of this equation 

can be directly computed. For instance, if the loss function is the mean squared error: 

 
11 https://people.idsia.ch//~juergen/critique-honda-prize-hinton.html#reply  
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Figure 1.4. Principle of the backpropagation of errors for gradient descent in a neural 
network. The loss 𝑳 is computed from the outputs 𝒚𝑵,𝒊 and the targets 𝒕𝒊. The gradient in 

the output layers 
𝝏𝑳

𝝏𝒔𝑵,𝒊
 are then computed, then propagated to the previous layer 

proportionally to the weight of the connections and to the derivative of the activation 
function. 

 

𝐿 =
1

𝑚
∑(𝑦𝑁,𝑖 − 𝑡𝑖)

2

𝑖

 

With 𝑚 the number of output neurons of the network, then 
𝜕𝐿

𝜕𝑦𝑁,𝑖
=

2

𝑚
∑ (𝑦𝑁,𝑖 − 𝑡𝑖)𝑖 . 

The next step is to propagate the error to the previous layers, using the rule: 

𝜕𝐿

𝜕𝑠𝑛,𝑗
=  ∑ 𝑤𝑛+1,𝑖𝑗

𝜕𝐿

𝜕𝑠𝑛+1,𝑖
𝑖

= ∑ 𝑤𝑛+1,𝑖𝑗

𝜕𝐿

𝜕𝑦𝑛+1,𝑖
𝑎′(𝑠𝑛+1,𝑖)

𝑖

 

This allows for the computation of 
𝜕𝐿

𝜕𝑠𝑛,𝑖
 in every neuron of the network. From there, the gradient 

relative to the weights can also be computed: 

𝜕𝐿

𝜕𝑤𝑛,𝑖𝑗
=

𝜕𝐿

𝜕𝑠𝑛,𝑗

𝜕𝑠𝑛,𝑗

𝜕𝑤𝑛,𝑖𝑗
=

𝜕𝐿

𝜕𝑠𝑛,𝑗
𝑦𝑛−1,𝑖 

Each weight can then be updated with: 

𝑤𝑛,𝑖𝑗 ← 𝑤𝑛,𝑖𝑗 −
𝜕𝐿

𝜕𝑤𝑛,𝑖𝑗
 

While the error can be computed on the entire training set before updating the weights, a 

stochastic gradient descent method was quickly preferred, updating the weights based on a 

single example at a time (or a small “mini-batch”), for better convergence speed. This was notably 

discussed by Yann LeCun and several colleagues in 1989, presenting a convolutional network 

using backpropagation to recognize handwritten zip codes for the U.S. Postal Service [47]. 
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Figure 1.5. Example of four different activation functions: two “sigmoid” functions 
(logistic and tanh), with the more recent ReLU and Leaky ReLU functions. 

 

LeCun’s publications on handwritten digits and, later, document recognition [47], [60], [61] may 

be a turning point in neural networks, not so much because of the novelty of any specific part of 

his methods, but because of its very practical aspect. They showed that convolutional neural 

networks, trained with stochastic gradient descent and backpropagation, using sigmoid activation 

functions, could be trained to solve practical, real-world computer vision problems. LeCun’s 1998 

“LeNet-5” has all the characteristics of a standard classification architecture, as seen in modern 

deep learning models: a succession of convolution and down-sampling (with max-pooling) layers 

which increase the number of feature maps while decreasing their size, followed by a few “dense”, 

perceptron-like layers with decreasing number of neurons until the last output layer, which 

contains as many neurons as there are classes to discriminate.  

1.1.5 The vanishing gradient and “deep” improvements 

The main issue that neural networks faced in order to go “deeper” was the “vanishing gradient” 

problem, formally described by Sepp Hochreiter in his 1991 Ph.D. thesis in German and published 

by Hochreiter and Schmidhuber in 1997 [48]. The vanishing gradient problem is a direct 

consequence of the backpropagation algorithm. As the “gradients” 
𝜕𝐿

𝜕𝑤
 are propagated through the 

network, the derivatives of each layer’s activation functions are multiplied together. The most 

common activation functions at the time were sigmoid functions such as the logistic function or 

the hyperbolic tangent (shown in Figure 1.5). The derivatives of these functions have a small peak 

in the centre, and quickly fall close to zero on both sides. This has a catastrophic effect on learning, 

as the multiplication of those very small gradients lead to some weights in the network being 

essentially incapable of being updated.  

Some improvements were proposed to address this problem over the next years. Hochreiter and 

Schmidhuber’s Long Short-Term Memory for recurrent neural networks was explicitly designed 

to avoid vanishing gradients [48]. Changing the activation function to the Rectified Linear Units 

(ReLU) [62] and its variations such as Leaky ReLU [63] (see Figure 1.5), which have a much larger 

“active” region (in the sense of a range of input with a significantly larger than zero output), also 

proved to be very effective. The “old” idea of training a network layer-by-layer was also one of the 

key ideas of Hinton’s 2006 “deep belief” article [37], which also used an “unsupervised” pre-

training step. As we have mentioned at the beginning of this section, this publication is when the 

terms “deep learning” and “deep neural network” start to gain traction. “Short-skip” and “long-

skip” connections, such as in Highway Networks [64], ResNet [65] and U-Net [66], which create 
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bypasses through which the gradients can flow more easily to early layers also helped to 

overcome the limitations of deeper neural networks.  

1.1.6 The Deep Learning revolution 

As we mentioned at the beginning of this story, a key year for the deep learning revolution was 

2012. Yet none of the networks or learning methods that cemented themselves as the state of the 

art of computer vision at that time were very different from anything that existed before. In fact, 

as we have seen through this historical review, all the major elements of “deep learning” 

publications slowly evolved in incremental steps, building on top of each other. 

Is “deep learning” therefore really a buzzword, a rebranding of neural networks? There is no 

doubt that some form of revolution happened, but it was obviously not a revolution in the core 

theory of neural networks. Two major contributing events, however, can be traced to the same 

period. The first is the start of the “Big Data” era [67]. All these 2012 works relied on datasets of 

sizes and diversities which were simply unimaginable a few years earlier. ImageNet and Google’s 

databases in particular use millions of diverse colour images. MNIST, LeCun’s 1998 database of 

handwritten digits, had by comparison 60.000 small, aligned, black-and-white images, which were 

resized to 28x28px (with interpolated values, so that the final images are greyscale [47]).  

The second event was the massive development of general computing on graphical processing 

units (GPU). In 2006, the release of CUDA by NVIDIA made parallel processing on GPUs a lot more 

accessible by allowing developers to use C to program GPUs [68]. As neural networks are 

massively parallelizable, it was quickly shown that training neural networks on GPUs causes 

massive speedups in training time, thus allowing larger networks to be trained [49]. 

The deep learning revolution therefore appears to be more of a practical than theoretical one. As 

“Big Data” provided the amount of training samples required for training networks with large 

number of parameters without massive overfitting and GPUs made the training times more 

reasonable, large neural networks suddenly became something that could realistically be done 

outside of hyper specialized research groups with access to supercomputers. 

This, in turn, led to the release of software tools designed to make the building and training of 

large neural networks easier and even more accessible. Starting from 2009, Theano was 

developed at the University of Montréal12, providing a Python framework for fast tensor 

operations on GPUs [69]. Other frameworks such as Caffe, developed by Berkeley AI Research and 

released in 2014 [70]; TensorFlow, released by Google in 2015 [71]; or Facebook’s PyTorch, 

presented at NeurIPS 2019 [72]; contributed to the widespread adoption of deep neural networks 

outside of pure machine learning research and into practical applications. 

This practicality also shows that the study of neural network did not only evolve in its theory, but 

also in the objectives of its actors. Early connectionists were overtly interested in using machine 

intelligence as a proxy for better understanding human intelligence, and the process of learning. 

We then see a movement towards studying machine intelligence by itself: artificial neural 

networks did not necessarily have to resemble animal neural networks anymore, the main 

concern was that they were capable of learning ever more complex functions. Finally, we get to 

the modern vision of task-oriented deep learning, exemplified by the importance that “Grand 

Challenges”, benchmarks and competitions have taken in the deep learning era. 

 
12 https://github.com/Theano/Theano/blob/master/HISTORY.txt  
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1.2 Defining deep learning 

From this historical perspective, it is clear that the concepts of artificial intelligence and its 

subdivisions have fluctuated over time. Definitions of “artificial intelligence”, “machine learning”, 

“deep learning” and all related concepts can vary in the scope of what they include. In this section, 

we will provide and justify the definitions that will be used in the rest of this thesis. 

Artificial intelligence is the study of systems which take actions or make decisions based 

on their perception of their environment. 

This is a very broad definition. A key part is that artificial intelligence systems do not exist in a 

vacuum: they perceive and act on the “real world”, and both the perception mechanism and the 

action/decision mechanism are a part of that whole system. In computer vision, the “perception” 

would typically be some form of image acquisition, and the “action” could be, for instance, the 

generation of semantic information extracted from the image. 

Machine learning is the study of artificial intelligence systems that are capable of 

improving their performance based on their experience. 

This implies two very important aspects of a machine learning agents: they must include 

parameters that can be changed as a response to the observations, and they must include a metric 

for measuring its performance, as well as a mechanism for updating its parameters. These are 

determined by the machine learning model and the machine learning algorithm: 

A machine learning model describes the relationship between the input of the system 

(the “perception”) and its output (the “action”), as well as the parameters of that 

relationship. When the parameters are set, the model is said to be trained.  

A machine learning algorithm is a method used to find the best parameters of the model 

according to certain criteria. 

Machine learning problems are often separated into “supervised” and “unsupervised” problems: 

A supervised problem is one where each sample in the training set is associated with a 

known target value (the “label”). 

In an unsupervised problem, the labels in the training set are unknown, and the model 

has to learn from the distribution of the data. 

A useful distinction can also be made between the “parameters” and the “hyper-parameters” of a 

model. 

The parameters are internal to the model and are set through the learning algorithm. 

The hyper-parameters are external to the model and are often set through the validation 

process. They are typically related to design choices in the model, like the maximum depth 

of a decision tree, or the size of the layers in a convolutional neural network. 

It is often the case that a machine learning model can be split into two parts: feature extraction 

and decision function. 

Features extraction is a processing of the raw input of the system to project it into a new 

space of variables (the “features space”) where the problem is easier to solve. 
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The decision function is a mathematical relationship between the input in features space 

and the output of the system. 

A further distinction is made in the features extraction step depending on how those features are 

determined: 

Handcrafted features are chosen and defined by a human expert based on their 

experience and their observation of the data. 

 Learned features are derived from the data by a machine learning algorithm. The subset 

of machine learning that include learned features is called representation learning. 

We can now finally arrive at the elements that separate so-called “deep” learning from the rest of 

machine learning: 

Deep learning is the study of machine learning models where features are represented in 

a layered structure of increasing abstraction, and of machine learning algorithms that 

learn the features representation and the decision function as a single step. 

From this definition, we get the key aspects of what would generally be described as a “deep 

learning” system today. 

a) Layers of abstraction: low-level features are extracted from the raw input of the system, 

and higher-level features are learned by combining these low-level features. 

b) Learning features and decision in one step: the main difficulties that prevented multi-

layered neural networks to learn efficiently in the past were generally related to the ability 

to efficiently learn the layers further from the output. Solutions to that problem typically 

involved learning layer-by-layer, but that effectively means learning the features 

representation separately from the decision function, which falls into the broad category 

of “representation learning” without being really specific to deep learning. 

This definition also implies that the answer to the question of whether, for instance, perceptrons 

of the past belong to the “deep learning” category actually depends on how they were used and 

trained. The original, single-layer perceptron of Rosenblatt was trained directly on the raw input, 

and learned “features” and “decision” in one step, but it clearly did not include layers of 

abstraction. A multilayers perceptron could be included in the “deep learning” category if applied 

directly on the raw data, but not if it relied on handcrafted features. The perceptron-like networks 

of Ivakhnenko, for instance, were trained layer-by-layer and relied on handcrafted features in the 

examples he used [43], and would not be included either. Fukushima’s Neocognitron [38] is much 

closer to the definition, as it clearly demonstrates layers of abstraction and learn directly from 

pixel data, yet the images used are synthetic, binary representations of numbers and letters, and 

the network is trained in an unsupervised way and does not include any “action” step. The letters 

or numbers are not classified: it is just observed that the network has learned different responses 

to different types of patterns. LeCun’s handwritten digits recognition [60] includes a big pre-

processing step to isolate the digits and standardize their presentation, yet its inputs are still close 

enough to the raw data that it is probably reasonable to include it into the “deep learning” 

definition. As a direct predecessor to the highly publicized AlexNet [35], it is also unsurprising 

that it represents one of the common archetypes of modern deep neural networks for computer 

vision: the “image classification” network. 
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This definition of deep learning does not necessarily require the model to be any type of neural 

network. However, in practice, most if not all model used in modern deep learning are neural 

networks, making “deep learning model” and “deep neural networks” functionally synonyms. It is 

therefore useful here to also introduce a few definitions relative to neural networks. 

An artificial neural network (generally just shortened to “neural network” in the context 

of machine learning) is a model that can be decomposed into a graph of interconnected units 

(the “neurons”) which perform a weighted sum of their inputs, with an activation function 

that may introduce non-linearities in the overall function. The structure of the graph is often 

referred to as the architecture of the network.  

While it is in theory possible to explicitly model every single connection and every single neuron 

in a network, it is generally more practical to use an organization in layers: 

A layer in a neural network is a group of neurons that share a common set of inputs and 

outputs and no “internal” connections (as in: no neuron in the layer is connected to another 

neuron in the same layer). Neurons in a layer will also typically share the same activation 

function. 

A connection exists between layers if the output of some neurons of one layer are used as 

input by some neurons of the other. 

Finally, it is sometimes useful to be able to refer to multiple functionally related layers at the same 

time. We will refer to those groups of layers as blocks: 

A block is a group of layers in a neural network that perform a particular function together 

within the network. 

1.3 Computer vision tasks 

A complete taxonomy of computer vision tasks is outside of the scope of this thesis, but we will in 

this section propose a useful framework for categorizing the different types of tasks that will be 

relevant to the rest of this work. 

First, what do we mean by a “Task”? To quote Goodfellow et al: “Machine learning tasks are usually 

described in terms of how the machine learning system should process an example.”[31] In other 

words, a Task is defined by the type of output that is expected, and the kind of input that is being 

processed. In computer vision, the input will typically be an image, most likely represented as a 

matrix containing the pixel values. It should be noted that with this definition we are not 

considering differences in the learning process (for instance: supervised or unsupervised 

learning), which can lead to completely different categorizations of machine learning algorithms. 

One big distinction that can be made relates to the nature of the output value. In classification 

tasks, the desired output comes from a discrete, finite set of possibilities. In regression tasks, the 

output consists in a set of continuous variables [73].  

For most of the tasks that we are concerned with in this work, however, a more useful 

categorization is related to the nature of the target: the images, objects, or pixels. 

In a classification task, the goal is to assign a class to an entire image. The output of such 

a task will typically be a single class, often supported by a vector of class probabilities. In 

some cases, the categories can be ordered. 
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Figure 1.6.  Proposed categorization of computer vision tasks. 

 

In a detection task, the goal is to detect the presence of instances of a target object. The 

output of such a task will typically take the form of a set of bounding boxes within which 

the instances have been found. 

In a segmentation task, the goal is to separate the “foreground” pixels (which are parts 

of “objects of interest”) from the “background” pixels (everything else). The output will 

take the form of a binary mask, often supported by a pixel probability “heat map”. 

These three basic tasks can be combined with each other to form more complex tasks: 

An instance classification task combines object detection with classification (assign a 

class to each of the detected objects). The output will typically be a set of bounding boxes 

with corresponding class values (supported by vectors of class probabilities). 

An instance segmentation task combines object detection with segmentation (determine 

which pixels are part of which object instance). The output will be a pixel “label map”, where 

each pixel is assigned to a label representing the object that it belongs to. 

A semantic segmentation task combines pixel segmentation with classification (assign a 

class to each of the pixels). The output will be a pixel “class map”, often supported by a “class 

probabilities” map where each pixel is associated to a vector of class probabilities. 

An instance segmentation and classification task combines all three basic tasks, so that 

each object is detected, assigned to a class, and associated to a pixel mask. The output will 

be a class map alongside a label map, or a label map with an associated “per-label” class 

prediction. 

It should be noted that, while regression tasks are not explicitly represented in that categorization, 

they will generally be very close to one of these (except that class values will be replaced by 

continuous values). For instance, a counterpart to “semantic segmentation” could be “image 

generation”, where for each pixel a colour value is predicted. This categorization is also not 
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exhaustive. Image registration, for instance, does not really fit into this taxonomy. These however 

cover the tasks where deep learning methods have been most relevant in digital pathology and 

will be where we will focus our attention in this work. For the same reason, we will generally limit 

ourselves to supervised methods, and only consider “unsupervised learning” as a pre-training 

step (as in representation learning) in the context of a supervised task. 

1.4 The deep learning pipeline 

While the nature of the different tasks will certainly also influence the design of the learning 

process, most machine learning solutions to computer vision problems will follow a relatively 

similar pipeline, illustrated in Figure 1.7. Deep learning solutions follow the same process. Each 

of the steps in this pipeline come with their own challenges and are largely application dependent. 

In this section, we will briefly explain the elements that are commonly found in computer vision 

pipelines. A summary of the hyper-parameters that are related to these different steps is 

presented in Table 1.2. 

1.4.1 Data acquisition 

The data acquisition step will obviously be largely concerned with the technical aspects of the 

acquisition. For instance, in digital pathology, the variety of protocols that were applied for 

processing and staining the tissue samples and the scanners used to acquire the images will 

influence the final result. It is also concerned with the selection of the samples. A machine 

learning algorithm will learn to use the data that is provided in the training set. If this data is not 

representative of the domain of applicability, the algorithm will most certainly fail. 

Another closely related question is the constitution of the training set and of the test set (and/or 

the validation set). The training set is the data that is used to determine the learnable parameters 

of the model. The validation set is used to determine the hyper-parameters of the model and of 

the algorithm. The test set is used to evaluate the model once all parameters and hyper-

parameters have been fixed. Improper handling of the data can lead to bad interpretation of the 

results. As a general rule, the test set should be as “independent” from the training and validation 

set as possible: different acquisition hardware, different sample source (e.g., individual patients 

in a medical application), etc. More independence means that the test set evaluation will more 

accurately represent the generalization capabilities of the algorithm. 

Equally important to the supervised learning process as the image acquisition is the annotation 

of the data. The ideal situation for a deep learning algorithm is to have a perfectly supervised 

dataset, meaning that to each data sample is attached a “ground truth”, which is the expected 

output of the trained algorithm for that sample. This optimal situation is rarely found, particularly 

in digital pathology datasets. This will be discussed at length in the rest of this thesis. 

 

 

Figure 1.7. Machine learning pipeline. 
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Table 1.2. Main hyper-parameters of a deep learning pipeline, excluding the hyper-
parameters related to the model itself. 

Hyper-parameter Choices and possibilities 

Pre-processing steps Resizing, tiling, colour space change, de-noising… 

Data augmentation steps Affine/elastic transforms, noise, blur, colour transforms, GANs… 

Mini-batch size Trade-off between memory availability, training speed (larger size 

= quicker) and end result quality (smaller size may be better). 

Initializer Xavier [74], He [75]… 

Optimizer Adam [76], RMSProp [77], ADADELTA [78]… 

Loss function Cross-entropy, mean-squared error, customized losses… 

Stopping criterion Fixed number of epochs or based on improvement on a validation 

set. 

Post-processing steps Image reconstruction, resizing, de-noising, labelling… 

Evaluation process Metric, aggregation method, statistical tests… 

1.4.2 Data preparation 

Even “deep learning” algorithms can usually not simply take as input the whole training set. Some 

pre-processing will typically be necessary. The pre-processing that needs to be applied will again 

depend on the application. Two distinct types of pre-processing are very common in computer 

vision application: normative pre-processing and data augmentation. 

Normative pre-processing includes steps designed to restrict the domain of the input space. For 

instance, many network architectures require a fixed-size input. Pre-processing steps to achieve 

that include resizing or tiling of the input images. It may also be interesting to change the colour 

space (for instance, moving from RGB to HSV, or to a colour space more relevant to the 

application). A normalization of the dataset can also be done at this stage, or a rescaling of the 

input values to a predetermined range (for instance, -1 to +1). 

Data augmentation has a very different role. It seeks to increase the size and diversity of the 

dataset by generating artificial examples based on the available samples. Instead of restricting the 

domain of the input space, the goal is in this case to fill this domain with as many (realistic) 

examples as possible. Common data augmentation steps include affine transforms, blur, noise, 

colour transforms, elastic transforms, etc. GANs can also be used to generate new examples 

(although this solution sometimes just deports the problem of finding real examples to the 

training of the GAN itself). 

1.4.3 Training of a deep learning model 

While training the model, data samples are generally presented in batches (often referred to as 

“mini-batches”), with the parameters of the network being updated after each batch. The batch 

size is a design choice that is often constrained by the available hardware, as using larger batches 

require more memory usage in the GPU. At the extreme end of the spectrum, training can be done 
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with batches consisting of a single example. This is for instance the case in stochastic gradient 

descent. The batch size can influence both the speed of the training process, and the quality of the 

results. As a general rule, larger mini-batches tend to train faster, but lead to worse generalization 

[79]–[81]. 

When training neural networks from scratch, another important aspect is the initialization of the 

parameters. The initial parameters of the connections are chosen randomly, but the choice of 

distribution from which these random weights are drawn is important, as bad initialization can 

lead to a higher risk of vanishing or exploding gradients [82]. Usual choices are to use either a 

normal or a uniform distribution, with a mean of 0 and a variance that depends on the number of 

neurons in the layers on both side of the connection. The two most common variants are Xavier 

initialization [74] and He initialization [75]. Xavier initialization was initially designed for 

networks using the tanh activation function, while He initialization was designed to adapt it to 

networks using the “rectified linear units” (ReLU) functions. 

Another important aspect of the learning algorithm is the choice of the optimizer. All commonly 

used optimization techniques for deep neural networks are based on gradient descent and 

backpropagation. The main steps of this optimization process are: 

a) Computing a loss 𝐿 on a mini-batch, which measures the error that the model currently 

makes on the training data. 

b) Use the rules of backpropagation to compute the contributions of each parameter 𝑤 of the 

model to that loss: 
𝜕𝐿

𝜕𝑤
. 

c) Update the parameters depending on their contribution to the loss and to a learning rate 𝜂: 

𝑤 ← 𝑤 − 𝜂
𝜕𝐿

𝜕𝑤
. 

The learning rate can be fixed through the learning process or can be adaptive. More than a 

hundred different optimization methods have been proposed for training deep neural networks, 

but no clear rule has emerged to determine which one should be used for a particular problem, 

with some research suggesting that the difference between methods is often less important than 

the difference that can be observer within the same method with different hyper-parameters or 

even with different random seeds [83].  

The result of those optimizers will also obviously depend on the loss function being used. The 

default, general purpose loss functions are the cross-entropy (𝐶𝐸) for classification problems and 

the mean-squared error (𝑀𝑆𝐸) for regression problems, defined as: 

𝐿𝐶𝐸(𝐲, 𝐭) =  −
1

n
∑ ∑ 𝑡𝑖𝑐log (𝑦𝑖𝑐)

m

c=1

𝑛

𝑖=1

 

𝐿𝑀𝑆𝐸(𝐲, 𝐭) =
1

𝑛
∑(𝑡𝑖 − 𝑦𝑖)2

𝑛

𝑖=1

 

With 𝑛 the number of samples, 𝑚 the number of classes, 𝑡𝑖𝑐  the binary target value of sample 𝑖 for 

class 𝑐 (for classification problems), 𝑡𝑖 the scalar target value of sample 𝑖 (for regression 

problems), and with 𝑦𝑖𝑐  and 𝑦𝑖  similarly defined for the output of the model. 

More complex loss functions can be used to address problems such as class imbalance [84] or 

noisy labels [85]. 
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Finally, another choice that needs to be made is the stopping criterion for the optimization 

process. The simplest rule is to run the optimizer for a fixed number of epochs (one epoch meaning 

that all training samples have been processed once), but this can easily lead to over-fitting. Early 

stopping is a common choice to avoid this problem, with a stopping rule that uses the validation 

set to check if the learning has failed to improve by more than a certain threshold value for more 

than a certain number of epochs (the “patience”). 

1.4.4 Post-processing 

After the optimization process is complete, the output of the model may not be completely usable 

as such yet. For instance, in a segmentation problem, if the pre-processing step included a tiling of 

the image, the output of the model will also be tiled, whereas the true target output for the whole 

pipeline is a segmentation of the full image. Image reconstruction from the segmented tiles may 

therefore be necessary as a post-processing step. If the tiling was done with some overlap, the 

reconstruction rule is not trivial, as individual pixels will have different predicted values when 

they are included in multiple tiles. Their final output value may be determined as the average of 

the predicted probability values, but other rules may also be applied such as the maximum value, 

or a weighted average with the weight depending on the proximity to the centre of the tile (as 

predictions will tend to be better further from the borders). 

Other post-processing steps may include some de-noising (for instance, using morphological 

operations to remove isolated predicted pixels and to smooth the borders of segmented objects), 

or labelling (in the case of instance segmentation). 

1.4.5 Evaluation 

The evaluation of a deep learning algorithm is a very important aspect of the process, as it is used 

not only to determine which model and which set of hyper-parameters are best for solving a 

particular task, but also to validate if the end results are adequate for a certain purpose (such as a 

clinical application). 

We have previously mentioned the selection of the test set as an important aspect of the data 

acquisition process. It will of course also influence the quality of the evaluation. The most obvious 

aspect of the evaluation is the metric used. The choice of a good metric is important as different 

metrics will be associated with different biases.  

Different metric aggregation methods can be used. The metric can be computed on every image 

of the test set, then averaged using the mean or the median. It may also be possible (for instance 

in segmentation problems) to compute the metric on the whole test set at once (giving more 

impact to larger images), or to first aggregate according to some sub-groups (for instance: per-

class in a multi-class problem, per-patient, etc.) 

In addition to this “averaged” value, it is often useful to look at the distribution of the metric over 

the test set. This allows for a more robust analysis, using for instance statistical tests to assess the 

significance of the results when comparing different algorithms, or different sets of hyper-

parameters.  
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1.5 Deep model architectures 

If your task is similar to another task that has been studied extensively, you will 

probably do well by first copying the model and algorithm that is already known 

to perform best on the previously studied task.  

-- Goodfellow, Bengio & Courville; Deep Learning, 2016 [31] 

There is an infinite number of possibilities when defining the architecture of a deep neural 

network. Many practically used networks, however, share a lot of common characteristics and are 

made from the same building blocks. In this section, we will look at these building blocks, and how 

they are integrated into the architectural “archetypes” used in many computer vision tasks. We 

will not look outside of computer vision, as these are the type of applications most relevant to 

digital pathology. We will therefore not cover recurrent neural networks or LSTMs [48], 

commonly found in domains with sequential signals such as Natural Language Processing. 

We can look at deep learning architectures at different levels. At the “macro” level, we have the 

overall “shape” of the network, which is mostly dependent on the inputs and outputs of the system 

(in other words: on the task). At the “micro” level, we have smaller design choices in which specific 

layers are used, and how exactly they are connected. 

We will first look at the most common types of layers used in deep neural networks, then we will 

move on to the macro-architectures in relation to the tasks defined previously, and finally look 

at some of the micro-architectural choices and how they can affect the learning process and the 

performances of the model. 

1.5.1 Layers 

Dense (or “fully-connected”) layers are the simplest layers from a conceptual point of view. The 

n-th layer of a network is dense if every neuron in layer n-1 is connected to every neuron in layer 

n. Mathematically, dense layers are very easy to model using matrix notations: 

𝐿𝑛 = 𝐴(𝑊𝑛𝐿𝑛−1) 

Where 𝐿𝑛 is a vector containing all the outputs of the n-th layer, 𝑊𝑛 is a matrix containing all the 

weights between each neuron of the n-th layer and each neuron of the previous layer, and A(X) is 

the activation function of the n-th layer. The main role of dense layers in modern convolutional 

networks is to perform the discrimination step based on the learned features, in a classification 

task. The number of learnable parameters in a dense layer depends on the number of neurons of 

the layer and of the previous one. If dense layer n has N neuron, and layer n-1 has M neurons, there 

will be 𝑀 × 𝑁 learnable parameters in the layer. 

Convolutional layers are very common in computer vision applications. One of their key 

characteristics is that they keep a sense of spatial relationship between the neurons. Neurons in 

convolutional layers are organized so that their outputs form “feature maps”, which are essentially 

images that are the result of a convolution between the feature maps of the previous layers (or 

the input image) and some convolutional kernels. These kernels are small, usually square matrices 

(see Figure 1.2) whose values are the learnable parameters of the layer. The number of learnable 

parameters in such a layer therefore depends on the number of feature maps and the size of the 

convolutional kernels. If layer 𝑛 has 𝑁 feature maps, layer 𝑛 − 1 has 𝑀 feature maps, and the 

convolutional kernels are 𝐾 × 𝐾 squares, there will be 𝑀 × 𝑁 × 𝐾 × 𝐾 learnable parameters.   
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Pooling layers, as mentioned above, are very often found in combination with convolutional 

layers in networks designed for computer vision. Pooling layers do not have any learnable 

parameters. Like convolutional layers, they depend on the spatial relationship of the neurons in 

the previous layer, and they usually compute a simple statistic (often the maximum, but 

sometimes the mean or the median) on neighbourhoods. While “max-pooling” and “average-

pooling” are the more common options, other variants have been proposed (such as probabilistic 

approaches which introduce some randomness in the pooling) [86]. They serve as a down-

sampling step so as to increase the receptive field of the next layers, and, when using max-pooling, 

as a way to focus the attention of the network on the neurons that are active for a particular input 

(see Figure 1.3). 

Up-sampling layers are used to increase the resolution, as a sort of “inverse” step from the 

pooling layers. Different techniques can be used for the up-sampling, including interpolation [66], 

transposed convolution [87], and methods using the pooling indices of the down-sampling layers 

to take into account the position of the feature map’s pixels in the original image [88]. 

Regularization layers can be used to reduce the risk of overfitting and to increase the 

convergence speed of the learning process. The two most common options are “dropout” [89] and 

“batch normalization” [90]. Dropout works by randomly filtering out the signal between two 

layers during training (setting the weights of a fraction of the connexions to 0). This will force the 

network to learn redundant pathways for encoding distinct features, encouraging a better 

generalization capability. Batch normalization consists in re-scaling and re-centring the inputs of 

a layer based on the distribution of a mini-batch [90]. During the training phase, a running average 

of the mean and standard deviation on the whole training set are also computed and can be used 

for “normalizing” new samples on the trained network.  

1.5.2 Macro-architectures: how networks adapt to tasks 

A common way of looking at deep neural networks is to separate them into two parts: a “general 

purpose” feature extraction part, sometimes called the encoder, and a “task specific” part that will 

combine the features to arrive at the desired output. This, of course, makes it easy to relate deep 

learning methods to “classical” machine learning, where the “feature extraction” part would use 

handcrafted features.  

The distinction, in a deep neural network, is however somewhat arbitrary, as all layers are 

typically trained together to both extract features and perform the task. The distinction, however, 

does make sense from a macro-architectural standpoint, as almost all computer vision models 

start with a relatively similar encoder. 

The encoder is mostly made of a succession of convolutional layers and of pooling layers. At the 

end of the encoder, we will generally find a large amount of “feature maps” with a very low 

resolution. What comes after the encoder largely depends on the type of task that the model is 

designed to solve. 

Classification tasks require an image-level class probability vector as the output. The associated 

macro-architecture will be to follow the encoder with a “discriminator”, which is made of several 

successive dense layers like in a standard multilayer perceptron. 

Detection tasks where the target outputs are bounding boxes are equivalent to binary 

classification tasks on the sub-image contained within those bounding boxes. Detection models 

therefore typically combine a “region proposal” part with a classification network. The encoder 
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will often be trained on the full images, then another process (which can be another neural 

network) will produce candidate regions of interest, and a discriminator will be trained on those 

regions of interest to identify those that include the target object. 

Segmentation tasks require a per-pixel prediction. The most common way of achieving that is to 

follow the “encoder” with a symmetrical “decoder”. A decoder is made of a succession of 

convolutional layers and up-sampling layers. Starting from the low-resolution feature maps at the 

end of the encoder, it will produce a high-resolution output. 

Some of the extensions to the more “complex” tasks are straightforward. For instance, the 

difference between “simple” binary segmentation and “semantic segmentation” can simply be 

the number of output channels in the decoder. Similarly, instance classification just implies 

having a multi-class discriminator in the detection network. 

The case of instance segmentation is more complex, with two distinct approaches commonly 

used. The first one is based on the “detection” networks and adds a branch to the network which 

is trained as a decoder to produce a segmentation on a detected region of interest. In this case, 

“instance segmentation” is therefore seen as “instance detection, with segmentation”. The other 

approach starts from the segmentation, and then tries to separate the potentially overlapping 

instances. These networks will therefore generally have an encoder, followed by one or several 

decoders (for instance, one trained to segment the objects themselves, and the other specifically 

trained to segment the “borders”), and a post-processing step (usually outside of the neural 

network) that will take the outputs of the decoders and compute the label map. Instance 

segmentation and classification can be achieved by extending any of these approaches to a 

multi-class case. 

Two others commonly found architectures that may be useful to introduce here are the auto-

encoder architectures (which can be used for instance for unsupervised feature extraction) and 

the Generative Adversarial Networks (GAN), which can be used for image generation problems 

such as super-resolution [91]. 

Auto-encoders follow the same basic architecture as the segmentation network, with an encoder 

and a decoder block. The key difference is the output: instead of class probabilities, the output will 

be pixel values, and the auto-encoder will be trained to reconstruct the input image (so the target 

output is the same as the input).  

An auto-encoder will therefore learn sets of features that best characterize the images present in 

the dataset in a way that is independent of any further usage of the data. On its own, such a 

network can be useful for applications such as image compression [92], noise filtering [93], 

anomaly detection [94] or super-resolution [95]. It can also serve as a first step in a semi-

supervised learning strategy [96], learning the feature representation with an auto-encoder and 

then using those features as a pre-training on a supervised dataset. 

Generative Adversarial Networks (GAN) combine two different networks with separate goals: 

a “generator”, which learns to produce realistic data, and a “discriminator”, which learns to detect 

if a data sample is “true” (meaning that it comes from the real dataset) or “fabricated” by the 

generator [97]. 
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Table 1.3. Common tasks and their associated macro-architectures, with references to 
existing example networks. 

Task Macro-architecture(s) Example network(s) 

Classification Encoder + Discriminator AlexNet [35], DanNet [98] 

Detection Encoder + Region Proposal + Discriminator Fast R-CNN [99], YOLO [100] 

Segmentation Encoder + Decoder U-Net [66], SegNet [88] 

Instance 

segmentation 

(and 

classification) 

Encoder + Region Proposal + Discriminator 

+ Decoder 

Mask R-CNN [101] 

Encoder + Decoder(s) + Post-processing DCAN [102], HoVer-Net [103] 

Others Auto-Encoder, GANs MCAE [104], DCGAN [105] 

 

The generator will typically take the same architecture as a “segmentation” network, with an 

encoder block and a decoder block. The key difference is that the input of the generator will be 

random noise, and its output will eventually be a realistic image. The discriminator, on the other 

hand, will be a classification network.  

A summary of these task-adapted macro-architectures is presented in Table 1.3. 

1.5.3 Micro-architectures: infinite choices 

While most deep neural network architectures have very similar macro-architectures, infinite 

variations appear as soon as we look into the finer details of the model. These variations are where 

most of the “hyper-parameters” of the network itself can be found. In this section, we will briefly 

explain the most important choices that need to be made in the design of a network at the micro-

architectural level. A summary is presented in Table 1.4. 

a) Network depth: the depth of the network is controlled by the number of layers between 

the input and the output. For encoders, decoders, and discriminators, there could be any 

number of convolutional layers, dense layers, pooling and un-pooling layers. In general, 

deeper networks have a higher capacity for “abstraction”, but require more resources to 

be trained and have a higher risk of overfitting. 

b) Number of kernels (and associated feature maps) for each convolutional layer. This is 

often referred to as the width of the layers. A common trend is to increase the number of 

feature maps as we progress in the encoder (and reduce the size through pooling), and to 

decrease the number of feature maps through the decoder. The same choice needs to be 

made with the number of neurons in dense layers, which will also typically start large 

and then be reduced to eventually match the number of classes at the output. 

c) Kernel size and pooling size. In convolutional layers, the size of the kernels will 

determine the number of trainable parameters of the model. The choice in general is to 

either have fewer convolutional layers with larger kernel sizes, or to stack more 

convolutional layers with smaller kernels (with 3x3 kernels a very common choice). For 

pooling, larger sizes mean that the receptive field of the feature maps increase faster, but 

more information is lost in the process. The effect of these choices can be very different 

depending on the network, application, dataset and training algorithm, and there are no 

hard rules on what the “best” choices are. 

d) Activation functions. Convolutional and dense layers typically involve a two-steps 

computation, with first a linear operation on their input (the weighted sum) followed by 
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an activation function. In “older” neural networks, sigmoid functions such as the logistic 

function or the hyperbolic tangent were often used, but since the introduction of “Rectified 

Linear Units” [62], ReLU and its variants such as “Leaky ReLU” [63] have been the most 

widely used (see Figure 1.5). 

e) Residual units or residual blocks are the most common example of “short-skip” 

connections. The principle of a residual block is to create a branching in the network, such 

that one branch goes through a series of convolutional layers, and the other branch takes 

a shortcut and is fed back into the result of these convolutions (see Figure 1.8). In the 

original ResNet [106], the “convolutional” path includes two convolutional layers, while 

the “shortcut” path is a simple identity mapping, and the two branches are merged with 

an addition. Many variations on this idea exist [107]. The number of convolutions in the 

convolutional path may vary, and there can be more than two branches. Using the addition 

operation at the end requires that the shape after the last convolution is exactly the same 

as the shape of the input. This means either having the same number of feature maps in 

the last convolution as in the input or adding a single convolution in the “shortcut” path. 

Alternatively, the addition can be replaced with a “concatenation” so that the two paths 

may have a different number of feature maps. Residual units largely mitigate the vanishing 

gradient problem by allowing the gradients to flow through the “shortcut” during 

backpropagation, thus making the training of deeper networks possible. 

f) Regularization parameters. Whenever regularization layers are used, they come with 

their own set of choices and parameters. The position of the dropout or batch 

normalization layers in the overall architecture, and the number of such layers, can be 

changed. In a dropout layer, the percentage of dropped connections during the training 

phase also has to be set. 

g) Long-skip connections are another type of shortcuts in the network architecture. Their 

main goal is to re-introduce high resolution features to layers in later parts of the 

network, particularly in the decoder of segmentation networks, which without the skip 

connection would only see heavily down-sampled feature maps. Where exactly those 

skip connections should be placed is another micro-architectural choice that needs to be 

made. 

h) Order of the layers. While the overall shape of the architecture is dictated by the macro-

architecture and generally related to the task definition, there are still smaller-scale 

choices to be made in the exact ordering of the layers: how many convolutional layers 

should be placed in between pooling layers? How many pooling layers should there be? 

 

 

Figure 1.8. Residual unit with two paths: one with multiple convolutions, and a short-skip 
connection (which may include a single convolution). 
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1.6 Lost in a hyper-parametric world 

Beyond the constraints of the task to be solved, the choices to be made while designing a deep 

learning solution to a given problem create an essentially infinite hyper-parameters space (and it 

could be argued that the definition of the task itself is a hyper-parameter of its own, as the 

translation from the “real-world” objectives to a formal definition is not trivial). 

The question on how to best optimize all these hyper-parameters is still widely open. Automated 

methods have been proposed, using Bayesian optimisation [108] or genetic algorithms [109], 

[110], but as Zela et al. point out [108]: 

With an abundance of choices in designing the architecture of deep neural 

networks, manual feature engineering has nowadays to a certain degree been 

replaced by manual tuning of architectures.  

 

Automated methods for hyper-parameters tuning also come at a computationally prohibitive cost 

and are generally unrealistic for a practical usage for anyone who does not have access to 

extremely large resources.  

 

Table 1.4. Main hyper-parameters related to the micro-architecture of a deep neural 
network. 

Hyper-parameter Choices and possibilities 

Depth (number of layers) Trade-off between the capacity for higher levels of abstraction and 

the risks of overfitting and difficulties in learning. 

Width (number of kernels 

/ feature maps) 

Trade-off between capacity for learning more features and the 

risks of overfitting and longer learning time. 

Size of convolutional 

kernels 

Variable effect on training time and performance. 

Size of pooling (and un-

pooling) layers 

Larger pooling increases the receptive field faster through the 

layers but loses more information along the way. 

Activation functions Most recent models use variations of the ReLU function [62]. 

Residual units’ usage and 

structure 

If “short-skip” connections are used, number of convolutional 

layers skipped and concatenation method. 

Dropout parameters Dropout layers may be put at different parts of the architecture for 

regularization, with as a hyper-parameter the percentage of 

connections to randomly set to zero during training.  

Use of Batch 

Normalization 

Should “batch normalization” layers be introduced in the network 

for regularization? 

Long-skip connections Choice of which low-level features to re-introduce in which later 

stage of the network. 

Order of the layers Number of convolutional layers, of pooling layers, position of the 

regularization layers, etc. 
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One of the difficulties of this search in the hyper-parameters space is that it can be very difficult 

to extricate the effects of a change in hyper-parameters from the effects of randomisation. Many 

parts of the deep learning pipeline include some randomisation: weight initialisation, data 

augmentation, data shuffling, etc. To be sure that a set of hyper-parameters is truly “better” than 

another, it would have to show its improvement over multiple random seeds, which add yet 

another multiplicative factor to the computational cost. 

By necessity, hyper-parameters tuning needs to be limited, with most of them being fixed by the 

algorithm’s designer based on experience and prior knowledge of working solutions. Micro-

architectural choices, for instance, are often done based on very limited testing on small datasets 

to ensure that the resulting model is capable of learning useful features. Similarly, for weights 

initializers or optimizers’ parameters, only a limited set of values are typically tested. 

It is however something that should always be kept in mind when analysing results that compare 

different network architectures, or choices in the pipeline: there is always a possibility that a 

better tuning of the neglected hyper-parameters could change the results one way or another. 

This does not mean that those results are worthless, but that results from a single experiment 

should always be taken carefully. 

1.7 Conclusions 

While deep learning has been described as a revolution, our overview of the history of modern 

deep neural network would rather characterize it as a natural progression of concepts that were 

laid down from the very beginning of research into machine intelligence. If there has been a 

revolution, it is probably fair to say that it happened more in hardware development than in the 

theory of neural networks. Modern deep neural networks share common characteristics and 

building blocks with networks from the 1960s-1980s, and it is doubtful that modern 

improvements in optimization techniques or in the design of network architectures would have 

had a significant impact without the rapid improvement in parallel processing available to the 

research community. 

Deep learning algorithms are always integrated into a larger pipeline, where the design of the 

model itself is only one of many hyper-parameters that need to be set. It is easy to get lost in all of 

the choices that come with the design of a deep learning solution. If deep learning, as many like to 

say, is a “black box”13, it is certainly one with many levers and buttons attached to it.  

 
13 https://www.nature.com/news/can-we-open-the-black-box-of-ai-1.20731  



Digital pathology and computer vision  34 
 

2 Digital pathology and computer vision 

As we have seen previously, it is difficult to come to an entirely satisfying definition of deep 

learning. While the term “digital pathology” is not quite as fuzzy, it is still not entirely 

straightforward. 

The 2014 Springer book “Digital Pathology” [111] defines it thusly:  

“Digital pathology, in its simplest form, is the conversion of the optical image of a 

classic pathologic slide into a digital image that can then be uploaded onto a 

computer for viewing.”  

They note, however, that “the concept and functionality of digital pathology has grown 

exponentially, so that a more accurate current definition would be that it is the field of anatomic 

and microanatomic pathology information systems”, including the “real-time evaluation, 

comparison, two- to three-dimensional reconstruction, archiving, dissemination for widespread 

viewing and consultation, compilation with other patient data, data mining, and use for education, 

clinical diagnosis and patient management, research, and the development of artificial intelligence 

tools [of specimens in digital form], and this may still only be scratching the surface.”  

A 2010 Scientific American editorial [112] makes a graphical comparison between the pathway 

of “traditional pathology” and that of “digital pathology”. In traditional pathology, the slide is sent 

to the primary pathologist for “subjective analysis”, then “may be sent, in series by mail, to one or 

more consultants”. By contrast, in digital pathology, a slide is scanned and “screened by computer 

(objective analysis)”, with the results attached to the patient electronic record so that “multiple 

reviewers can simultaneously see and discuss digitized slides and supporting documents.”  

The Digital Pathology Association has the following definition:  

“Digital pathology is a dynamic, image-based environment that enables the 

acquisition, management and interpretation of pathology information generated 

from a digitized glass slide.”14 

As can be seen from these definitions, digital pathology refers at the same time to the acquisition 

process of the optical information of the slide into a digital format, and to the different uses that 

can be made of the “virtual slide”. The main components of digital pathology can therefore be 

summed up as: 

a) The acquisition hardware (slide scanner). 

b) The visualisation software. 

c) The “information system”, including the tools for sharing, distributing, and annotating 

the slides, and to link them to the rest of the patient records. 

d) The image analysis software to automatically evaluate the content of the slide. 

In this section, we will first briefly look at the history of computer-assisted pathology, from early 

attempts at automated pap smears analysis in the 1950s to the current era of deep learning and 

“grand challenges”. We will then look at the digital pathology workflow, and the needs that 

pathologists have for automated computer vision methods for research or clinical practice. 

Finally, we will take a snapshot of the digital pathology world in 2010, at the time of the first 

 
14 https://digitalpathologyassociation.org/about-digital-pathology, last retrieved 15/03/2021 
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computer vision “challenge” in digital pathology, held at the ICPR conference, right before the 

Deep Learning “invasion”. 

2.1 History of computer-assisted pathology 

As digital pathology is an extension of traditional pathology, it is interesting to briefly look back 

at the history of computer-assisted pathology. The idea of using computers to automatically assess 

pathology samples is almost as old as computers themselves. If we want to look at the meeting of 

computer science and pathology, the best starting point might be 1955, with the presentation of 

the Cytoanalyzer by Walter Tolles [113] (shown in Figure 2.1).  

The system is described as a scanner which converts “the density field of the slide into a serial 

electric current which is then used to analyse these several cell properties”, linked to a computer 

which function is to “accept the signal from the scanner, to apply certain rules of admission or 

rejection to the signals, to measure the desired cell characteristics and to distinguish between 

signals arising from abnormal cells and signals due to normal cells”. The results of clinical trials 

indicated that it was “inadequate for practical applications” [114], but the idea was interesting 

enough to lead to the development of similar instruments in the following years [115]. 

These early attempts at automated cytology have very limited “intelligence” and rely on very 

simple signal thresholding rules. This is understandable, given that they came before the founding 

of “artificial intelligence” as a field of computer science. Only a decade later, however, computer 

vision techniques were starting to take shape in cytology, with the development of the CYDAC to 

scan microscopic images, digitize them and convert them to magnetic tapes [116]. Automated 

computer vision methods to extract morphological information and determine cell types were 

developed by Mortimer Mendelsohn and Judith Prewitt in the mid-1960s [9], [117]. 

 

 

Figure 2.1. The Cytoanalyzer in 1955 [113]. On the left is the “power supply and 
computer”, in the centre is the scanner, and on the right are oscilloscopes “for data-

monitoring and presentation”. 
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Figure 2.2. Demonstration of “satellite-enabled robotic-dynamic tele-pathology” in 1986. 
(a) Press briefing by Dr Weinstein in Texas. (b) Pathologist operating the light 

microscope from Washington, DC. [118] 

 

Around the same time, we find the first experiments in tele-pathology, with a Princeton laboratory 

mounting a black-and-white television camera on a light microscope [119]. The first clinical use 

of this technology would wait until 1968. A clinic at Logan International Airport in Boston was 

connected to the Massachusetts General Hospital in a very experimental telemedicine system 

which allowed pathologists in the hospital to remotely examine “black-and-white images of blood 

smears and urine samples using remote analogue video microscopy” [119]. The whole system was 

impressive in its scope. In addition to the video microscopy, it was equipped with “a range of 

cameras for long shots and close-ups to aid physical examination”, and other cameras for 

transmitting X-rays and electrocardiograms [120]. 

One of the pathology residents at the Massachusetts General Hospital at the time, Ronald 

Weinstein, would end up becoming one of the pioneers of modern tele-pathology in the 1980s, 

and was driven in part by the large interobserver variability among experts in clinical studies 

[118]. A big innovation that made tele-pathology more reliable was the introduction of “dynamic-

robotic tele-pathology” (see Figure 2.2), allowing the remote observer to choose the field of view 

and focus of the microscope. 

The dynamic-robotic tele-pathology of the 1980s required a pathologist “on hand” to remotely 

operate the microscope. When digital cameras became more readily available in the 1990s, 

systems with cameras mounted on a microscope taking static images and sharing them on a 

network of pathologist workstation became possible. However, these were unable to capture the 

entire slide. In 1999, however, Wetzel and Gilbertson introduced an automated whole-slide 

imaging system with 20x magnification and 0.33 µm/pixel resolution capable of imaging a slide 

in 5 to 10 minutes [121]. This did not immediately revolutionize the practice of pathology. In 2011, 

Pantanowitz et al [122] wrote that “there appear to be several technical and logistical barriers to 

be overcome before [Whole-Slide Imaging] becomes a widely accepted modality in the practice of 

Pathology,” citing the problem of artefacts such as tissue folds, bubbles and poor staining making 

the introduction of Whole-Slide Imaging (WSI) systems being shown “to stress the system in terms 

of reliability and throughput.” 
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Figure 2.3. Example of two whole-slide images (WSI) extracted from the same tissue block 
from a colorectal tumour. Stained with (left) H&E and (right) anti-pan-cytokeratin IHC 

with haematoxylin counterstain. 

 

As standardization of the process evolved and validation studies confirmed that digital pathology 

gave similar results to the “classical” methods, the regulatory framework evolved so that digital 

pathology started getting more readily adopted in clinical, research and educational practice 

[123]. 

The adoption of WSI had a huge impact on image analysis for pathology, with entire slides being 

now available for analysis instead of limited fields of view [124]. Larger datasets could now be 

gathered and provided to the image analysis and artificial intelligence community, leading to the 

development of algorithms that promised to “improve accuracy, reliability, specificity and 

productivity” of digital pathology [12]. As with deep learning, the development of new software 

tools such as the “vendor-neutral” OpenSlide library [125] has made the programmatic use of 

WSIs easier, allowing more researchers to design image analysis pipelines.  

2.2 The digital pathology workflow 

The digital pathology workflow is a long, multi-steps process that requires trained specialists and 

specialized hardware. In this section, we will look at those steps, from the extraction of the tissue 

samples from the patient to several uses of the digitized images.  

2.2.1 Sample acquisition: from the body to the scanner 

Tissue samples can be acquired from the patient during surgeries or biopsies. After extraction, a 

sample will go to a series of tissue processing steps [126]: fixation, dehydration, clearing, 

paraffin infiltration and embedding. The goal of these steps is to stabilize the tissue and to create 

a “block” that can be sectioned with minimal damage. The block can then be cut into thin slices 

(around 5 µm) using a microtome, which are then mounted onto glass slides. 

The next important step is the staining of the tissue. Staining techniques were developed as early 

as the mid-nineteenth century [127]. Staining agents will selectively stain certain tissue 

components, creating contrasts that allow the pathologist to better see the structure of the tissue. 

The mechanisms through which certain stains will favour certain tissue components are complex, 

relying on different biochemical processes [128]. The most widely used general-purpose stains 

combination is haematoxylin combined with eosin (H&E). Essentially, haematoxylin stains nuclei 

in blue, eosin stains cytoplasm and extracellular matrix in pink. More recently, 
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immunohistochemical (IHC) techniques have been developed to selectively reveal the expression 

of target proteins in the tissue, using antigen-antibody interactions. Figure 2.3 shows two whole-

slide images from the same tissue block, stained with H&E and using an IHC marker, respectively. 

Once the slide is ready, it can go through the scanning process to be digitized. Slide scanners are 

essentially optical microscopes combined with a digital image capture device, and a mechanical 

system to change the acquired region. WSIs may be obtained using a line scanning process (with 

the camera capturing strips) or a tile scanning process (with the camera capturing squares) [129]. 

The highest resolution available is generally ‘x20 equivalent’ (around 0.5µm per pixel) or ‘x40 

equivalent’ (0.25µm per pixel). The main challenges of the scanning process are the stitching of 

the lines or tiles, and the management of the focus over the whole slide, as the focal plane will vary 

with the topography of the tissue section.  

As an alternative to the WSIs produced by this workflow, it is also possible to put multiple small 

tissue samples extracted from different patients on the same block to produce “tissue 

microarrays” (TMA). While WSIs have the advantage of providing more context by showing large 

regions of tissue, TMAs make it possible to process more samples more quickly and 

homogeneously.  

2.2.2 Applications 

The first, and probably most common application of digital pathology is telepathology. Digitized 

“virtual” slides can be sent to pathologists outside of the facility where the samples were acquired. 

This allows for a greater specialization of the pathologists and makes it easier to get second 

opinions for difficult cases [111].  

More interesting to us in the context of this thesis are the applications related to image analysis. 

It is particularly important to understand what pathologists hope to get from computer vision 

algorithms, as there can sometimes be a disconnect between the needs of pathologists and the 

products of the machine learning and computer vision communities [130]. 

Hartman et al. list some “key areas where image analysis has had a role to play in pathology and 

tissue-based research” in 2014 [131]: 

• Quantitative evaluation of nuclei (morphology, DNA content…) 

• Measures related to tissue architecture (e.g. cellular organisation) 

• Quantitative immunohistochemistry and biomarker discovery 

• Tissue microarray analysis 

• Measure of tumour heterogeneity 

• Measures of fluorescence properties 

• Automated tumour detection 

In general, the main expected improvement of using automated methods is to avoid the problems 

of “inconsistency in diagnostic decision-making in pathology, poor reproducibility in grading 

disease and the variation that exists in image interpretation.” 

Madabhushi and Lee provide a review of image analysis and machine learning in digital pathology 

in 2016 [132]. The first big research avenue they identify is “segmentation and detection of 

histologic primitives”, such as glands and nuclei. They see this as an important prerequisite for 

quantitative histomorphometry, the detailed characterization of the morphologic landscape of the 
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tissue. Another direction for image analysis is “tissue classification, grading and precision 

medicine.”  

These applications may be used as aid to clinical diagnosis, but also for research purposes: as the 

digitization of pathological slides becomes routine practice, huge datasets can be created, and 

automated measures may be extracted for large retrospective studies.  

2.2.3 Cancer grading systems 

Cancer staging or grading systems provide a codification of the assessment of a tumour, which is 

useful to provide prognosis (i.e. cancer outcome prediction, such as risk of recurrence after 

treatment or death) and to compare groups of patients [133].  

The Tumour-Node-Metastasis (TNM) system, maintained by the American Joint Committee on 

Cancer (AJCC) and the International Union for Cancer Control (UICC) is the “general purpose” 

tumour grading system, in the absence of another system specifically targeted to the cancer type. 

The grades are based on an aggregation of three categorical assessments [134]: 

• The Primary Tumour category, based on its size and extent. Categories generally include 

TX (unknown), T0 (no evidence of primary tumour), Tis (in situ carcinoma), T1-T4 

(primary invasive tumour, with higher categories based on size and/or local extension). 

• The Regional Lymph Node category, assessing the existence and extent of a regional 

lymph node involvement. Categories generally include NX (unknown), N0 (no regional 

lymph node involvement), N1-N3 (regional node(s) containing cancer cells, with higher 

categories for increasing number of nodes, size of the nodal cancer deposit, etc.) 

• The Distant Metastasis category, which specifies whether there is evidence for the 

presence of distant metastasis (M1) or not (M0) at the time of diagnosis. 

It is important to note that the histopathological examination of the tumour is only a part of the 

grading criteria, alongside other imaging modalities, physical examination, clinical history, etc. 

While there are general criteria and trends that are common in all cases, the specific staging is 

tuned to the specific tumour types based on relevant survival studies. 

For some cancer types, alternative systems have been fully validated and are now largely adopted 

worldwide [134], including the Gleason scoring system [135] for prostate cancer (and its 2016 

Epstein modification [136]) and the Nottingham system [137] for breast cancer.  

The Nottingham system is based on the assessment of tubule formation (with three categories 

based on their extent relative to the total tumour), nuclear pleomorphism (three categories based 

on the size and regularity of the nuclei) and mitotic count (three categories with specific numbers 

depending on the examined field area). 

The Gleason system is based on a “relatively low magnification” assessment of the pattern of 

growth of the tumour, with five distinct pattern types of increasing apparent malignancy being 

identified (see Figure 2.4). The predominant (“primary”) pattern and lesser (“secondary”) pattern 

are recorder for each case, and the final score is based on the addition of the two pattern 

categories (so if the “pattern 3” is predominant with some “pattern 2” present, the score would be 

3+2 = 5). 
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Figure 2.4. ISUP Gleason schematic diagrams for Gleason histological patterns 
(reproduced from [138]). 

 

These two systems in particular have driven a lot of research in computer vision for digital 

pathology, as their criteria are directly based on the analysis of the pathology samples. It is 

therefore not surprising that lots of publications and challenges relate to nuclear detection and 

segmentation, mitosis detection, or Gleason scoring. 

2.2.4 Immunohistochemistry (IHC) 

Immunohistochemistry use antigen-antibody interactions to selectively bind the staining agent to 

target proteins. This allows for a specific targeting of cells that express those proteins. By carefully 

selecting the antibodies, it is therefore possible to discriminate between the benign and malign 

nature of certain cell proliferations, or to identify micro-organisms or materials secreted by cells 

[139]. 

IHC techniques can therefore be extremely useful at the clinical level for diagnosis. It is also very 

valuable from a research perspective, in the search of biomarkers that may or may not correlate 

with tumour aggressiveness or patient outcome. The interpretation of IHC images, however, can 

be very difficult and subjective, often based around an estimation of the proportion of tissue or 

cells where the stain is present, leading to large inter- and intra-observer variability [140]. 

The overall structure of the cellular tissue is usually made visible through a “counterstain” (often 

haematoxylin) which makes all the cells visible (see Figure 2.3). 

2.3 Image analysis in digital pathology, before deep learning 

As we will show in the next chapter, deep learning techniques quickly spread in histopathological 

image analysis in the 2010s. Before we get to those algorithms, however, it is interesting to take a 

look at what existed before. 

In 2009, Gurcan et al. published a large review of histopathological image analysis [11]. The next 

year, they organised the ICPR 2010 “Pattern Recognition in Histopathological Image Analysis” (PR 

in HIMA) challenge, where several image analysis algorithms were tested on lymphocyte 

segmentation on breast cancer images, and centroblasts detection in follicular lymphoma [141].  
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Figure 2.5. Classic image analysis pipelines for classification. These pipelines typically 
either extract global features from the entire image (for image classification) or have a 

first step to detect or segment candidate objects from which object-specific features can 
be extracted for the classification. 

 

 

Figure 2.6. Same region cropped from an image in the ICPR 2012 MITOS dataset, acquired 
with two slide scanners: (left) an Aperio ScanScope XT and (right) a Hamamatsu 

NanoZoomer 2.0-HT, showing the difference in colour and image quality in the digital 
image. 

 

A 2011 review by Fuchs et al. [142] also provide some interesting insights on the state of 

“computational pathology” at the time, with a particular focus on questions of interobserver 

variability and ground truth generation which will be discussed more fully in later chapters of this 

thesis. 

From these reviews, we can see how the classic image analysis pipeline (presented in Figure 2.5) 

has been adapted for digital pathology.  

2.3.1 Pre-processing 

The interpretation of histopathological images relies a lot on the staining process. A very common 

pre-processing step in digital pathology image analysis consists in stain or colour normalisation. 

The objective of this step is to reduce the differences due to the exact protocol used for the staining 

process, or to differences in the acquisition setup or the acquisition hardware. For instance, Figure 

2.6 illustrates how the same slide scanned by two different machines can lead to large differences 

in the colours of the resulting digital images. 

Typically, stain normalization methods are based on the knowledge that, in general, 

histopathological slides use a combination of two stains. The most common combination is H&E, 

where the blue haematoxylin stains the nuclei, and the pink-red eosin stains the cytoplasmic 
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elements [127], whereas in immunohistochemistry there is generally a combination of an IHC 

marker, often using 3,3’-Diaminobenzidine (DAB) as chromogen which exhibits a brown colour, 

with a haematoxylin counterstain. In 2009, Macenko et al. [143] proposed to look at the pixel 

distribution in the RGB colour space and to use Singular Value Decomposition to find the two main 

directions of the distribution. Colour deconvolution [144] can then be performed to separate the 

contributions to the two “stain” channels, and colour normalization consists in aligning the 

vectors of the “target” image to the vectors of a “reference” image. Several improvements on the 

same general concept have been proposed over the years, as stain normalisation is still often used 

as a pre-processing step even with deep learning techniques [145], [146]. 

Another important characteristic of histopathological images is their size. It is not uncommon for 

WSIs to have a full resolution size of around 80.000x60.000px, taking up about 15 gigabytes of 

data15. Even with today’s hardware, it is impractical to apply any image analysis algorithm to the 

entire slide at once. A typical pre-processing step would therefore consist in extracting image 

patches from the larger WSI. If the entire WSI is to be processed, then a common strategy would 

be to use a regular tiling grid on the image to extract evenly spread patches that cover the whole 

slide. As a large part of the slide will often only contain the glass slide itself and no tissue (see 

Figure 2.3), a simple thresholding method can be applied to filter empty patches. 

2.3.2 Detection and segmentation 

While detection and segmentation are often “end goals” of computer vision methods by 

themselves, they generally are not the desired outcome for pathologists, but rather an important 

step towards disease grading or diagnosis [11]. However, as fully automated diagnosis systems 

are even today largely out of reach (and arguably not particularly desirable in the first place), 

detection and segmentation results still hold a lot of interest. In clinical practice, such applications 

may for instance provide pathologists with measures such as cell counts or mitotic counts, which 

are very time consuming for human experts to provide and obvious candidates for automatization. 

Nuclei segmentation has been the subject of a lot of research. While it seems at first glance that 

relatively simple thresholding techniques may give good results, as the nuclei are typically much 

darker than their surroundings (see Figure 2.7), the large variability in image sets leads to 

inconsistent results [11]. Watershed-based methods suffer from the same issues. Doyle et al. [147] 

proposed a slightly more complex method. A first thresholding is made to keep all low intensity 

pixels. It is followed by a Euclidian Distance Transform (EDT) to compute the distance to the 

closest background pixels. Another threshold is applied to the EDT results to keep pixels that are 

far from the background (and therefore should be closer to the centre of the objects of interest), 

and template matching with different elliptical templates representing usual nuclei shapes and 

sizes is then applied and pixels with a high correlation to at least one of the templates are kept as 

“nuclear centroids”.  

Similar pipelines were developed for gland segmentation, where first low-level colour and texture 

information are used to give a general pre-classification of each pixel, then further constraints 

based on shape, size and spatial relationships are used to refine the results [11]. 

 
15 https://dicom.nema.org/dicom/dicomwsi/  
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Figure 2.7. Example of an H&E stained oestrogen receptor positive (ER+) breast cancer 
image with some manually annotated nuclei, from Janowczyk’s nuclei dataset [148]. 

 

2.3.3 Feature extraction 

Feature extraction is where domain knowledge particularly needs to be present in classic image 

analysis pipelines, as the useful features are often inspired by the attributes identified by 

pathologists as relevant for grading and diagnosis. 

Object-level features are computed on the pixels that intersect with the binary mask of the 

previously segmented object. They include information about the shape and size (area, 

eccentricity, perimeter, centre of mass, symmetrical properties…), the colour information (optical 

density, hue…), or the texture (co-occurrence matrix features, wavelet features…) [11]. 

Colour and texture-based features can also be extracted directly on full images or image regions 

to provide patch-level classification. 

Another approach to use the detected object is to build a graph of their spatial relationship across 

the entire image, and to then compute graph-based features to characterize these relationships 

[149]. 

It is also common to use a multi-resolution approach to compute those features, especially if 

working with larger WSI images, as they tend to contain different types of information at different 

scales, from the very high-resolution nuclei to larger tissue structures such as glands.  

2.3.4 Feature selection and Classification 

Long before deep learning methods were applied, machine learning approaches were already 

used to perform classification based on the extracted features. While many algorithms in the 

2000s mostly relied on rule-based expert systems, it was also very common to see a more 

statistical approach to pattern recognition [142]. 

The machine learning approach to pattern recognition consists in computing as many 

independent features as possible in the feature extraction phase, then to reduce the 

dimensionality of the problem based on the information present in the dataset. For instance, 

features can be added or removed from the feature set based on whether their presence improves 

the classifier. Dimensionality reduction can also be done using statistical methods such as 

Principal Component Analysis (PCA), transforming the feature space so that its dimensions are as 

informative to the classifier as possible. 
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Figure 2.8. Comparison of two pipelines from the ICPR 2010 PR in HIMA challenge, from 
Kuse et al. [150] (top) and Panagiotakis et al. [151] (bottom). 

 

In terms of the classifiers themselves, the most popular in the 2000s in digital pathology image 

analysis were probably the Support Vector Machines (SVMs). It was also established that 

ensemble classifiers were, in general, the preferred solution to reduce the bias and variance of 

individual classifiers [11].  

2.3.5 Methods from the ICPR 2010 PR in HIMA competition 

These different approaches are well illustrated by the methods proposed by two participating 

teams at the ICPR 2010 PR in HIMA competition for lymphocyte segmentation. Their overall 

pipelines are illustrated side-by-side in Figure 2.8. 

In Kuse et al. [150], a pre-processing is applied to reduce the number of colours in the image using 

a mean-shift clustering. A thresholding operation is then done based on the Hue value in HSV 

space to find candidate nuclei. The candidates are labelled using connected components analysis, 

and a contour-based approach is used to separate overlapping nuclei. Eighteen texture features 

were extracted and used to train a SVM classifier on a supervised set of lymphocyte / non-

lymphocyte nuclei. 

Meanwhile, Panagiotakis et al. [151] first reduced the dimensionality of the image by performing 

a PCA in colour space and selecting the first dimension. A Mixture of Gaussian model was then 

used to determine three separate pixel values distributions representing stroma, non-lymphocyte 

nuclei and lymphocyte nuclei. Regions detected as candidate nuclei are filtered based on 

handcrafted area and eccentricity criteria. Two features are then extracted from each remaining 

candidate region (mean value and variance), and a Transferable Belief Model filters out remaining 

non-lymphocytes. Finally, the area and eccentricity are used again to split overlapping nuclei in 

an iterative method that tries to maximize a criterion describing the “expected shape” of the 

objects. 

2.3.6 Mitosis detection 

Mitotic count is often used as part of the grading system for different types of cancer [134], such 

as with the Nottingham system used for grading breast cancer tumours [137]. The development 

of automated counting, detection or segmentation methods has therefore been a topic of interest 

for some time. Figure 2.9 illustrates the pipelines of several methods proposed over the years. 

Between 1984 and 1997, a Dutch team developed and improved a mitosis detection method using 

a “classic” image analysis pipeline [152]–[154]. Their first attempt used greyscale photographs of 
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microscopic images. They selected candidate nuclei based on simple thresholding and 

morphological filtering. Linear discriminant analysis was then used on some contour and 

histogram features to classify the candidate between mitosis and non-mitosis. Over the years, they 

improved the method by obtaining better acquisition devices, moving to colour images (and 

therefore colour features), and using a region growing approach to select the candidate nuclei. 

While their False Positive Rate remained relatively high (22-42%), they concluded that the false 

negatives were rare enough (5-8%) that “the current system may serve well as a pre-screening 

device” [154]. 

Progress, however, was slow. The 2008 method by Dalle et al. [155] is not that different from the 

1997 attempt by Beliën et al. They used global thresholding and morphological filtering to detect 

candidate nuclei, and then a Gaussian model to discriminate between mitotic and non-mitotic cells 

based on a few shape and colour features. The main difference of Dalle et al.’s method is that they 

go one step further in the “automated diagnosis”, as they compute the mitotic score (three 

categories based on the mitotic count) and evaluate their method based on the agreement on the 

score with a pathologist, instead of the per-mitosis detection performance. While it is certainly 

interesting to get closer to a clinical application, it is also difficult to compare their performance 

to other methods as they do not provide any per-mitosis results. 

Classic pipelines for mitosis detection did not entirely disappear after the start of the deep 

learning era. In 2015, Paul et al. [156] claimed state-of-the-art results on several mitosis detection 

challenge datasets (MITOS12, AMIDA13, MITOS-ATYPIA-14) without deep learning. In their 

pipeline, they first use only the red channel for pre-processing and the segmentation of candidate 

nuclei. They then use the red and green channel normalized histograms of the candidates with a 

random forest classifier to discriminate between mitosis and non-mitosis. The selection of 

candidate nuclei in Paul et al. is significantly more complex than in the previous methods, with an 

iterative entropy-based pre-processing and segmentation step, and the Random Forest classifier 

is able to manage the higher dimensionality of the very low-level features computed. 

 

Figure 2.9. Evolution of the “classic” image analysis pipeline for mitosis detection, 
showing from top to bottom the methods of Kaman et al. [152], Beliën et al. [154], Dalle et 

al. [155] and Paul et al. [156]. 
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2.4 Characteristics of histopathological image analysis problems 

To conclude this chapter, we will summarize the main characteristics of histopathological image 

analysis problems. 

2.4.1 Colour spaces 

Modern whole-slide image scanners produce colour images encoded with either 8-bits or 16-bits 

RGB channels. The distribution of the pixels in the colour space is very different from what can be 

found in natural images (such as photographs, for instance). The staining process used in the 

preparation of the tissue sample means that there will generally be few distinct hues in the image, 

as illustrated in Figure 2.10. As we previously mentioned, pre-processing steps such as stain 

normalisation or deconvolution are very common in digital pathology image analysis pipelines.  

 

 

 

Figure 2.10. Difference in hue histograms between an H&E-stained histopathological 
image (taken from the MoNuSAC dataset [24]) and a natural photographic image. Even 
though there are dominant hues in the photographic image, the concentration of the 

values into narrow peaks is much more visible in the histopathological image. 

 

2.4.2 Image size and multi-scale information 

WSIs are very large images. At full resolution, they can take gigabytes of disk space, and therefore 

cannot be processed all at once. WSI scanners can acquire the image at different levels of 

magnification. It is therefore possible to use multi-scale information not just from interpolation to 

lower resolutions (with the risk of aliasing artefacts), but also by switching between the different 

acquisition magnification levels. Histopathological image analysis pipelines have to determine 
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which resolution, or resolutions, contain the information needed to solve the task. Some tasks, 

such as mitosis detection, typically work better at the highest resolutions available, so that nuclei 

features are visible [154], but for other applications such as Gleason grading it may be beneficial 

to use lower magnification levels (which implies seeing a larger context in a same-sized patch) to 

detect useful features [157]. 

2.4.3 Scope and explainability 

In digital pathology, the scope of the problem is generally much larger than the specific image 

analysis task that the algorithm is trying to solve. The output of an image analysis system will 

typically be either an image-level assessment (class, grade…), an object-level assessment (count, 

localisation…) or a pixel-level assessment (segmentation). The expected output of a fully 

automated “AI for digital pathology” system, however, would be a patient-level diagnosis or 

prognosis or therapy indication, and would have to incorporate data outside of the image into its 

inputs (such as patient history, other imaging modalities, laboratory data, etc. [158]). The 

potential trap of a direct data-to-diagnosis approach, however, would be to create a “black box” 

effect where it becomes impossible (or at the very least impractical) to determine the “reasoning” 

behind an algorithm’s output. 

Intermediate, lower-level outputs such as those typical in image analysis problems are therefore 

still very relevant to produce, as they provide the potential for better explainability of the 

algorithms’ results. The clinical end result, however, should not be forgotten either. It should at 

the very least inform the evaluation process and metrics by which the results on a task should be 

assessed.  

The criteria for object classification or tumour assessment are often fuzzy and ill-defined. Despite 

great efforts to standardise and objectify these criteria, there is still often a lot of room left for the 

subjective (and experienced) view of the pathologist. This also makes it hard to describe the image 

analysis tasks formally, and to design expert rules. Digital pathology tasks are therefore good 

candidates for deep learning methods, which are capable of designing their own features directly 

from the data. The acquisition and annotation of the data, however, is very challenging for the 

same reasons, and obtaining accurate supervision is, as we will see in the rest of this thesis, a 

constant struggle and one of the largest issues that deep learning faces in digital pathology. 

2.4.4 Classification and scoring 

In many digital pathology classification tasks, the categories are ordered. As we have seen, many 

tumour assessment standards revolve around “scores” or “grades”. These problems are therefore 

straddling the line between “classification” and “regression”. However, even though they are 

ordered, they are typically treated as distinct categories. We will generally refer to these sorts of 

tasks as scoring tasks, which can be seen as a subcategory of classification tasks. 
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3 Deep learning in digital pathology 

Finding the “first” application of deep learning in digital pathology is difficult, as the definitions 

are fuzzy. The earliest example that we could find that would qualify as such comes from Malon et 

al. in 2008 [159]. Using a network architecture based on LeNet-5 (LeCun et al.’s 1998 version of 

their architecture [61], which is very similar as well to Krizhevsky et al.’s 2012 ImageNet-winning 

network [35]), they showed that convolutional neural networks were capable of encouraging 

results on epithelial layer, mitosis and signet ring cell detection. 

It is in 2012, however, that deep learning really took off, in digital pathology and in general, with 

the ICPR mitosis detection challenge (“MITOS12”), won by the IDSIA team of Cireşan et al. with a 

convolutional neural network [160]. Around the same time, Malon et al. [161] also used a 

convolutional network for mitosis detection, while Cruz-Roa et al. used a deep learning 

architecture for basal-cell carcinoma cancer detection [162]. 

The history of deep learning in digital pathology is strongly linked to the history of “grand 

challenges”. The first digital pathology competition was organized in 2010 at ICPR (“Pattern 

Recognition in Histopathological Images”) [141]. It proposed two tasks: counting lymphocytes 

and counting centroblasts. Five groups submitted their results, none of which used deep learning 

methods. All subsequent digital pathology challenges, starting with MITOS12, would be won by 

deep learning algorithms. The ICPR 2010 challenge was mostly an experiment laying the 

groundwork for future challenges. To quote the authors: 

“Given that digital pathology is a nascent field and that application of pattern 

recognition and image analysis methods to digitized histopathology is even more 

recent, there is not yet consensus on what level of performance would be 

acceptable in the clinic.”  

The main purpose of the contest was, therefore, “to encourage pattern recognition and computer 

vision researchers in getting involved in the rapidly emerging area of histopathology image 

analysis.” The number of challenges grew steadily over the next years, often linked with large 

conferences such as ICPR, MICCAI and ISBI [130]. As these challenges often published at least their 

training datasets and annotations, they have been an important source of data for researchers in 

the domain, either through participation in the challenge themselves, or through further use of 

the data in later years. 

In 2017, when Litjens et al. published their survey on deep learning in medical image analysis 

[163], they listed 64 publications between 2013 and 2017 on various tasks, including nucleus 

detection, segmentation and classification; large organ segmentation; and disease detection and 

classification. They also note how challenges demonstrated the superiority of deep learning 

methods over “classical” methods, citing the performance of Cireşan et al. [160] in the MITOS12 

& AMIDA13 challenges (mitosis detection), alongside the winners of other challenges such as GlaS 

(gland segmentation), CAMELYON16 (cancer metastasis detection in lymph nodes) and TUPAC16 

(tumour proliferation assessment). 

The 2018 study by Maier-Hein et al [164] provides a critical analysis of biomedical challenges and 

their rankings. It demonstrated the lack of robustness of challenge rankings with regard to small 

variations in the metrics used, in the results aggregation methodology, in the selection of experts 

for the annotations and in the selection of the teams that are ranked. 
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In 2020, Hartman et al. published a review of digital pathology challenges [130] listing 24 

challenges between 2010 and 2020. Their review focuses on the characteristics of the dataset and 

the practical value that the challenges have for the pathology community. They note in their 

conclusion that there is “a disconnect between the types of organs studied and the large volume 

specimens typically encountered in routine clinical practice” and that this mismatch may “limit 

the wider adoption of AI by the pathology community.” They also emphasize their value through 

the fact that “a common evaluation method and dataset allow for a better comparison of the 

performance of the algorithms,” and that “public challenges also foster the development of AI by 

reducing the start‑up costs to commence with AI development.” 

In our own 2022 review [8], we focus on segmentation challenges and on how they create 

consensus ground truths from multiple experts, how the evaluation metrics, and the transparency 

(or lack thereof) that challenges offer with regard to their evaluation code, their datasets and the 

detailed results of the algorithms. 

In this section of the thesis, we will review the use of deep learning in digital pathology, mostly 

through the lens of challenges. We will first look at the different tasks that challenges have 

proposed to solve (see Table 3.1), and at how they relate to the generic computer vision tasks that 

we previously defined. We will then look at how the classic deep learning pipeline adapts to the 

specificities of digital pathology tasks and datasets. 

The main source for finding those challenges is the “grand-challenge.org” website. Some 

additional challenges were found from being mentioned in other challenge publications, in Maier-

Hein’s study [164], or in “The Cancer Imaging Archive” (TCIA) wiki16, . The inclusion criteria for 

this list are that the dataset is composed of histological images (WSI, Tissue Microarray or patches 

extracted from either), with either H&E or IHC staining.  

Table 3.1. List of digital pathology image analysis challenges and their associated tasks, 
held between 2010 and 2021. 

Name, Year Post-challenge 

publication or website 

Task(s) 

PR in HIMA, 2010 Gurcan, 2010 [165] Lymphocyte segmentation, centroblast 

detection. 

MITOS, 2012 Roux, 2013 [166] Mitosis detection. 

AMIDA, 2013 Veta, 2015 [167] Mitosis detection. 

MITOS-ATYPIA, 

2014 

Challenge website Mitosis detection, nuclear atypia 

scoring. 

Brain Tumour DP 

Challenge, 2014 

Challenge website Necrosis region segmentation, 

gliobastoma multiforme / low grade 

glioma classification. 

Segmentation of 

Nuclei in DP Images 

(SNI), 2015 

Description in TCIA wiki Nuclei segmentation. 

BIOIMAGING, 2015 Challenge website Tumour classification. 

GlaS, 2015 Sirinukunwattana, 2017 

[168] 

Gland segmentation. 

 
16 https://wiki.cancerimagingarchive.net/display/Public/Challenge+competitions  
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TUPAC, 2016 Veta, 2019 [169] Mitotic scoring, PAM50 scoring, mitosis 

detection. 

CAMELYON, 2016 Ehteshami Bejnordi, 2017 

[170] 

Metastases detection. 

SNI, 2016 Challenge website Nuclei segmentation. 

HER2, 2016 Qaiser, 2018 [171] HER2 scoring. 

Tissue Microarray 

Analysis in Thyroid 

Cancer Diagnosis, 

2017 

Wang, 2018 [172] Prediction of BRAF gene mutation 

(classification), TNM stage (scoring), 

extension status (scoring), tumour size 

(regression), metastasis status 

(scoring). 

CAMELYON, 2017 Bandi, 2019 [173] Tumour scoring (pN-stage) in lymph 

nodes. 

SNI, 2017 Vu, 2019 [174] Nuclei segmentation. 

SNI, 2018 Kurc, 2020 [175] Nuclei segmentation. 

ICIAR BACH, 2018 Aresta, 2019 [176] Tumour type patch classification, 

tumour type region segmentation. 

MoNuSeg, 2018 Kumar, 2020 [177] Nuclei segmentation. 

C-NMC, 2019 Gupta, 2019 [178] Normal/Malignant cell classification. 

BreastPathQ, 2019 Petrick, 2021 [179] Tumour cellularity assessment 

(regression). 

PatchCamelyon, 

2019 

Challenge website Metastasis patch classification. 

ACDC@LungHP, 

2019 

Li, 2019 [180] Lung carcinoma segmentation. 

LYON, 2019 Swiderska-Chadaj, 2019 

[181] 

Lymphocyte detection. 

PAIP, 2019 Kim, 2021 [182] Tumour segmentation, viable tumour 

ratio estimation (regression). 

Gleason, 2019 Challenge website Tumour scoring, Gleason pattern region 

segmentation. 

DigestPath, 2019 Zhu, 2021 [183] Signet ring cell detection, lesion 

segmentation, benign/malign tissue 

classification. 

LYSTO, 2019 Challenge website Lymphocyte assessment.  

BCSS, 2019 Amgad, 2019 [184] Breast cancer regions semantic 

segmentation. 

ANHIR, 2019 Borovec, 2020 [185] WSI registration. 

HeroHE, 2020 Conde-Sousa, 2021 [186] HER2 scoring. 

MoNuSAC, 2020 Verma, 2021 [24] Nuclei detection, segmentation, and 

classification. 

PANDA, 2020 Bulten, 2022 [187] Prostate cancer Gleason scoring. 

PAIP, 2020 Challenge website Colorectal cancer MSI scoring and whole 

tumour area segmentation. 

Seg-PC, 2021 Challenge website Multiple myeloma plasma cells 

segmentation. 
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PAIP, 2021 Challenge website Perineural invasion detection and 

segmentation. 

NuCLS, 2021 Amgad, 2021 [188] Nuclei detection, segmentation and 

classification. 

WSSS4LUAD, 2021 Challenge website Tissue semantic segmentation from 

weak, image-level annotations. 

MIDOG, 2021 Aubreville, 2022 [189] Mitosis detection. 

 

3.1 Mitosis detection in breast cancer 

In 2008, Malon et al. propose what may be the first “deep learning” algorithm in digital pathology 

[159], with a CNN “loosely patterned” on the LeNet-5 architecture [61]. For mitosis detection, 

their algorithms still used a “traditional” technique to detect candidate nuclei, and then used the 

CNN to discriminate between the mitotic and non-mitotic classes. To manage the very large class 

imbalance, they oversample mitotic examples so that they constitute 20% of the training set. The 

network alternates between subsampling layers and 5x5 convolutional layers, and they use 

simple data augmentation based on rotations by 90° increments and symmetrical reflection. They 

used a slightly updated version of this method [161] in the MITOS12 challenge, which would really 

start the deep learning era for mitosis detection and for digital pathology. 

3.1.1 MITOS12 and MITOS-ATYPIA-14 ICPR challenges 

The 2012 Mitosis Detection in Breast Cancer Histological Images (MITOS12) challenge was the 

second digital pathology image analysis competition, after the “PR in HIMA” from 2010. Organised 

by the IPAL Lab from Grenoble with the Université Pierre et Marie Curie and the Pitié-Salpêtrière 

Hospital in Paris, it is notable as the first to be won by a deep learning method. The IDSIA team of 

Cireşan et al. won by a comfortable margin from a total of 17 submissions [166]. The challenge 

used H&E stained 2048x2048px image patches from 50 “High Power Fields”, high resolutions area 

extracted from 5 WSIs. Each WSI was scanned using three different scanners, evaluated 

separately, with most participants focusing on the “Aperio” scanner images.  

Most participants used a classic pipeline much like those discussed in the previous chapter, with 

an initial candidate selection using thresholding and morphological operations, followed by 

feature extraction and candidate classification. The best result among those came from the IPAL 

team of Humayun Irshad [190], which obtained a F1 score of 0.72 on the Aperio set. 

Cireşan et al.’s winning method largely surpassed their result with a F1 score of 0.78 on the Aperio 

images.  They used three DCNNs with a (now) classic “classification” architecture, with a sequence 

of convolutional and max-pooling layers followed by several dense layers applied to 101x101 

image patches. The first DCNN was trained on an artificially “balanced” dataset by taking every 

mitosis example and an equivalent, randomly sampled amount of non-mitosis example (“mitosis 

example” meaning any 101x101px patch whose central pixel was closer than 10 pixels from an 

annotated mitosis centroid). This DCNN will have a very large number of False Positives, but it 

will tend to have a larger probability of mitosis on samples which look similar to mitosis: other 

nuclei. The output of this DCNN is therefore used to resample the dataset, this time taking all 

mitosis example and a much larger number (about 14x as many) non-mitosis examples preferably 

sampled with a weighting factor based on the output of the first DCNN. 
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Figure 3.1. Example of certain mitosis (green), certain non-mitosis (red) and probably 
mitosis (blue) nuclei from an image patch of the MITOS-ATYPIA-14 dataset. 

 

Simple data augmentation (rotations and mirroring) is then used and two DCNNs are trained 

(with the same macro-architecture, but one slightly smaller than the other), and the final 

prediction on a patch is given by averaging the results of both on 8 variations of the patch (4 

rotations with and without mirroring). The predicted result is used to create a “probability map” 

on a whole 2048x2048 image with a sliding window method. A post-processing step is then used 

to clean-up the noisy probability map and find local maxima, which are the final “detection” of the 

algorithm.  

This pipeline is slightly different from the classic method, yet some similarities remain. While the 

final trained DCNNs used for prediction do not have a “candidate selection” step and directly 

process the entire image, this “candidate selection” idea can still be found in the training step. The 

results of the ensemble of two DCNNs are also not used directly, as they produce a very large 

number of false positives: a post-processing step is necessary to obtain a reasonable detection. 

The challenge itself, however, suffers from a few important issues that make its results hard to 

take at face value. First, it uses a very small amount of WSIs, meaning that the generalisation 

capabilities of any algorithm are hard to measure. Second, it uses only a single expert for the 

annotations. As we will see in a later chapter, interobserver variability is very high in mitosis 

detection, so the results based on a single annotator on a small set are going to be very unreliable. 

Finally, there is a fundamental design flaw in the challenge dataset, in that the split between the 

training and the test set was done at the “image patch” level and not at the “patient” level, meaning 

that patches extracted from the same slide are found in both the training and the test set. 

This has a very significant impact on the results, as demonstrated by experiments performed by 

Élisabeth Gruwé during her Master Thesis [191]. Her results show that switching from a cross-

validation scheme that mixes the patients to a leave-one-patient-out scheme reduced the score of 

her method from a 0.68 F1-score to a 0.54 F1-score. 

The MITOS-ATYPIA-14 challenge, by the same organisers, addresses those problems by 

increasing the number of slides to 16, with 5 WSI set aside for testing. It is unclear from the dataset 

description if some slides came from the same patient. Annotations were independently provided 

by two pathologists, with a third pathologist’s opinion used to break ties. The supervision files 

contained information about the potential disagreement by providing a “confidence degree” to 

each annotated mitosis (see Figure 3.1). No journal publication was made by the 2014 challenge 

organisers with the results, which are only available on the challenge’s website17.  

A post-challenge publication from the winning team of Chen et al. from the Chinese University of 

Hong Kong [192] explains their method (improved after the challenge), which uses a “cascade” of 

 
17 https://mitos-atypia-14.grand-challenge.org/Results2/  
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two patch classification networks. The first “coarse” network is a Fully Convolutional Network, 

which mostly follows the classic classification macro-architecture, but replaces the “dense” layers 

by convolutions with a 1x1 kernel, which makes it possible to process an image of an arbitrary 

size in a single pass. The network is trained with normal dense layers on 94x94px patches, but the 

dense layers are then converted into 1x1 convolutional layers for the prediction phase so that the 

network can be applied to the larger image, with each pixel in the output prediction map 

corresponding to a 94x94px region in the original image. The second, “fine discrimination” model 

is a patch classification network from Caffe [193], with the weights of the convolutional layers 

pre-trained on the ImageNet dataset. Three slightly different versions of the model are trained, 

and their outputs are averaged to provide the final classification. 

3.1.2 AMIDA13 & TUPAC16 

The AMIDA13 challenge was organised by the UMC Utrecht team of Veta et al. [167]. The dataset 

contained 2000x2000px image patches extracted from WSIs from 23 patients. Annotations were 

performed by two pathologists, with two additional pathologists reviewing cases of disagreement. 

All slides were scanned using an Aperio scanner. As in MITOS12, the IDSIA team of Cireşan et al. 

was the only “deep learning” approach and won by a clear margin, with an F1-score of 0.61 

compared to the next best result of 0.48 by the DTU team of Larsen et al. Cireşan et al.’s method 

was slightly upgraded from the MITOS12 challenge and used an ensemble of three networks for 

the prediction, with a post-processing step still necessary. 

The TUPAC16 challenge, with the same organising team [169], moved away from just mitosis 

detection and required the participants to predict the mitotic scores WSIs, in order to make the 

clinical relevance of the results more important. The mitosis detection performance was also 

evaluated separately on selected regions from the WSIs. The scoring task used a dataset of more 

than 800 WSIs, and the mitosis detection task used more than 100 image patches (including the 

23 from the AMIDA13 challenge). Both tasks were won by the Lunit Inc.’s team of Paeng et al. 

[194], which used a ResNet architecture [106] and a two-pass approach where false positives from 

the first pass are oversampled with data augmentation in the second pass so that the network sees 

more difficult cases. The panel of competing methods, however, was very different from the 

previous challenge, as “[w]ith the exception of one team, all participants/teams used deep 

convolutional neural networks”. The deep neural networks, however, were always included in 

a larger pipeline, and did not process the WSIs directly: a ROI detection step was almost always 

included, and for the mitotic score prediction the result of the mitosis detection were often 

combined with other features in classic machine learning classifiers such as SVMs or Random 

Forests. 

One key insight from looking at the MITOS12, AMIDA13, MITOS-ATYPIA-14 and TUPAC16 results 

is how important the specificities of the dataset are, even on an identical task, when comparing 

different methods. Cireşan et al. obtained an F1-score of 0.78 on the MITOS12 set and of 0.61 on 

the AMIDA13 set with an upgraded method. Chen et al’s post-challenge publication obtained 

scores of 0.79 on the MITOS12 set, and of 0.48 on the MITOS-ATYPIA-14 set with the same method 

used in both. The winner of TUPAC16, meanwhile, obtained an F1 score of 0.65 on the mitosis 

detection score using a ResNet architecture. This makes the evaluation of the potential for clinical 

applications of these algorithms extremely difficult. As the ground truth for the test sets were not 

provided for the MITOS-ATYPIA-14, AMIDA13 and TUPAC16 challenges, post-challenge 

publications are even harder to compare, as even within the same “dataset” the conditions can 

differ wildly.  
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As examples, Nateghi et al. [195] showed excellent results using a traditional image analysis 

pipeline on the 2012 (F1=0.88), 2013 (0.75) and 2014 (0.84) datasets, but they used a five-fold 

cross-validation scheme and do not specify whether they took the WSI into account in how they 

created their splits. Similarly, Albaryak et al. [196] have near perfect results (F1=0.97) on the 

MITOS-ATYPIA-14 dataset with a combination of classic and deep learning methods, but from 

their description of how they used the dataset, it seems that they worked a balanced subset of the 

training data, making the problem considerably easier. It is unfortunate that the only dataset 

where the test data is available is the MITOS12, where the challenge train/test split did not 

properly take the WSI into account in the first place. 

Several deep learning methods have been proposed in recent years, with results that are, as we 

just saw, difficult to compare. It is still interesting to look at how the methods have evolved since 

the four challenges. 

Cai et al. [197] use the Faster R-CNN architecture [198], a very common object detection network, 

with a ResNet-101 encoder pre-trained on the ImageNet dataset. Their results illustrate the good 

performance that can be obtained by retraining general purpose models to the specific tasks of 

digital pathology. Faster R-CNN was also used by Mahmood et al. [199] in 2020, also with 

ImageNet pre-training, but this time reverting to a two-pass approach where the Faster R-CNN is 

used to detect candidate nuclei, and an ensemble of ResNet and DenseNet classification networks 

is then used to discriminate between the mitosis and non-mitosis nuclei. The pipeline also 

includes a classic feature extraction & classification step in the middle to refine the candidate list 

based on handcrafted features. Cai, Mahmood, and a few other methods mentioned in Mahmood 

et al. used the same train/test split for the MITOS-ATYPIA-14 dataset, making the comparison 

between them more accurate. Mahmood et al., with a F1 score of 0.69, obtained the best results. It 

is interesting to note that traditional image analysis methods clearly still play a role in this 

particular task in state-of-the-art methods, even though off-the-shelf detection networks are 

starting to perform reasonably well. 

3.1.3 MIDOG 2021 

The MIDOG challenge was hosted at MICCAI 202118. The dataset contains patches extracted from 

280 WSIs acquired with four different scanners. In all the previous challenges there was a lot of 

variability due to the choice of scanners, and most methods focused on the Aperio datasets, where 

the results tended to be better. MIDOG chose not to evaluate the different scanners separately, but 

instead to focus on the “domain generalization” capabilities of the algorithms, pushing 

participants to create a single model capable of detecting mitosis from any scanner. Two teams 

obtained essentially equal results: the Tencent AI team of Yang et al. [200] and the TIA Lab team 

of Jahanifar et al. [201]  

Yang et al. use a pre-trained HoVer-Net to detect candidate cells. To help with domain adaptation, 

they augment the dataset by swapping the low-frequency information in Fourier space of different 

images, to create new images containing the same high-frequency information (which will contain 

the object borders) but in the “style” of the images from which the low frequencies (which will 

contain the overall “background” colour information) were extracted. A SK-UNet [202] 

segmentation architecture is used to segment the mitotic cells, and a post-processing step cleans-

up the segmentation and find the centroid of the object’s bounding boxes as a final detection. 

 
18 https://midog2021.grand-challenge.org/  
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Jahanifar et al. use a stain normalization technique [203] as a pre-processing step, matching the 

colour space of all images to the same target tile. An Efficient-UNet segmentation model, 

pretrained on ImageNet, was then used to segment the mitoses. Under-sampling of the negative 

examples was used during training to provide a balanced dataset to the model. This first network 

provides a set of segmented candidate nuclei, with many false positives remaining. An Efficient-

Net-B7 classification model is then used to further discriminate between mitosis and non-mitosis. 

An ensemble of three models trained with different subsets of the data during cross-validation is 

used for inference as the final prediction.  

It is clear from this latest challenge that the overall pipeline of mitosis detection remains 

remarkably similar from one challenge to the next, with the addition of a colour normalization or 

specific data augmentation step in MIDOG. A two-step process with candidate selection followed 

by a classification network to discriminate between the candidates seems to invariably provide 

the best results. From the MIDOG result, we can see a certain shift that occurred in the choice of 

macro-architectures after 2015 and the introduction of the U-Net architecture for biomedical 

image segmentation [66]. Both methods use some variations of U-Net, even though the problem 

was initially framed as a detection task and no ground truth segmentation was provided by the 

organisers. The other networks used in addition to the U-Net were also repurposed, with the 

“generic” Efficient-Net [204] model on the one hand, and the HoVer-Net model [103], designed for 

nuclei segmentation and classification in digital pathology, on the other. It is interesting to note 

that the Tencent AI team used the HoVer-Net, which was designed by the TIA Lab, that opted for 

the Efficient-Net in this case. 

3.2 Tumour classification and scoring 

Being able to directly assess tumour malignancy from WSIs is an important area of research for 

deep learning in digital pathology, with many challenges and publications exploring different 

aspects of this problem. Some of the mitosis detection challenges mentioned above already moved 

in that direction, with MITOS-ATYPIA-14 looking for nuclear atypia score, and TUPAC16 

evaluating the mitotic score instead of the raw mitosis detections. There are two distinct 

approaches to the definition of these “tumour scoring” tasks: the first is to define very generic 

categories, such as benign / malign, and to classify image patches or WSIs accordingly. The other 

approach is to ask the algorithms to replicate some specific grading criteria used by pathologists. 

3.2.1 Generic classification 

One of the first applications of deep learning in digital pathology came from Cruz-Roa et al. in 2013 

[162]. Their method proposed to perform patch-level binary classification (“non-cancer” vs 

“cancer”) in H&E stained Basal Cell Carcinoma (BCC) tissue. They used a convolutional auto-

encoder attached to a softmax classifier to produce the cancer / non-cancer probability prediction. 

They also recognized a very important aspect of such “high-level” tasks, which is the necessity for 

explainability. In order to be trustworthy, a deep model’s prediction needs to be able to show 

which components of the image were considered relevant for the prediction. This makes it 

possible to review the results and determine whether the model has learned features that make 

sense from a pathologist’s perspective, or if it may be influenced by confounding factors. To solve 

this issue, Cruz-Roa et al. produce a “digital staining” on the patch by combining the feature maps 

of the auto-encoder with the weights of the prediction layer, so that the regions of the image that 

contributed to the “cancer” or “non-cancer” prediction can be visualized (see Figure 3.2). 
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Figure 3.2. Image patch (left), digital stain (right) and patch-level prediction (top) for BCC 
classification. Image adapted from Cruz-Roa, 2013 [162]. In the digital stain, red indicates 

region that positively contributed to the cancer prediction, blue to the non-cancer 
prediction. 

 

The next year, Cruz-Roa et al. published another deep learning pipeline [205] using a CNN to 

classify all the tissue patches extracted from breast cancer WSIs as “invasive ductal carcinoma” 

(IDC) or not. The result is an “IDC” probability map on the entire WSI. Cruz-Roa et al. compared 

their relatively simple DCNN method with several traditional methods based on handcrafted 

features and found a clear improvement from the deep learning method.  

Several challenges have since then been held with these types of “generic” categories. 

BIOIMAGING 2015 used 2048x1536px image tiles extracted from H&E stained biopsy sample 

WSIs, classified as either normal tissue, benign lesion, carcinoma in situ or invasive carcinoma. 

The team of Araújo et al. [206] (which includes the organisers of the challenge) obtained the best 

results with a typical DCNN classifier. They split the large image tiles into smaller patches which 

were individually classified, then perform a majority vote on the patch predictions to determine 

the prediction on the whole image tile. 

A few years later, the BACH 2018 challenge extended the BIOIMAGING dataset and evaluated tile-

level classification at the same time as WSI-level semantic segmentation based on the same four 

classes. There were 500 2048x1536px tiles in the classification dataset, and 40 WSIs in the 

segmentation dataset. The best results on both tasks were obtained by Kwok et al. [207], who used 

an Inception-ResNet-v2 model [208] pre-trained on ImageNet. For the segmentation task, they 

simply stitch together the patch-level results of all tissue patches in the WSI. To improve the 

results in the WSI part of the challenge, they first used the network trained on the classification 

task only to find the “hard examples” in the WSIs (patches for which the prediction is largely 

different from the ground truth), and to retrain the network specifically on those hard examples. 

Another method by Chennamsetty et al. [209] obtained equal results on the classification task but 

did not participate in the segmentation task. They used an ensemble of ResNet-101 and DenseNet-

161, pre-trained on the ImageNet dataset. They normalized the images using two different 

normalization parameters: one based on the statistics of the ImageNet dataset used in the pre-

training, and one based on the statistics of the BACH dataset. Some of the networks in the 

ensemble are trained using the first scheme, others with the second. 
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3.2.2 Scoring systems 

Aside from the mitotic score, challenges have been organized to replicate several other tumour 

grading schemes. The HER2 2016 and HeroHE 2020 challenges, for instance, both attempt to 

assess the level of HER2 protein in breast cancer. This is important to guide the choice of 

treatment, as “HER2-positive” cancers require drugs that specifically target that protein19. The 

Tissue Microarray Analysis in Thyroid Cancer Diagnosis 2017 challenge, meanwhile, asked 

participants to determine several indicators used to assess thyroid cancer: presence of the BRAF 

gene mutation, TNM stage, tumour size, metastasis score, and extension score. Metastasis score 

was also the target of the CAMELYON17 challenge, while BreastPathQ 2019 proposed a 

regression task of “tumour cellularity assessment”. A particularly challenging scoring system that 

we presented in the previous chapter is Gleason scoring for prostate cancer. Two challenges have 

been held for that task: the Gleason 2019 challenge and the PANDA 2020 challenge.  

The Gleason 2019 challenge asked participants to segment and grade the Gleason “patterns” 

present in prostate cancer Tissue Microarray (TMA) spots. From these pattern grades, a per-TMA 

Gleason score also had to be predicted, and the participants were evaluated based on a mix of both 

predictions. An interesting aspect of that challenge (which will be explored more thoroughly 

further in this thesis) is that the organisers provided individual annotation maps from six expert 

pathologists, thus including the interobserver variability into the training set itself. The winning 

method from the challenge, by Qiu et al. [210] (with code released by Yujin Hu20), uses a PSPNet 

[211] architecture trained on consensus annotation maps derived from the individual expert’s 

annotations with the STAPLE algorithm [212], which was also used by the challenge organisers to 

build consensus maps for the evaluation. No particular pre- or post-processing is applied, and the 

final per-TMA prediction is directly computed from the pattern found in the image according to 

the Gleason scoring rules. 

The PANDA 2020 challenge used a very large set of WSIs (12.625) from six different sites, and 

only required the final per-WSI Gleason score. With more than 1.000 participating teams, many 

teams were able to get very similar results at the top of the standings. The post-challenge 

publication [187] identifies three key features of top-ranking methods: 

a) A “bag of patches” approach, where the encoder part of the DCNNs concatenates features 

from patches sampled from the WSI, so that the discriminator part of the network sees 

features from multiple parts of the WSI for the classification.  

b) To account for potential errors in the annotations, which are necessarily noisy in such a 

large dataset, top-ranking methods included a “label cleaning” step wherein samples 

which diverged too much from the predictions in the training set were iteratively 

relabelled or excluded before retraining. 

c) A generalized usage of ensembles of different models, combining different pre-processing 

approaches and/or network architectures so that the average of the predictions would 

smoothen any bias of the individual pipelines.  

Data augmentation was largely used, but the challenge results make it difficult to determine which 

types of data augmentation were more effective, with some of the top teams including colour 

augmentation and affine transformations on the WSI, while others only performed simple spatial 

 
19 https://www.cancer.org/cancer/breast-cancer/understanding-a-breast-cancer-diagnosis/breast-
cancer-her2-status.html  
20 https://github.com/hubutui/Gleason  
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transforms at the patch level. The most commonly used network architectures were EfficientNet 

[204] and ResNeXt [107] variants. 

3.3 Detection, segmentation, and classification of small structures 

While the ability to directly grade a tumour has the potential to be clinically very useful, a big 

problem of such “high-level” tasks is that they do not necessarily encourage explainability, as 

Cruz-Roa already realized in his 2013 paper [162]. Many challenges therefore focus on a more 

“bottom-up” approach, where the goal is to detect, segment and classify small structures such as 

different types of cells or nuclei, metastasis, etc., which can then potentially be used to assess the 

tumour in a way that ensures that the criteria used for the grading are in line with the pathologist’s 

criteria. The first digital pathology challenge, PR in HIMA 2010, focused on lymphocyte 

segmentation and centroblast detection. Lymphocytes were also the target of the LYON 2019 

challenge and the LYSTO 2019 hackathon. The CAMELYON 2016 and PatchCamelyon 2019 

targeted metastasis, DigestPath 2019 looked at the detection of signet ring cells, Seg-PC 2021 

was about the segmentation of multiple myeloma plasma cells, and PAIP 2021 focused on the 

detection and segmentation of perineural invasion. 

The most common targets, however, are cell nuclei. Between 2015 and 2018, a yearly 

Segmentation of Nuclei in Digital Pathology Images (SNI) challenge was organized by the 

Stony Brook Cancer Center and hosted at the MICCAI workshop in Computational Precision 

Medicine. While few information remain about the 2015 and 2016 editions, post-challenge 

publications are available for the 2017 [174] and 2018 [175] editions. Nuclei segmentation was 

also one of the tasks used as an example of deep learning in digital pathology in Janowczyk and 

Madabhushi’s 2016 “tutorial” [148]. MoNuSeg 2018 looked at nuclei segmentation in multiple 

organs, and its successor MoNuSAC 2020 added a classification aspect, with four types of nuclei 

being identified (epithelial, lymphocyte, neutrophil and macrophage). A more recent benchmark 

dataset, NuCLS 2021, largely extended the classification part, with a whole hierarchy of classes 

and super-classes being identified (see Figure 3.3). Additionally, that dataset includes “multi-

raters” annotations, where individual annotations from the different experts are available, 

allowing for a deeper study of interobserver variability. Other large nuclei datasets have been 

proposed in recent years, with PanNuke [213] proposing samples from 19 tissue types, while 

CoNSeP [103] and Lizard [214] focus on colon tissue (all three datasets were produced under the 

supervision of Nasir Rajpoot of the TIA Lab at the University of Warwick). 

The winning methods from SNI 2017, by the Sejong University team of Vu et al. [174], used a 

classic encoder-decoder segmentation architecture with “residual” short-skip connections and 

“U-Net like” long-skip connections, with a ResNet-50 forming the backbone of the “encoder” part. 

Three different networks are trained at different scales and their results are aggregated through 

some additional layers, with the whole architecture repeated twice: once to segment the inside of 

the objects, and the other to segment the borders. A post-processing step then takes these two 

outputs and uses the watershed algorithm to get to the final segmentation and labelling of 

individual nuclei.  

By contrast, the winning method of the 2018 edition by the Shanghai Jiao Tong University team of 

Ren et al. [175] used a much more generic approach with a Mask R-CNN network (designed for 

detection and segmentation), pre-trained on the MSCOCO dataset, with some morphological post-

processing to clean-up the results. 
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Figure 3.3. Hierarchical organisation of the classes identified in NuCLS 2021 [188], from 
the dataset’s website21. 

 

 

Figure 3.4. Overall structure of the HoVer-Net architecture, with a segmentation path, a 
“vector” to the centre of the nuclei path, and a classification path. Image from Graham, 

2019 [103]. 

 

The Chinese University of Hong Kong team of Zhou et al, winners of MoNuSeg 2018 [215], reverted 

to a method similar to SNI 2017, a “Multi-Head Fully Convolutional Network” with distinct paths 

for prediction of the nucleus interior and contours, using a U-Net like architecture and short-skip 

connections. The encoder part of the architecture is shared between the two paths, but the 

decoders are different. They also used stain normalization as a pre-processing step. 

A slightly different upgrade on that concept is proposed by Graham et al. with their HoVer-Net 

[103] architecture, that won the MoNuSAC challenge in 2020 [216]. As MoNuSAC added nuclei 

classification to the instance segmentation task, HoVer-Net adds a third classification path to the 

network. Another difference is that instead of predicting the contours, HoVer-Net predicts a vector 

pointing towards the centre of the nuclei, which also helps to separate the nuclei that are fused 

together by the segmentation path (see Figure 3.4). 

 
21 https://sites.google.com/view/nucls/data-generation?authuser=0  
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3.4 Segmentation and classification of regions 

Aside from the small objects such as nuclei, digital pathology image analysis tasks can also target 

larger regions to segment, such as necrosis region (Brain Tumour Digital Pathology Challenge 

2014), glands (GlaS 2015), tumour region (PAIP 2019-2020, ACDC@LungHP 2019) or lesions 

(DigestPath 2019). This segmentation can also be associated with a classification of each region, 

such as in the segmentation task of BACH 2018 where the algorithm had to find benign, in situ 

and invasive tissue regions, Gleason 2019 for Gleason patterns, or BCSS 2019, where regions 

have to be classified as tumours, stroma, inflammatory, necrosis, etc.   

Some of the best methods proposed for those challenges use similar ideas to those previously 

discussed for the nuclei. For instance, the Chinese University of Hong Kong team of Chen et al. 

[102] won the GlaS 2015 challenge with a “Deep Contour-Aware Network” (DCAN) that used the 

“inside / border” twin decoder paths, the same idea they later used for their previously discussed 

MoNuSeg 2018 entry. Another participant worth mentioning for the GlaS challenge are the fourth 

place finisher from Freiburg University with the U-Net architecture that they had just introduced 

[66], winning the “Cell Tracking Challenge 2015” and showing results better than the state-of-the-

art at the time in a neuron segmentation in electron microscopy ISBI challenge. U-Net has had a 

lot of success in biomedical image segmentation tasks and has been very influential in the 

development of deep learning methods in digital pathology. As Ronneberger et al. made their code 

publicly available, it was widely re-used, adapted and re-purposed in the following years [202], 

[217], [218]. 

As the classes in some of these problems are ordered, they can also be treated as “regression” 

problems. This is done by Kwok et al.’s winning entry to the BACH 2018 challenge [207], that we 

already presented in section 3.2.1 as they treated the WSI semantic segmentation problem as a 

per-patch classification problem, then stitching the patch-level predictions together. In the more 

recent 2019-2020 challenges, we mostly see variations on the U-Net and/or ResNet architectures, 

often with ensemble of networks being used. 

3.5 Public datasets for image analysis in digital pathology 

The largest resource of digital pathology WSIs is provided by the US National Cancer Institute, in 

the “TCGA22” (The Cancer Genome Atlas) and “TCIA23” (The Cancer Imaging Archive) databases. 

The TCIA histopathology archive24 contains images from around 5.000 human subjects (and about 

300 canines) from various organs, with some containing clinical data or expert annotations. The 

TCGA repository, meanwhile, includes about 30.000 slide images, with no expert annotations. 

These repositories are very commonly used by challenges as the primary source for the images, 

with experts from the challenge organisation providing the annotations. In the challenges 

analysed in our review of segmentation challenges [8] (which includes all the segmentation 

challenges listed in Table 3.1), about half of the challenges used TCGA and/or TCIA images.  

Most digital pathology challenges are now hosted on the grand-challenge.org website, which is 

maintained by a team from Radboud University Medical Center in the Netherlands. Their training 

 
22 https://portal.gdc.cancer.gov  
23 https://www.cancerimagingarchive.net/  
24 https://www.cancerimagingarchive.net/histopathology-imaging-on-tcia/  
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data are often publicly available with the corresponding annotations. Many challenges, however, 

keep their testing data annotations private even after the challenge ended. 

Some additional WSI datasets (mostly without annotations) are listed on the website of the Digital 

Pathology Association25. These datasets are generally aimed at pathologists for education purpose 

rather than for training image analysis algorithms.  

Other research groups have made datasets from their publications available. Notable examples 

are the “Deep learning for digital pathology image analysis” tutorial datasets26 of Janowczyk and 

Madabhushi [148], and the datasets from the TIA Warwick publications and challenges27.  

This thesis includes several experiments that used publicly available datasets. A complete 

description of these datasets is presented in Annex A. 

3.6 Summary of the state-of-the-art 

The different methods that were mentioned in the previous sections are referenced in Table 3.2. 

In this section, we will summarize the main characteristics of the state-of-the-art methods in 

digital pathology in this era of “deep learning” solutions. 

Table 3.2. Selection of publications on deep learning methods for digital pathology. 

Reference, Year Task type Model / Method Challenge / Dataset 

Malon, 2008 & 2013 

[159], [161] 

Detection LeNet-5 MITOS12 

Cireşan, 2013 [160] Detection Cascade of DCNNs MITOS12, AMIDA13 

Cruz-Roa, 2013 [162] Classification Convolutional AE + 

Softmax classifier 

Private Basal-Cell 

Carcinoma dataset 

Cruz-Roa, 2014 [205] Classification Classic classification 

macro-architecture. 

Private Invasive 

Ductal Carcinoma 

dataset 

Ronneberger, 2015 

[66] 

Segmentation U-Net GlaS, others. 

Chen, 2016 [192] Detection Cascade of DCNNs MITOS12, MITOS-

ATYPIA-14 

Paeng, 2016 [194] Detection, 

Scoring 

ResNet + SVMs TUPAC16 

Araújo, 2017 [219] Classification Classic classification 

macro-architecture. 

BIOIMAGING15 

Chen, 2017 [102] Instance 

segmentation 

Deep Contour-Aware 

Network / Multi-Head 

FCN (border / inside 

paths) 

GlaS 2015, MoNuSeg 

2018 

Kwok, 2018 [207] Classification Inception-ResNet-v2 BACH18 

Cai, 2019 [197] Detection Faster R-CNN MITOS-ATYPIA-14, 

TUPAC16 

 
25 https://digitalpathologyassociation.org/whole-slide-imaging-repository 
26 http://www.andrewjanowczyk.com/deep-learning/  
27 https://warwick.ac.uk/fac/cross_fac/tia/data/  
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Graham, 2019 [103] Instance 

segmentation 

and classification 

HoVer-Net MoNuSAC, CoNSeP 

Vu, 2019 [174] Instance 

segmentation 

U-Net-like with Residual 

Units, multi-scale input, 

separate “border” and 

“inside” paths 

SNI 2017 

Mahmood, 2020 

[199] 

Detection Faster R-CNN, ResNet, 

Densenet 

MITOS12, MITOS-

ATYPIA-14, TUPAC16 

Kurc, 2020 [175] Instance 

segmentation 

Mask R-CNN with 

morphological post-

processing 

SNI 2018 

Yang, 2021 [200] Detection HoVer-Net + SK U-Net MIDOG 

Jahanifar 2021 [201] Detection Efficient-UNet + Efficient-

Net 

MIDOG 

 

3.6.1 Pre-processing 

A common pre-processing step in digital pathology pipelines is stain normalisation [11], [143], 

[220]. Stain normalisation aims at reducing the differences between images that are due to 

variations in the staining process or in the acquisition hardware and setup (see Figure 3.5). 

Several top-ranking challenge methods include this step in their pipeline (such as the MoNuSeg 

2018 and PAIP 2020 winners). In most cases, however, researchers prefer to let the deep neural 

network become invariant to stain variations, often with the help of colour jittering in the data 

augmentation (see below). It remains more common, however, to perform a normalisation step 

in RGB space, either to zero-centre the pixel data and set the per-channel variances to one, or to 

simply rescale the value range to [0, 1] or [-1, 1]. 

As many deep neural network architectures require fixed-sized input images, it is very common 

to see a patch extraction step at the beginning of the pipeline. For inference, these patches can 

either be non-overlapping tiles with independent predictions (e.g. used by the winner of BACH 

2018) or overlapping tiles in a sliding window process, where the results in the overlapping 

region have to be merged, typically with either the average prediction or the maximum prediction 

(e.g. winner of MoNuSeg 2018). The details of this operation are left unclear in many of the 

published methods.  

3.6.2 Data augmentation 

Some form of data augmentation is explicitly included in almost every method that were 

mentioned in this chapter, although the level of details on which operations are done vary wildly. 

Almost every method includes basic affine transformations, vertical and horizontal flips and 

random crops. It is also very common to include elastic distortions, random Gaussian blur or noise, 

scaling, or brightness/contrast variations (see Figure 3.6). 
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Figure 3.5. Example of stain normalisation on a patch extracted from the MITOS12 
challenge dataset. On the left are two patches from the same region of an image acquired 

with an Aperio scanner (A) and a Hamamatsu scanner (H), on the right are the two images 
after normalisation using the method from Anghel et al. [220]. In the middle are the 

separated Haematoxylin and Eosin stain concentrations. 

 

 

 

Figure 3.6. Example of basic transformations for data augmentation on an image from the 
GlaS 2015 challenge. 
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Figure 3.7. Example of random colour augmentation on an image from the GlaS 2015 
challenge. Left image is the original, the four others have had their “Hue” channel value 

shifted by a random value. 

 

As mentioned above, colour data augmentation is also a common practice, often done in the HSV 

space (as in the example in Figure 3.7) or in a transformed, stain-specific colour space. For 

instance, “colour deconvolution” can be used to find each stain’s “colour vector”, which can then 

be used either to normalize the stains (by matching the stain’s vectors of an image to a reference 

target) or to perform realistic colour augmentation [145], [146]. While it is clear from challenge 

results and from other studies [146] that there is a very large consistent improvement in using 

basic morphological augmentation such as affine and elastic transforms over no data 

augmentation, the impact and importance of adding more complex augmentation methods is 

harder to assess and may depend a lot more on the specificities of a given dataset (e.g., from single 

or multiple source(s)) and application. 

3.6.3 Network architectures 

The results of digital pathology image analysis challenges and the evolution of the state-of-the-art 

make it very difficult to get to any sort of conclusion on which architecture(s) work best for which 

type of task. Some trends, however, can be noted. Until 2015, most challenges and publications 

focused on classification and detection tasks, and often used a classic classification macro-

architecture, with several convolutional and max-pooling layers for feature extraction followed 

by some dense layers for discrimination. Those architectures are very close to the “pioneering” 

LeNet-5 and AlexNet, with some micro-architectural adaptations that the methods often do not 

really justify, nor systematically test their impact [161], [205], [219]. The main adaptation for the 

specificities of digital pathology problems come in the pre-treatment of the data, and the 

popularity of the “cascading” approach for highly imbalanced problems such as mitosis detection, 

as exemplified by Cireşan et al. [160] and Chen et al. [192] in their MITOS12, AMIDA13 and MITOS-

ATYPIA-14 winning methods. 

The situation slightly evolved after 2015 and the introduction of U-Net [66] and ResNet [221], 

which quickly became the standard “baseline” for segmentation and classification, respectively. 

As popular software libraries such as Tensorflow and PyTorch became available, so did open-

source code for network architecture and even the weights of networks pre-trained on popular 

general-purpose datasets such as ImageNet. A standard approach to image analysis problems 

therefore became to start with a pretrained network and fine-tune it on the task-specific 

dataset. Digital pathology tasks, however, often require some additional tweaks, with many 

solutions adding multiple outputs (such as object borders and object inside [103], [174], [222]) 

or using ensemble of networks trained on subsets of the data, on multiple scales, or using 

different architectures [199]–[201]. In segmentation problems, however, our review noted that 

“when the methods are published with detailed results for the individual components, the 

improvement due to the ensemble over the best individual network is usually small (although 

ensemble methods do seem to perform consistently better, but generally without statistical 

validation)” [8].  
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Digital pathology detection problems appear to be challenging for classic detection networks such 

as Faster R-CNN or instance segmentation networks like Mask R-CNN, which need to either be 

included in an ensemble [199] or require significant post-processing [175]. 

In general, it seems that apart from very specifically designed networks such as HoVer-Net [103], 

very good results can generally be obtained with standard, off-the-shelf networks, with most 

domain-specific adaptations coming either in the pre- or post-processing stages. 

Three different network architectures have been used (with some variations) in the different 

experimental works of this thesis. Their description can be found in Annex B, alongside those of 

the most commonly used networks in the literature. 

3.6.4 Pre-training and training 

As previously mentioned, many challenges top ranked methods use pre-trained networks, often 

from general-purpose datasets such as ImageNet, PASCAL VOC or ADE20K. Another option, 

used for instance by the winners of MoNuSAC 2020, is pretrain the network on data from similar 

datasets (from previous challenges, or other benchmark datasets). 

In the methods analysed in our review, the training or re-training itself is generally done using the 

Adam optimizer (or some adaptation, such as the Rectified Adam), with the cross-entropy loss 

function or, alternatively, the “soft Dice” loss (or a combination of both).  

To deal with the recurring problem of class imbalance, several methods have been proposed. 

One option is to weights the classes in the loss function so that errors on minority classes are 

more heavily penalized. Another is to use an adapted loss function such as the Focal Loss [84], 

which gives more weights to hard examples in the training set. A more direct approach is to 

balance the batches presented to the model by sampling the patches so that minority classes are 

“over-represented” compared to the actual distribution. Data augmentation can also be used to 

rebalance the dataset, by producing more “augmented” examples from the minority classes than 

from the majority classes. 

3.6.5 Post-processing and task adaptation 

Multi-outputs model typically require a post-processing step to put together the different parts of 

the results. A clear example of that can be found in the HoVer-Net model previously illustrated in 

Figure 3.4. The outputs of the “nuclear pixels prediction” branch are first combined with the 

outputs of the “horizontal and vertical map predictions” (which predict the vector to the centre of 

the nucleus) to compute an “energy landscape” and a set of markers that can be used to perform 

the watershed algorithm, thus providing the “instance segmentation”. The class of each segmented 

object is then determined by taking a majority vote from all per-pixel class prediction of the 

“nuclear type prediction” branch within the pixels of the object, to give the final “instance 

segmentation and classification”. 

Another very common step is the stitching of patch predictions into a larger image, particularly 

for WSIs. In a classification task, this may take the form of a majority vote (where the WSI-level 

prediction is the majority vote of the per-patch prediction), but other task-specific rules may be 

used (for instance, in a grading problem, the final WSI grade may be the “worst”28 of the per-patch 

grades). In a segmentation task, an important choice is whether to include overlap or not in the 

tiling of the patches. If overlapping tiles are used, the final per-pixel prediction may be the majority 

 
28 i.e. the highest one, as the grade is positively correlated with the malignancy level. 
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vote of all patch predictions that included that pixel, but other heuristics may be applied. The fact 

that segmentation predictions tend to be worse close to the borders of a patch, for instance, may 

be used to weights the pixel prediction of a patch according to how close that pixel was to the 

centre of the patch. 

3.7 The deep learning pipeline in digital pathology 

With all these information in mind, we can now look at how the specific characteristics of digital 

pathology impact the deep learning pipeline that was presented in Chapter 1. Figure 3.8 illustrates 

the pipeline, and where the different elements that will be discussed in the rest of the thesis 

intervene. 

In Chapter 4, we will study the evaluation processes that are used, in challenges and in other 

publications, to assess the performances of deep learning algorithms. This includes not only the 

choice of evaluation metrics, but also the process of aggregating the results while considering the 

specificities of digital pathology datasets (such as the intra-patient dependence of samples), and 

the methods for ranking or otherwise comparing competing algorithms. We perform several 

experiments and theoretical analyses to better understand the biases of commonly used metrics, 

and the potential effects of class imbalance in classification and detection metrics. 

In Chapter 5, we will investigate the question of how imperfect annotations affects the training 

process of deep learning model, through our SNOW (Semi-supervised, Noisy and/or Weak) 

framework. A practical example, the problem of artefact segmentation in whole-slide images, 

will be studied in Chapter 6. Artefacts that occur in the manipulation of the physical samples and 

in the acquisition of the images are very common in digital pathology. Segmenting these artefacts 

so that they can be safely removed from further automated methods, and so that the quality of the 

produced WSI can be objectively assessed, is a good practical example of the different challenging 

aspects of digital pathology datasets. 

 

 

Figure 3.8. The deep learning pipeline, with the specific characteristics of digital pathology 
datasets that will be further explored in the rest of the thesis. 
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In Chapter 7, the more specific question of interobserver variability will be analyzed. Even if 

individual experts could provide their “perfect” annotations (meaning that the annotated samples 

perfectly correspond to their assessment of the images), the fact that individual experts would 

reach different assessments means that there can be no ground truth in a digital pathology task. 

This has an impact both on the training process, and on the evaluation process of deep learning 

algorithms. 

Finally, in Chapter 8, we will study the question of quality control in challenges. This is 

transversal to the whole pipeline, as errors can occur anywhere from the constitution of the 

dataset to the evaluation process. Through the analysis of selected examples, we will examine the 

types of error that can undermine the trust that we can have on the results presented by 

challenges and provide some recommendations for future challenge organisers on how to ensure 

that the insights that can be gained from their efforts are maximized.  
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4 Evaluation metrics and processes 

In challenges or in any publication that aims to determine if a particular method improves on the 

state-of-the-art for a particular task, the question of how to evaluate the methods is extremely 

important. At the core of any evaluation process, there is one or several evaluation metrics. 

Different metrics have been proposed and have achieved a more-or-less standard status for all 

types of tasks, and many studies have been made to examine their behaviour in different 

circumstances. Moreover, the evaluation process is not limited to the metric itself.  

In this chapter, we will start in section 4.1 by providing the necessary definitions for the 

description of the evaluation process of digital pathology image analysis tasks, and of the common 

(and less common) evaluation metrics used for detection, classification, and segmentation tasks, 

as well as for more complex tasks that combine these different aspects. The use of these metrics 

in digital pathology challenges will then be discussed in section 4.2, and the state-of-the-art of the 

analysis of their biases and limitations in section 4.3.  

We will then present our additional analyses and experiments in section 4.4, and provide 

recommendations on the choices that can be made when determining the evaluation process for 

a digital pathology task in section 4.5. 

4.1 Definitions 

Most of the formal definitions of the metrics used in this section are adapted from several 

publications and reworked to use the same mathematical conventions. For the detection metrics, 

we largely rely on the works of Padilla et al. [223], [224]. Most of the classification metrics can be 

found in Luque et al. [225], while the definitions for the segmentation metrics are given in Reinke 

et al. [226]. The evaluation process in general described here is largely based on our analysis of 

the processes described in all the digital pathology challenges referenced in section 4.2. 

4.1.1 Evaluation process 

The evaluation of an algorithm in an image analysis task starts from a set of “target” samples 

(usually from expert annotations and considered to be the “ground truth”), associated to a set of 

predictions from the algorithm. In the final evaluation of an algorithm, the samples would come 

from the “test set” extracted from the overall dataset, which should be as independent as possible 

from the training and validation set. The exact nature of the samples will depend on the task.  

Digital pathology datasets have a hierarchical nature, with the top-level being the patient. From 

each patient, different whole-slide images (WSI) may have been acquired. From each of those 

WSIs, different image patches may have been extracted, and often each of these patches will 

contain a set of individual objects of interest (as illustrated in Figure 4.1). 
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Figure 4.1. Hierarchical representation of a typical digital pathology dataset. Evaluation 
metrics can be computed and/or aggregated at these different levels. 

 

 

Figure 4.2. Illustration of the evaluation process. Metrics 𝑴 are computed on pairs of 
“Target” (𝑻) / “Predicted” (𝑷) items, then aggregated to produce a final score 𝑺. 

 

In the DigestPath 2019 challenge29, for instance, two different datasets are described. The “signet 

ring cell dataset” contains objects (the signet ring cell) in 2000x2000px image patches extracted 

from WSIs of H&E stained slides of individual patients. In the “colonoscopy tissue segment 

dataset”, however, WSIs have been directly annotated at the pixel-level, so there are no “patch-

level” or “object-level” items. 

A metric is thus defined as a function 𝑀 = 𝑀𝑒𝑡𝑟𝑖𝑐(𝑇, 𝑃) that evaluates a pair of “target” (ground 

truth) and “predicted” items (e.g. object localization, patient diagnostic class…). Most metrics will 

produce outputs either in the [0, 1] or the [−1, 1] range, but there are exceptions (such as distance-

based metrics, which are typically in [0, ∞[ ). The aggregation process, on the other hand, 

describes how the set of metric values {𝑀𝑖} at a given level is reduced to a single score 𝑆 at a higher 

level (see Figure 4.2).  

With these definitions in mind, we can now turn our attention to the three main “task types” that 

we previously identified in Chapter 1, as well as their combinations. 

In a detection task, there will typically be an object-level annotation. To evaluate such a task, the 

first step is therefore to find the matching pairs (𝑇𝑖, 𝑃𝑗) of objects in the images. The matching 

criteria are therefore an important factor in the evaluation process. They typically involve a 

matching threshold, for instance based on the centroid distance or the surface overlap. Once the 

 
29 https://digestpath2019.grand-challenge.org/Dataset/ (Archive link 19/04/2022) 
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matching pairs of objects have been found, there are two separate aspects of the results that can 

be evaluated. First, a partial confusion matrix can be built:  

(
𝑁. 𝐴. 𝐹𝑃 = |{𝑃𝑖 ∉ 𝑀}|

𝐹𝑁 = |{𝑇𝑖 ∉ 𝑀}| 𝑇𝑃 = |{𝑇𝑖 ∈ 𝑀}|
) 

With TP the “True Positives” (number of matching pairs), FN the “False Negatives” (number of un-

matched ground truth objects), FP the “False Positives” (number of un-matched predicted 

objects), 𝑀 = {𝑀𝑎𝑡𝑐ℎ𝑒𝑠(𝑇𝑘 , 𝑃𝑙)} and | · | is the cardinality of a set. It should be noted that, at the 

object-level, there are no countable “True Negatives”, which will limit the available metrics for 

evaluating the detection score [223].  

The other possible aspect of the evaluation is the quality of the matches. This can take different 

forms depending on what exactly the target output was: bounding box overlap, centroid distance, 

etc.  

In a classification task, the annotation could be at the object level (instance classification), at the 

pixel level (semantic segmentation), at both levels (instance segmentation and classification), or 

at any of the “higher” levels in Figure 4.1: patch, WSI, or even patient. The latter cases correspond 

to “pure” classification tasks, whereas the others are combining classification with detection 

and/or segmentation. The classification part of the problem can typically be summed up with a 

confusion matrix, built from pairs of (𝑇𝑖, 𝑃𝑖) where 𝑇𝑖 ∈ [1, 𝑚] and 𝑚 is the number of classes in 

the problem, and 𝑃𝑖 = 𝑎𝑟𝑔𝑚𝑎𝑥𝑐(𝜋𝑖𝑐) with 𝜋𝑖𝑐 a vector of 𝑚 class probabilities so that ∑ 𝜋𝑖𝑐 = 1𝑐 . 

The confusion matrix will therefore be a 𝑚 × 𝑚 matrix with 𝐶𝑀𝑗𝑘 = |{(𝑇𝑖, 𝑃𝑖) | 𝑇𝑖 = 𝑗, 𝑃𝑖 = 𝑘}|. 

The distinction between “classification” tasks and “detection” tasks can sometimes be difficult to 

make. In many digital pathology applications, there will be one “meaningful” class (for instance: 

nuclei, tumour, etc.), and a “no class” category that includes “all the rest”. In those cases, there will 

be clear “positive” and “negative” categories, and the confusion matrix will include the TP, FP, FN 

(and, in this case, countable TNs) of the detection tasks. As we will see further in this chapter, this 

can be a source of confusion in the definition of the metrics, as some metrics, such as the F1-Score, 

take a different form if a single “positive” class is considered (as in a detection task) or if two or 

more classes are considered on equal grounds. 

The combination of “detection” and “classification” is instance classification, which can also be 

seen as multi-class detection. In such problems, the results can be described in a confusion 

matrix that includes multiple classes and a background or no-instance category. The confusion 

matrix for an m-class problem would therefore look like: 

(

N. A. 𝐶𝑀01 … 𝐶𝑀0m

𝐶𝑀10 𝐶𝑀11 … 𝐶𝑀1m

⋮ ⋮ ⋱ ⋮
𝐶𝑀m0 … … 𝐶𝑀mm

) 

Where the first line corresponds to falsely positive detections (i.e. detections for any of the classes 

that correspond to no ground truth object) and the first column to falsely negative detections (i.e. 

ground truth objects that have no predictions). As in the previously described detection confusion 

matrix, the top-left corner is uncountable and corresponds to the true negative detections. 

In segmentation tasks, the annotations will be at the pixel-level. These annotations can be simply 

binary (an “annotation mask”), or also contain class labels (“class map”) and/or instance labels 
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(“instance map”). We will therefore have 𝑇 = {𝑇𝑖} and 𝑃 = {𝑃𝑖}, with 𝑖 the pixel position. In an 

instance segmentation case, there will once again need to be a matching criterion to find the 

matching subsets 𝑇𝑘 = {𝑇𝑖 | 𝑙𝑎𝑏𝑒𝑙(𝑇𝑖) = 𝑘} and 𝑃𝑙 = {𝑃𝑖 | 𝑙𝑎𝑏𝑒𝑙(𝑃𝑖) = 𝑙}, so that the evaluation can 

be reduced to several binary “object-level” annotation masks. In semantic segmentation, there 

is no matching step necessary.  Instead, a segmentation metric will often simply be computed per-

class, then an average score can be computed. The most common evaluation metrics can be 

defined from pixel-level confusion matrices, or as distance metrics that compare the contours 

and/or the centroids of the binary masks.  

When all three tasks are combined together, we get instance segmentation and classification. 

In such problems, each pixel can be associated both to a class and to an instance label. The 

evaluation of such problems can be quite difficult, as will be discussed through this chapter. 

4.1.2 Detection metrics 

As mentioned above, detection tasks typically require a matching step before the evaluation, 

often involving a matching threshold 𝜇. The matching step takes the sets of Target objects {𝑇𝑖} 

and Predicted objects {𝑃𝑖} and outputs three sets: the true positives, the un-matched false 

negatives, and the un-matched false positives.  

These sets are related to a confidence threshold 𝜏 on the detection probability (which is the raw 

output of the detection algorithm), that determines if a candidate region is considered as a 

detected object or not: 𝑃(𝜏) = {𝑃𝑖; 𝜋𝑖 ≥ 𝜏}, with 𝜋𝑖 the detection probability for the object 𝑖 [223], 

with 𝜏 usually set to 0.5. 

Higher confidence thresholds will yield a smaller set of 𝑃𝑖, which means that the following 

relationships are always verified: 

𝜏1 < 𝜏2 ⇒ 𝑇𝑃𝜏1
≥ 𝑇𝑃𝜏2

, 𝐹𝑃𝜏1
≥ 𝐹𝑃𝜏2

 𝑎𝑛𝑑 𝐹𝑁𝜏1
≤ 𝐹𝑁𝜏2

 

Detection metrics will therefore be either “fixed-threshold” metrics, bound to a particular choice 

for the matching and confidence thresholds, or “varying-threshold”, capturing the evolution of the 

metric as the thresholds are moved. 

4.1.2.1 Object Matching 

In most cases, object detection outputs include some sort of localisation, which gives an indication 

of where is the object in the image, and what is its size. In the most precise case, we have the full 

segmentation of the object, and are therefore in an “instance segmentation” problem. More often, 

the localisation will be given in the form of a bounding box with a centroid. In the extreme opposite 

case, there is no localisation at all, and simply an indication of whether an object is present in the 

image or not. There is then no “matching” step, and the problem is formulated as a binary 

classification problem, with the “no object” and “object” class being determined at the image patch 

level.  

The matching step generally is “overlap-based” and/or “distance-based”.  

Given a pair of target and predicted objects 𝑇𝑖 and 𝑃𝑗 , represented as a set of pixels belonging to 

this object (which may come either from bounding boxes or per-pixel instance masks), overlap-

based methods will look at the intersection area (|𝑇𝑖 ∩ 𝑃𝑗|) and the union area (|𝑇𝑖 ∪ 𝑃𝑗|) of the 

two objects. These two measures can be combined in the intersection over union (IoU), also 

known as the Jaccard Index [227]: 
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𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑗) =
|𝑇𝑖 ∩ 𝑃𝑗|

|𝑇𝑖 ∪ 𝑃𝑗|
 

A common criterion is to apply a threshold on this IoU, so that a pair of objects is “a match” if 

𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑗) ≥ 𝜇𝐼𝑜𝑈, with 𝜇𝐼𝑜𝑈 often set at 0.5 or 0.75 [224]. If 𝜇𝐼𝑜𝑈 < 0.5, it is possible for multiple 

target objects to be matched to the same predicted objects (and vice-versa), in which case a 

“maximum IoU” criterion is typically added to the rule (so that the match is the predicted object 

with the maximum IoU among those that satisfy the threshold condition). In that case, we will 

therefore have: 𝑀𝑎𝑡𝑐ℎ𝑒𝑠(𝑇, 𝑃) = {(𝑇𝑖, 𝑃𝑗)} where all three following conditions are respected: 

𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑗) ≥ 𝜇𝐼𝑜𝑈 ,  

𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑗) > 𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑘≠𝑗) ∀𝑃𝑘 ∈ 𝑃 

𝐼𝑜𝑈(𝑇𝑖, 𝑃𝑗) > 𝐼𝑜𝑈(𝑇𝑘≠𝑖, 𝑃𝑗)∀𝑇𝑘 ∈ 𝑇 

The maximum IoU can also be used as a single criterion, with no threshold attached, in which case 

any overlap may be detected as a match (this is equivalent to setting 𝜇𝐼𝑜𝑈 = 0). 

Another strategy to determine a match relates to the distance between the centroids of the 

objects. Similarly to the IoU criterion, this will imply a “closest distance” rule, which may be 

associated with a “maximum distance threshold”. The criteria will therefore be: 

𝑑(𝑇𝑖, 𝑃𝑗) ≤ 𝜇𝑑𝑖𝑠𝑡  

𝑑(𝑇𝑖, 𝑃𝑗) < 𝑑(𝑇𝑖, 𝑃𝑘≠𝑗) ∀𝑃𝑘 ∈ 𝑃 

𝑑(𝑇𝑖, 𝑃𝑗) < 𝑑(𝑇𝑘≠𝑖, 𝑃𝑗) ∀𝑇𝑘 ∈ 𝑇 

With 𝑑(𝑇𝑖, 𝑃𝑗) usually defined as the Euclidian distance between the centroids of 𝑇𝑖 and 𝑃𝑗.  

The same rule can be adapted to other distance definitions, such as for instance the Hausdorff’s 

distance (defined in the segmentation metrics below) between the contours of the objects. 

4.1.2.2 Fixed-threshold metrics 

Fixed-threshold metrics are computed for a specific value of the matching threshold (commonly, 

𝜇𝐼𝑜𝑈 = 0.5) and of the confidence threshold (also usually 𝜏 = 0.5), which determine the sets TP, 

FP and FN. 

The precision (PRE) of the detection algorithm is the proportion of “positive detections” that are 

correct, and is defined as: 

𝑃𝑅𝐸 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

The recall (REC) is the proportion of “positive target” that have been correctly predicted, and is 

defined as: 

𝑅𝐸𝐶 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

The F1-score (F1) is the harmonic mean of the two: 
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𝐹1 = 2 ×
𝑃𝑅𝐸 × 𝑅𝐸𝐶

𝑃𝑅𝐸 + 𝑅𝐸𝐶
= 2 ×

𝑇𝑃

2 × 𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
 

4.1.2.3 Varying-threshold metrics 

To better characterize the robustness of an algorithm’s prediction, it is sometimes useful to look 

at how the performance evolves with different values of the confidence and/or matching 

thresholds. 

Decreasing the confidence threshold means being less restrictive on what’s considered a 

“prediction”, and therefore to more true positives, more false positives and less false negatives. 

There is thus a monotonic relationship between the confidence threshold and the recall. The 

relationship between the precision and the confidence threshold, however, is less predictable. 

This dynamic relationship between PRE, REC and the confidence threshold can be captured in a 

“precision-recall curve” (PR curve). An example of a PR curve is shown in Figure 4.3, constructed 

from synthetic data. As we can see, while the overall trend is for the precision to decrease as the 

recall increases, the relationship is not monotonic, and the precision has a characteristic “zig-zag” 

pattern.  

To summarize the performance shown by the PR curve, the “area under the PR curve” (AUPRC) 

can be computed. An ideal detector would have 𝐴𝑈𝑃𝑅𝐶 = 1. A very common approximation of the 

AUPRC, that is less sensitive to the small oscillations of the precision, is the “Average Precision” 

(AP). Adapting the formulation from Luque et al. [224], we can express the PR curve as a function 

𝑃𝑅𝐸 = 𝑃𝑟𝑒(𝑅𝐸𝐶), and the AP is obtained by: 

a) Interpolating the PR curve so that 𝑃𝑟𝑒∗(𝑅𝐸𝐶) = max
𝑘≥𝑅𝐸𝐶

𝑃𝑟𝑒(𝑘), thus removing the zigzag 

pattern by replacing each point by the “highest value to its right” (see green line in Figure 

4.3).  

b) Sampling 𝑃𝑟𝑒∗ with 𝑛 equally spaced recall values, so that 𝐴𝑃 =
1

𝑛
∑ 𝑃𝑟𝑒∗(𝑘)𝑛

𝑘=1 . 

 

Figure 4.3. Example of a PR curve (blue) created from synthetic data. The dotted red line 
corresponds to the “ideal” detector, the green line is the interpolated curve. The AP was 

computed based on a sampling of 100 equally spaced points. 
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The AP is therefore a varying-threshold metric for the confidence threshold, but a fixed-

threshold metric for the matching rule. To also take into account this matching rule variability, 

the AP can be averaged over different matching threshold values. As an example, in the NuCLS 

2021 challenge [188], one of the metrics used to evaluate the detection score is the mean AP using 

an IoU threshold varying between 0.5 and 0.95, by step of 0.05. If we set 𝐴𝑃@𝑘 to mean the AP 

using the matches found with 𝜇𝐼𝑜𝑈 ≥ 𝑘, then we have: 

𝐴𝑃@. 5: .95 =
1

10
∑ 𝐴𝑃@(0.5 + 0.05𝑘)

9

𝑘=0

 

4.1.3 Classification metrics 

The results of a classification problem with 𝑚 categories are summarized in a 𝑚 × 𝑚 confusion 

matrix. We will use here the convention that the rows of that matrix correspond to the “ground 

truth” class, while the columns correspond to the “predicted” class, and 𝐶𝑀𝑖𝑗 corresponds to the 

number of examples with “true class” 𝑖 and “predicted class” 𝑗. It should be noted, however, that 

some of the classification metrics may be used to simply characterize the agreement between two 

sets of observations, without one being assumed to be the “truth”. To be useful for that latter 

purpose, a metric needs to be observer invariant. Practically, this is the case if 𝑀𝑒𝑡𝑟𝑖𝑐(𝐶𝑀) =

𝑀𝑒𝑡𝑟𝑖𝑐(𝐶𝑀𝑇) (or, from the sets of ground truth and predicted observations 𝑇 = {𝑇𝑖}, 𝑃 = {𝑃𝑖} : 

𝑀𝑒𝑡𝑟𝑖𝑐(𝑇, 𝑃) = 𝑀𝑒𝑡𝑟𝑖𝑐(𝑃, 𝑇)). 

Another characteristic of classification metrics is that they can be class-specific or global. A class-

specific metric 𝑀𝑒𝑡𝑟𝑖𝑐𝑐  will evaluate class 𝑐 as a “positive” class against all others, while global 

metrics aggregate the class-specific values. 

Metrics can also assume an order to the classes or, on the contrary, that they are purely 

categorical. In the former case, switching the classes in the confusion matrix would lead to a 

different result, while categorical metrics are class-switch invariant. 

Finally, another aspect (that we more thoroughly examine in sections 4.3 and 4.4) is the class 

imbalance bias that many metrics exhibit. This means that changing the class balance of the 

dataset (e.g. by changing the sampling method) alters the results. 

4.1.3.1 Class-specific metrics 

Several per-class metrics can be defined. These use the notions of the True Positives (TP), True 

Negatives (TN), False Positives (FP) and False Negatives (FN). Using our general notation for the 

confusion matrix, we can have for class 𝑐: 

𝑇𝑃𝑐 = 𝐶𝑀𝑐𝑐 

𝐹𝑃𝑐 = ∑ 𝐶𝑀𝑘𝑐

𝑘≠𝑐

 

𝐹𝑁𝑐 = ∑ 𝐶𝑀𝑐𝑘

𝑘≠𝑐

 

𝑇𝑁𝑐 = 𝑛 − 𝑇𝑃𝑐 − 𝐹𝑃𝑐 − 𝐹𝑁𝑐  

A visual example on a 5 classes problem is shown in Table 4.1.  
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Table 4.1. Confusion matrix in a 5 classes problem. The colours show the elements of the 
matrix that contribute to (yellow) 𝑻𝑷𝜷, (orange) 𝑭𝑷𝜷, (blue) 𝑭𝑵𝜷 and (white) 𝑻𝑵𝜷. 

T \ P 𝛼 𝛽 𝛾 𝛿 𝜖 

𝛼      

𝛽      

𝛾      

𝛿      

𝜖      

 

The sensitivity (SEN), also called recall (REC) or True Positive Rate (TPR) measures the 

proportion of “True Positives” among all the samples that are “positive” in the Target (i.e. that 

truly belong to the class 𝑐): 

𝑆𝐸𝑁𝑐 =  
𝑇𝑃𝑐

𝑇𝑃𝑐 + 𝐹𝑁𝑐
 

The specificity (SPE), or True Negative Rate (TNR) is conversely the proportion of TN in the 

negative Target samples: 

𝑆𝑃𝐸𝑐 =
𝑇𝑁𝑐

𝑇𝑁𝑐 + 𝐹𝑃𝑐
 

The precision (PRE) or Positive Predictive Value (PPV) is the proportion of TP in the positive 

Predicted samples: 

𝑃𝑅𝐸𝑐 =
𝑇𝑃𝑐

𝑇𝑃𝑐 + 𝐹𝑃𝑐
 

The Negative Predictive Value (NPV) is similarly the proportion of TN in the negative Predicted 

samples: 

𝑁𝑃𝑉𝑐 =
𝑇𝑁𝑐

𝑇𝑁𝑐 + 𝐹𝑁𝑐
 

The False Positive Rate (FPR) is the proportion of FP in the negative Target samples:  

𝐹𝑃𝑅𝑐 =
𝐹𝑃𝑐

𝑇𝑁𝑐 + 𝐹𝑃𝑐
= 1 − 𝑆𝑃𝐸𝑐  

The F1-Score is better defined as a detection metric (see section 4.1.2), but it is often used in 

classification problems as well. 

The per-class F1-Score (𝐹1𝑐) is defined as the harmonic mean of the precision and sensitivity: 

𝐹1𝑐 =  2 ×
𝑃𝑅𝐸𝑐 × 𝑆𝐸𝑁𝑐

𝑃𝑅𝐸𝑐 + 𝑆𝐸𝑁𝐶
 

The per-class Geometric Mean (𝐺𝑀𝑐) of the SEN and SPE is also sometimes used [225]: 

𝐺𝑀𝑐 = √𝑆𝐸𝑁𝑐 × 𝑆𝑃𝐸𝑐  
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4.1.3.2 Global metrics 

To get a global classification score that aggregates the results from all classes, several metrics are 

possible. 

The simplest performance measure from the confusion matrix is the accuracy (ACC), which is 

given by the sum of the elements on the diagonal (the “correct” samples) divided by the total 

number of samples 𝑛: 

𝐴𝐶𝐶 =  
∑ 𝐶𝑀𝑖𝑖𝑖

𝑛
 

It is also possible to extend the F1-Score so that it becomes a global metric. The macro-averaged 

F1-Score has been defined in two different ways in the literature [228].  

First, as a simple average of the per-class F1-scores. We call this version the simple-averaged F1-

Score (𝑠𝐹1): 

𝑠𝐹1 =
1

𝑚
∑ 𝐹1𝑐

𝑐

 

The other definition first computes the average of the per-class PRE and SEN, before computing 

the harmonic mean. We will call it the harmonic-averaged F1-Score (ℎ𝐹1): 

ℎ𝐹1 = 2 ×
Μ𝑃𝑅𝐸 × Μ𝑆𝐸𝑁

Μ𝑃𝑅𝐸 + Μ𝑆𝐸𝑁
 

With: 

Μ𝑃𝑅𝐸 =
∑ 𝑃𝑅𝐸𝑘𝑘

𝑚
 

Μ𝑆𝐸𝑁 =
∑ 𝑆𝐸𝑁𝑘𝑘

𝑚
 

Meanwhile, the micro-averaged F1-Score (𝜇𝐹1) will first aggregate the TP, FP and FN before 

computing the micro-precision and micro-recall, and finally the F1-Score. It has been used in 

challenges such as Gleason 2019, but it should be noted that it is equivalent to the accuracy: 

𝜇𝑃𝑅𝐸 =
∑ 𝑇𝑃𝑘𝑘

∑ (𝑇𝑃𝑘 + 𝐹𝑃𝑘)𝑘
=

∑ 𝑇𝑃𝑘𝑘

𝑛
= 𝐴𝐶𝐶 

𝜇𝑆𝑃𝐸 =
∑ 𝑇𝑃𝑘𝑘

∑ (𝑇𝑃𝑘 +  𝐹𝑁𝑘)𝑘
=  

∑ 𝑇𝑃𝑘𝑘

𝑛
= 𝐴𝐶𝐶 

𝜇𝐹1 = 2 ×
𝜇𝑃𝑅𝐸 × 𝜇𝑆𝑃𝐸

𝜇𝑃𝑅𝐸 + 𝜇𝑆𝑃𝐸
= 𝐴𝐶𝐶  

Like the F1-Score, the 𝐺𝑀𝑐  can also be extended as a global metric. It will then be the Geometric 

Mean (GM) of the per-class 𝑆𝐸𝑁𝑐: 

𝐺𝑀 = (∏ 𝑆𝐸𝑁𝑐

𝑐

)

1
𝑚

 

The GM has zero bias due to class imbalance [225]. It is, however, not observer invariant. 
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The Matthews Correlation Coefficient (MCC), often called 𝑅𝐾 in the multiclass case (and 

sometimes phi coefficient), uses all the terms of the CM and is defined as: 

𝑀𝐶𝐶 =  
𝑛 × ∑ 𝐶𝑀𝑘𝑘𝑘 − ∑ (∑ 𝐶𝑀𝑙𝑘𝑙 × ∑ 𝐶𝑀𝑘𝑙𝑙 )𝑘

√𝑛2 − ∑ (∑ 𝐶𝑀𝑘𝑙𝑙 )2
𝑘 √𝑛2 − ∑ (∑ 𝐶𝑀𝑙𝑘𝑙 )2

𝑘

 

It is bound between -1 and 1, where 0 means that the target and prediction sets are completely 

uncorrelated. 

Cohen’s kappa is a measure of the agreement between two sets of observations and can be used 

as a classification metrics to rate the agreement between the target and the predictions. It 

measures the difference between the observed agreement 𝑝𝑜 and the agreement expected by 

chance 𝑝𝑒 , and is defined as [229]: 

𝜅 =
𝑝𝑜 − 𝑝𝑒

1 − 𝑝𝑒
 

So that a “perfect agreement” (𝑝𝑜 = 1) leads to 𝜅 = 1, a perfect disagreement (𝑝𝑜 = 0) to a 

negative 𝜅 (the exact minimum value depends on the distribution of the data). From the confusion 

matrix, 𝑝𝑜 and 𝑝𝑒  are defined as: 

𝑝𝑜 = 𝐴𝐶𝐶 =
∑ 𝐶𝑀𝑖𝑖𝑖

𝑛
 

𝑝𝑒 =
∑ (∑ 𝐶𝑀𝑖𝑘𝑘 ∑ 𝐶𝑀𝑘𝑖𝑘 )𝑖

𝑛2
 

Cohen’s kappa is also often used for ordered categories, where errors between classes which are 

“close” together are less penalised. 

Let 𝑊 be a weight matrix (𝑊 should verify 𝑤𝑖𝑗 = 𝑤𝑗𝑖 , and 0 ≤ 𝑤𝑖𝑗 ≤ 1). 

We can define the matrix of expected observations from random chance with:  

𝑒𝑖𝑗 =
∑ 𝐶𝑀𝑖𝑘𝑘 ∑ 𝐶𝑀𝑘𝑗𝑘

𝑛
 

From that, we define Cohen’s kappa generally with: 

𝜅 = 1 −  
∑ ∑ 𝑤𝑖𝑗𝐶𝑀𝑖𝑗𝑗𝑖

∑ ∑ 𝑤𝑖𝑗𝑒𝑖𝑗𝑗𝑖
  

The three most common formulations of the weights are: 

Unweighted kappa 𝜿𝑼: 𝑤𝑖𝑗 = 1 − 𝛿𝑖𝑗  (using the Kronecker delta), which resolves to the same 

value as the original definition of the 𝜅 shown above. 

Linear weighted kappa 𝜿𝑳: 𝑤𝑖𝑗 = |𝑖 − 𝑗|  

Quadratic weighted kappa 𝜿𝑸: 𝑤𝑖𝑗 = (𝑖 − 𝑗)2 

Cohen’s kappa is bound between -1 and 1, with 0 corresponding to as much agreement as expected 

by random chance. 
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4.1.3.3 Varying-threshold metrics 

All the classification metrics described thus far are “no threshold” metrics, where the predicted 

class of a sample is simply taken as the class which has the maximum predicted probability. It can 

however also be interesting to take into account the “confidence” of a model with regards to its 

predictions. This information can be captured in a “Receiver Operating Characterstic”, or ROC 

Curve. Where the detection PR-curve plotted the PRE and REC for varying confidence thresholds, 

the ROC curve plots the SEN (=REC) and the FPR (=1-SPE). 

As the SEN and SPE are “per-class” metrics, so is the ROC a “per-class” visualisation, where the 

“varying threshold” is used in a “one class vs all” manner. For a class 𝑐, a threshold 𝜏, and the set 

of predicted class probabilities vectors {𝑃𝑖} where 𝜋𝑖𝑐 is the probability that sample 𝑖 has the class 

𝑐, we can define:  

𝑇𝑃𝑐,𝜏 = |{𝑃𝑖 ;  𝜋𝑖𝑐 ≥ 𝜏 & 𝑇𝑖,𝑐 = 1}| 

𝐹𝑃𝑐,𝜏 = |{𝑃𝑖  ; 𝜋𝑖𝑐 ≥ 𝜏 &𝑇𝑖,𝑐 = 0}| 

𝑇𝑁𝑐,𝜏 = |{𝑃𝑖 ; 𝜋𝑖𝑐 < 𝜏 &𝑇𝑖,𝑐 = 0}| 

𝐹𝑁𝑐,𝜏 = |{𝑃𝑖 ; 𝜋𝑖𝑐 < 𝜏 & 𝑇𝑖,𝑐 = 1}| 

From which 𝑆𝑃𝐸𝑐,𝜏 and 𝑆𝐸𝑁𝑐,𝜏 can be computed. 

To summarize the information contained in the ROC curve, the Area Under the ROC (𝐴𝑈𝑅𝑂𝐶𝑐) 

can be computed for a class, so that an “ideal classifier” for that class would have an 𝐴𝑈𝑅𝑂𝐶𝑐 of 

1. As for the F1-Score, we can also define micro-averaged and macro-averaged summaries of the 

𝐴𝑈𝑅𝑂𝐶.  

The macro-average 𝑀𝐴𝑈𝑅𝑂𝐶 is defined as: 

𝑀𝐴𝑈𝑅𝑂𝐶 =
1

𝑐
∑ 𝐴𝑈𝑅𝑂𝐶𝑐

𝑐

 

While the micro-averaged is defined by first summing the TP, FP, TN and FN: 

𝜇𝑇𝑃𝜏 =
1

𝑐
∑ 𝑇𝑃𝑐,𝜏𝑐 , etc. 

Then computing the resulting 𝜇𝑆𝑃𝐸𝜏, 𝜇𝑆𝐸𝑁𝜏, and finally the 𝜇𝐴𝑈𝑅𝑂𝐶 from those micro-averaged 

values. An example on synthetic data is presented in Figure 4.4. 

A summary of the main characteristics of the metrics discussed here can be found in Table 4.2. 
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Figure 4.4. Example of ROC curves for a 3-class problem on synthetic data. 

 

Table 4.2. Range of values and key properties of the most common classification metrics. 

Metric Range of 

values 

Class-

specific or 

global 

Observer 

invariant 

Class 

imbalance 

bias 

Ordered 

𝑆𝐸𝑁𝑐 [0, 1] Class-specific No No No 

𝑆𝑃𝐸𝑐  [0, 1] Class-specific No No No 

𝑃𝑅𝐸𝑐  [0, 1] Class-specific No High No 

𝑁𝑃𝑉𝑐  [0, 1] Class-specific No High No 

𝐹1𝑐  [0, 1] Class-specific Yes High No 

𝐺𝑀𝑐  [0, 1] Class-specific No No No 

𝐴𝐶𝐶 [0, 1] Global Yes Medium No 

h𝐹1 [0, 1] Global Yes Low No 

𝑠𝐹1 [0, 1] Global Yes Medium No 

𝑀𝐶𝐶 [-1, 1] Global Yes Medium No 

𝜅𝑈 [-1, 1] Global Yes High No 

𝜅𝐿 , 𝜅𝑄 [-1, 1] Global Yes High Yes 

𝐺𝑀 [0, 1] Global No No No 

𝐴𝑈𝑅𝑂𝐶𝑐 [0, 1] Class-specific No No No 

𝜇𝐴𝑈𝑅𝑂𝐶 [0, 1] Global No No No 

𝑀𝐴𝑈𝑅𝑂𝐶 [0, 1] Global No No No 

 

4.1.4 Segmentation metrics 

We consider in this section pure “segmentation” tasks that separate a foreground region from a 

background region. Instance and semantic segmentation will be considered in the “combined 

metrics” section. Segmentation metrics therefore compare two binary masks in an image. Let 𝑇 be 
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the set of pixels that belong to the target (“ground truth”) mask, and 𝑃 the set of pixels that belong 

to the predicted mask. There are two main categories of segmentation metrics: those that measure 

the overlap between the two sets, and those that measure a distance between the contours of 

the 𝑇 and 𝑃 masks, labelled 𝑇𝑜 and 𝑃𝑜 respectively. 

In the following definitions, | · | is the cardinality of the set and ~ indicates all the elements that 

are not in the set. 

4.1.4.1 Overlap metrics 

The overlap metrics can also be defined using a “confusion matrix” based on the binary 

segmentation masks 𝑻 and 𝑷 (we use here boldface to denote the mask matrices instead of the 

sets), where 𝑻𝒊 = 1 for all 𝑻𝒊 ∈ 𝑇, 0 otherwise. The TP, FP, FN and TN are then defined as: 

𝑇𝑃 =  ∑ 𝑻𝒊 ∗ 𝑷𝒊

𝑖

= |𝑇 ∩ 𝑃| 

𝐹𝑃 =  ∑(1 − 𝑻𝒊) ∗ 𝑷𝒊

𝑖

= |~𝑇 ∩ 𝑃| 

𝐹𝑁 =  ∑ 𝑻𝒊 ∗ (1 − 𝑷𝒊)

𝑖

= |𝑇 ∩ ~𝑃| 

𝑇𝑁 =  ∑(1 − 𝑻𝒊) ∗ (1 − 𝑷𝒊)

𝑖

= |~𝑇 ∩ ~𝑃| 

The two most commonly used overlap metrics are the Dice Similarity Coefficient (DSC) and the 

Intersection over Union (IoU), while the most common distance-based metric is Hausdorff’s 

Distance (HD). The IoU, DSC and HD are illustrated in Figure 4.5. 

The IoU is defined as: 

𝐼𝑜𝑈 =  
|𝑇 ∩ 𝑃|

|𝑇 ∪ 𝑃|
 

It is bounded between 0 (no overlap) and 1 (perfect overlap). 

Using the confusion matrix notation, it can also be defined as: 

𝐼𝑜𝑈 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
 

The DSC is defined as: 

𝐷𝑆𝐶 =  
2|𝑇 ∩ 𝑃|

|𝑇| + |𝑃|
 

It is also bounded between 0 and 1, and heavily correlated to the IoU, as the two are linked by the 

relationship:  

𝐷𝑆𝐶 =
2 ×  𝐼𝑜𝑈

1 + 𝐼𝑜𝑈
 

That relationship also means that 𝐷𝑆𝐶 ≥ 𝐼𝑜𝑈 is always verified. 
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Figure 4.5. Illustration of the three “basic” segmentation metrics. Adapted from our 
review [8]. 

 

Like the IoU, we can define it in terms of the confusion matrix values: 

𝐷𝑆𝐶 =
2 × 𝑇𝑃

2 × 𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
 

Which shows that it simply corresponds to a “per-pixel” definition of the F1-score. 

4.1.4.2 Distance metrics 

For Hausdorff’’s distance (HD), only the contours 𝑇𝑜 and 𝑃𝑜 are considered. First, the Euclidean 

distances from all points in 𝑇𝑜 to the closest point in 𝑃𝑜 are computed, and the maximum value is 

taken: 

ℎ𝑇𝑃 = max
𝑡∈𝑇𝑜

min
𝑝∈𝑃𝑜

||𝑡 − 𝑝|| 

Then, the same thing is done starting from all the points in 𝑃𝑐: 

ℎ𝑃𝑇 = max
𝑝∈𝑃𝑜

min
𝑡∈𝑇𝑜

||𝑝 − 𝑡|| 

Hausdorff’s distance is then defined as the maximum of those two values: 

𝐻𝐷 = max (ℎ𝑇𝑃 , ℎ𝑃𝑇) 

This process is illustrated in Figure 4.6.  

As the HD is extremely sensitive to outliers, it is also sometimes preferred to slightly relax the 

“maximum”, and to replace it with a percentile 𝑃𝜆: 

ℎ𝜆,𝑇𝑃 = Pλ
𝑡∈𝑇𝑜

min
𝑝∈𝑃𝑜

||𝑡 − 𝑝|| , 𝐻𝐷𝜆 = max (ℎ𝜆,𝑇𝑃 , ℎ𝜆,𝑃𝑇) 

With 𝐻𝐷95 being the most frequent choice. 

While a HD of 0 corresponds to a perfect segmentation, its maximum value is unbounded. This 

makes it a particularly tricky metric to use in aggregates, as it is difficult to assign a value, for 

instance, to a “missing prediction” (i.e. an image where 𝑃 = ∅). 
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Figure 4.6. Illustration of how the HD is computed on a ground truth contour 𝑻𝒐 and a 
predicted contour 𝑷𝒐. 𝒉(𝑻, 𝑷) is the distance from the point in 𝑻𝒐 that is the furthest from 

any point in 𝑷𝒐, and conversely for 𝒉(𝑷, 𝑮). The HD is the maximum of these two distances, 
which in this case is 𝒉(𝑷, 𝑻). A boundary region using a tolerance 𝜹, which could be used in 

the NSD or in the uncertainty-aware HD, is shown in light colours for both contours. 

 

While less commonly used, some other distance-based metrics exist. Reinke et al.’s review [226] 

notably mention the Average Symmetric Surface Distance (ASSD) and the Normalized Surface 

Distance (NSD).  

The ASSD is defined as: 

𝐴𝑆𝑆𝐷 =
∑ min

𝑝∈𝑃𝑜

||𝑡 − 𝑝||𝑡∈𝑇𝑜
+ ∑ min

𝑡∈𝑇𝑜

||𝑝 − 𝑡||𝑝∈𝑃𝑜

|𝑇𝑜| + |𝑃𝑜|
 

 

For each point of the contour, the distance to the other contour is computed. The final value is the 

average distance computed from both contours. Compared to the HD, it will tend to penalize more 

a segmentation that is consistently wrong by a small amount than a segmentation that is almost 

perfect but with a few large errors.  

The NSD, meanwhile, is a metric that takes into account the uncertainty of the annotations by 

first defining “boundary regions” 𝐵𝑇 and 𝐵𝑃 , which are the set of all pixels within a certain 

tolerance distance 𝛿 of the contours 𝑇𝑜 and 𝑃𝑜: 

𝐵𝑇,𝛿 = {𝑏 ; min
𝑡∈𝑇𝑜

|𝑏 − 𝑡| < 𝛿} , 𝐵𝑃,𝛿 = {𝑏 ; min
𝑝∈𝑃𝑜

|𝑏 − 𝑝| < 𝛿} 

The NSD is then defined as: 

𝑁𝑆𝐷𝛿 =
|𝑃𝑜 ∩ 𝐵𝑇,𝛿| + |𝑇𝑜 ∩ 𝐵𝑃,𝛿|

|𝑃𝑜| + |𝑇𝑜|
 

This same idea of a “tolerance” could easily be applied to the HD as well by redefining the ℎ𝑇𝑃 and 

ℎ𝑃𝑇 as: 

ℎ𝑇𝑃,𝛿 = max
𝑡∈𝑇𝑜

min
𝑏∈𝐵𝑃,𝛿

||𝑡 − 𝑏|| , ℎ𝑃𝑇,𝛿 = max
𝑝∈𝑃𝑜

min
𝑏∈𝐵𝑇,𝛿

||𝑝 − 𝑏|| 
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So that the “uncertainty-aware” 𝐻𝐷𝛿  is given by: 

𝐻𝐷𝛿 = max (ℎ𝑇𝑃,𝛿 , ℎ𝑃𝑇,𝛿) 

4.1.4.3 Segmentation as binary classification 

The IoU and DSC metrics, in their “confusion matrix” definitions, are essentially “pixel detection” 

metrics, which do not take into account the “true negatives” and consider that there is a “positive” 

class, the foreground, and a “negative” class, the background. But once we have established the 

confusion matrix, it is also possible to treat the problem as a “binary classification” problem, 

including the true negatives. The classification metrics defined in 4.1.3 can therefore also be used. 

The ACC or the MCC, for instance, can easily be computed. 

The main difference of this approach is that it does not consider that the “foreground class” is 

inherently more important than the “background class”, and that the metric should reflect that 

correctly identifying that a pixel is in the background is just as important as identifying one in the 

foreground. 

A key benefit is that it becomes trivial to extend the metrics to the semantic segmentation case, as 

adding new classes just means adding new rows and columns to the confusion matrix, but the 

formula for computing the metrics remains unchanged. 

The main drawback of this approach is that, when the segmentation metric is computed on 

patches extracted from a larger image (for instance, comparing just the masks of a detected object 

and its matching ground truth object), the result of the metrics becomes highly dependent on the 

size of the patches, and the amount of background included in it. 

Binary segmentation problems are indeed typically not really “two classes” problems, but rather 

“one class” class problems where we detect one class and put all others in the same bin. The “per-

pixel binary classification” approach would therefore only make sense if the problem can actually 

be defined as a two classes problem.  

4.1.5 Metrics for combined tasks 

The most common approach for the evaluation of combined tasks (instance segmentation, 

semantic segmentation, instance classification, instance segmentation and classification) is to 

combine “basic” metrics to create a new one which attempts to summarizes all aspects of the task 

into a single score. 

The Gleason 2019 challenge, for instance, combines a classification 𝜅 with a micro-averaged and 

a macro-averaged segmentation F1-Score into a score 𝑆 = 𝜅 +
1

2
(𝜇𝐹1 + 𝑀𝐹1). The SNI challenges, 

meanwhile, combine a simple “binary” DSC (on the whole image and not on separate instances) 

with a sort of micro-averaged DSC where the numerator and denominator of the DSC are 

separately aggregated over the set of matching instances. A similar idea is used in the MoNuSeg 

challenge with the “Aggregated Jaccard Index” (AJI), where the Intersection and the Union are 

aggregated over the matches.  

For the most complex task of instance segmentation and classification, the “Panoptic Quality” 

(PQ), originally proposed by Kirillov et al. [230] for natural scenes, has recently been introduced 

to digital pathology by Graham et al. [103].  
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The PQ considers each class separately. For each class 𝑐, 𝑇𝑐 = {𝑡𝑖} is the set of ground truth 

instances in the class. Given a set of corresponding class predictions 𝑃𝑐 = {𝑝𝑖}, the 𝑃𝑄𝑐  is 

computed in two steps. 

First, the matches between ground truth instances and predicted instances are found (using the 

𝜇𝐼𝑜𝑈 = 0.5 matching threshold). Using this strict matching rule, each segmented instance in 𝑇𝑐  and 

𝑃𝑐  can be counted as TP, FP or FN. 

Then, the 𝑷𝑸 of the class 𝒄 in the image 𝒊 is computed as: 

𝑃𝑄𝑐,𝑖 =
∑ 𝐼𝑜𝑈(𝑝𝑖 , 𝑡𝑗)(𝑝𝑖,𝑡𝑗)∈𝑇𝑃

𝑇𝑃 +
1
2

𝐹𝑃 +
1
2

𝐹𝑁
 

Which can be decomposed into: 

𝑅𝑄𝑐,𝑖 =
𝑇𝑃

𝑇𝑃 +
1
2

𝐹𝑃 +
1
2

𝐹𝑁
 

𝑆𝑄𝑐,𝑖 =
∑ 𝐼𝑜𝑈(𝑝𝑖 , 𝑡𝑗)(𝑝𝑖,𝑡𝑗)∈𝑀𝑎𝑡𝑐ℎ𝑒𝑠

𝑇𝑃
 

𝑃𝑄𝑐,𝑖 = 𝑆𝑄𝑐,𝑖 × 𝑅𝑄𝑐,𝑖 

With 𝑅𝑄𝑐  the “Recognition Quality”, corresponding to the per-object F1-score of the class 𝑐, and 

𝑆𝑄𝑐  the “Segmentation Quality”, corresponding to the average IoU of the matching pairs of ground 

truth and predicted instances. The 𝑅𝑄 is also often referred to as the Detection Quality, and 

therefore noted as 𝐷𝑄 [24], [103].  

4.1.6 Aggregation methods 

A critical step to arrive at a final “score” for an algorithm on set of test samples is the aggregation 

of the per-sample metric(s). Let us therefore go back to the hierarchical representation of digital 

pathology datasets that we used at the beginning of the chapter (see Figure 4.1). 

The aggregation process can happen in different dimensions: across that hierarchical 

representation, across multiple classes, and across multiple metrics. 

4.1.6.1 Hierarchical aggregation 

The aggregation across the hierarchical aggregation has two aspects: where are the metrics 

computed, and how are they averaged?  

Object-level metrics would typically be those used in instance segmentation (per-object IoU, 

HD…). In a “bottom-up” approach, all the object-level measures could be averaged over a patch, 

then the patch-level measures over a WSI, the WSI-level over a patient, and finally the patient-

level measures over the whole dataset. The problem of this approach is that, if the patches are 

very dissimilar in their object distribution, it may lead to cases where a single error on a patch 

with few objects is penalized a lot more harshly than an error on a larger patch with a larger 

population of objects. A more robust approach will therefore generally be to rather aggregate the 

per-object metrics over a WSI or a patient. It is also possible to directly average the object-level 

metrics on the entire dataset, skipping intermediate levels entirely. In the digital pathology 

context, having a patient-level distribution of a metric is however often desirable for a clinically 

relevant analysis of the results of an algorithm, as the goal will generally be to be able to validate 
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that the performance of an algorithm is good across a wide range of patients. It also makes it 

possible to use powerful statistical tests to compare different algorithms together, as patients can 

then be used as paired samples.  

Patch-level metrics are very commonly used in all sorts of tasks. It could be a region segmentation 

metric like the IoU or DSC, an object detection metric like the F1-Score, or a classification metric 

like the ACC or the MCC. It is once again possible to directly average those results on the entire 

dataset, or to go through the patient-level first. 

Another possibility for many of those metrics is to not compute the metric at the patch level, but 

to aggregate its base components over a patient or WSI. For instance, a confusion matrix can be 

built over multiple patches of a WSI, before computing the relevant classification or detection 

metrics on this aggregated confusion matrix. This reduces the risk of introducing biases from the 

patch selection and focuses the results on the object of interest of pathology studies: the patient. 

We therefore find here again the same choices of micro- and macro-averaging that were described 

in the classification metrics.  

4.1.6.2 Multiclass aggregation 

When multiple classes are present, detection and segmentation metrics are generally first 

computed independently for each class before being aggregated together. This aggregation can 

also happen at any point in the hierarchy of the dataset. For the PQ metric, for instance, some 

aggregate the 𝑃𝑄𝑐,𝑖 at the image patch level as 𝑃𝑄𝑖 =
1

𝑚
∑ 𝑃𝑄𝑐,𝑖𝑐 , then find the global 𝑃𝑄 =

1

𝑛
∑ 𝑃𝑄𝑖𝑖  

[24], [103], [214], while others averages each 𝑃𝑄𝑐  separately over all patches as 𝑃𝑄𝑐 =
1

𝑛
∑ 𝑃𝑄𝑐,𝑖𝑖 , 

then define the global 𝑃𝑄 =
1

𝑚
∑ 𝑃𝑄𝑐𝑐  [231] (with 𝑛 the number of images and 𝑚 the number of 

classes). As always, the micro- or the macro-averaging approaches can also be considered. In a 

micro-averaging approach, the metric must first be decomposed into its base components, which 

are aggregated separately before computing the metric. For most classification or detection 

metrics, the base components would be the elements of the confusion matrix. For combined 

metrics such as the PQ or some custom score, then a choice must be made as to what constitutes 

a “base component”. Practically, almost all publications and challenges use a macro-averaging 

approach.  

4.1.6.3 Multi-metrics aggregation 

Single metrics are not capable of fully representing the capabilities of a given model or algorithm. 

This is true even for simple tasks: as we have seen, different metrics have distinct behaviours and 

biases, and may therefore miss some important insights about a particular algorithm. A clear 

example would be the IoU and the HD for segmentation metrics, which give very different 

information about the same task. As noted in section 4.1.5, combined tasks are often evaluated by 

creating complex metrics that combine basic detection, classification and segmentation metrics in 

some ways. Another approach, however, is to compute and report those simple metrics 

independently, to provide more detailed information about the predictive performance. 

Computing multiple metrics, however, means that algorithms cannot necessarily be ranked based 

on a single score, thus making the overall ranking (and therefore the choice of the “best method”) 

more difficult to obtain. 

A possible solution is to compute the ranks separately for the different metrics, then to combine 

them with, for instance, the “sum of ranks”. As we will discuss below in section 4.4.7, this approach 

comes with its own pitfalls and challenges. 
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4.2 Metrics in digital pathology challenges 

We examine here the evaluation metrics used in the challenges previously presented in Chapter 

3, to get a sense of the common choices made by challenge organizers when determining the 

evaluation process. We look here mainly at the “basic” metrics (i.e. pure detection, classification 

or segmentation), and we will note when those metrics are included as part of a more complex 

evaluation score. 

4.2.1 Detection tasks 

A summary of the evaluation metrics used in digital pathology detection challenges can be found 

in Table 4.3. Almost all challenges used the F1-Score as the primary metric for ranking the 

participants’ submissions. Some challenges reported the PRE and REC separately. The only 

“challenge” to use varying-threshold metrics is NuCLS 2021. This dataset, however, is presented 

more as a benchmark for future usage by researchers than as a challenge, despite being listed on 

the grand-challenge.org website. In the baseline results reported by Amgad et al. [188], the AP 

using a fixed matching threshold of 0.5 on the IoU, and the mAP using varying matching thresholds 

from 0.5 to 0.95 are used, so that both the confidence threshold and the IoU threshold are varying 

in the metric. DigestPath ranks three different metrics separately, then use the average rank as 

the overall rank for each competing team. 

Table 4.3. Summary of the metric(s) used in digital pathology detection challenges. 
Bolded values are used for the final ranking. 

Challenge Target Metric(s) 

PR in HIMA 2010 Centroblasts in follicular lymphoma. REC, SPE30 

MITOS 2012 Mitosis in breast cancer. F1, PRE, REC 

AMIDA 2013 Mitosis in breast cancer. F1, PRE, REC 

MITOS-ATYPIA 2014 Mitosis in breast cancer. F1, PRE, REC 

GlaS 2015 Prostate glands F1 

TUPAC 2016 Mitosis in breast cancer. F1 

LYON 2019 Lymphocytes in breast, colon and 

prostate. 

F1 

DigestPath 2019 Signet ring cell carcinoma. PRE, REC, FPs per normal 

region, FROC31.  

MoNuSAC 2020 Nuclei F1 (as part of the PQ) 

PAIP 2021 Perineural invasion in multiple 

organs. 

F1 

NuCLS 2021 Nuclei in different organs. AP@.532, mAP@.5:.95 

MIDOG 2021 Mitosis in breast cancer. F1 

Conic 2022 Nuclei F1 (as part of the PQ) 

 

 

 
30 See classification metrics. It is unclear how the “true negatives” are counted. 
31 Similar to AP, but with average REC computed for different numbers of FPs. 
32 AP computed at a minimum IoU threshold of 0.5 for a match. 
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4.2.2 Classification challenges 

A summary of the metrics used in digital pathology classification challenges is presented in Table 

4.4. Compared to the detection tasks, there is a lot more diversity in the choices made by challenge 

organisers. All of the multi-class tasks in these challenges (except NuCLS 2021) have some form 

of ordering present in their categories. For the binary classification tasks, many challenges are 

assessed with a positive-class only metric, as shown with CAMELYON 2016 and PatchCamelyon 

2019 (AUROC of the metastasis class), DigestPath 2019 (AUROC of the malignant class), HeroHE 

2019 (F1-Score, AUROC, SEN and PRE of the HER2-positive class) and PAIP 2020 (F1-Score of the 

MSI-High class). In the multi-class case, the TUPAC 2016 and PANDA 2020 evaluations use the 

weighted quadratic kappa, while in MITOS-ATYPIA 2014 a “penalty” system is used for errors of 

more than one class. In several challenges, however, this ordering is not taken into account at all. 

This is the case with the Brain Tumour DP 2014, BIOIMAGING 2015 and BACH 2018 challenges, 

where the simple accuracy is used, and for the C-NMC 2019 challenge, where a weighted macro-

averaged 𝑠𝐹1 is preferred.  

Table 4.4. Summary of the metric(s) used in digital pathology classification challenges. 
Bolded values are used for the final ranking. 

Challenge Classes Metric(s) 

Brain Tumour DP 

2014 

Low Grade Glioma / Gliobastoma ACC 

MITOS-ATYPIA-14 Nuclear atypia score (1-3) ACC with penalty33 

BIOIMAGING15 Normal, benign, in situ, invasive ACC34 

TUPAC16 Proliferation score (1-3) 𝜿𝑸 

CAMELYON16 Metastasis / No metastasis 𝑨𝑼𝑹𝑶𝑪𝒎𝒆𝒕𝒂𝒔𝒕𝒂𝒔𝒊𝒔 

BACH18 Normal, benign, in situ, invasive ACC 

C-NMC19 Normal, malignant Weighted sF135 

Gleason 2019 Gleason grades 𝜿 (included in a custom score) 

PatchCamelyon19 Metastasis / No metastasis 𝑨𝑼𝑹𝑶𝑪𝒎𝒆𝒕𝒂𝒔𝒕𝒂𝒔𝒊𝒔 

DigestPath19 Benign / Malignant 𝑨𝑼𝑹𝑶𝑪𝒎𝒂𝒍𝒊𝒈𝒏𝒂𝒏𝒕 

HeroHE20 HER2 positive / negative 𝑭𝟏+, 𝐴𝑈𝑅𝑂𝐶+, 𝑆𝐸𝑁+, 𝑃𝑅𝐸+ 

PANDA20 Gleason group (1-5) 𝜿𝑸 

PAIP20 MSI-High / MSI-Low 𝑭𝟏𝑯𝒊𝒈𝒉 

NuCLS21 Different types of nuclei 𝐴𝐶𝐶, 𝑀𝐶𝐶, 𝜇𝐴𝑈𝑅𝑂𝐶, 𝑀𝐴𝑈𝑅𝑂𝐶 

 

These classification tasks make the boundaries between detection, classification and regression 

tasks sometimes difficult to determine. In HeroHE 2020, for instance, the ranking of the algorithm 

is based on the “F1-Score of the positive class”, which is a typical detection metric, but the AUROC 

of the positive class is also computed, which takes the “true negatives” into account and is typically 

a classification metric. The tasks that are explicitly about predicting a “score” all attempt to 

 
33 Points are given for a (𝑇𝑖 , 𝑃𝑖) sample as |𝑃𝑖 − 𝑇𝑖| + 1, so that correct predictions give one point, 
predictions that are incorrect by one give zero point, and predictions that are incorrect by two give minus 
one point, with the ranking based on the sum of points. This is therefore equivalent to an “accuracy” with 
penalty points for larger errors. 
34 With a slight modification which does not impact the ranking: 𝐴𝐶𝐶∗ =

𝑁𝑐𝑜𝑟𝑟𝑒𝑐𝑡−5

𝑁−5
 

35 𝐹1𝑐  are weighted based on the class distribution so that minority classes have less impact on the final 
score. 
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incorporate the notion of “distance” to the ground truth into their metric, which brings them 

closer to a regression task. The use of the quadratic kappa is also clearly related to its popularity 

in pathology and medical sciences in general, as it makes the results more relatable for medical 

experts. The danger of that particular metric, however, is that it may give a false sense of 

“interpretability”, as the number of classes and the target class distribution have a large effect on 

the perceived performance of an algorithm using that metric. 

4.2.3 Segmentation challenges 

Almost all segmentation challenge use overlap-based metrics (either the IoU or the DSC) as their 

main metric for ranking participating algorithms, as shown in Table 4.5. The only challenge to 

really use a distance-based metric as part of the ranking was the GlaS 2015 challenge, which 

ranked the per-object average HD and the per-object average DSC (as well as the detection F1 

score) separately. PAIP 2021 used the HD as a matching criterion but did not use it for the ranking.  

The BACH 2018 challenge is an outlier in this, as they use a custom score that loosely corresponds 

to a “per-pixel” accuracy, with ordered classes so that “larger” errors are penalized more.  

Table 4.5. Summary of the metric(s) used in digital pathology segmentation challenges. 

Challenge Target Metric(s) 

PR in HIMA 10 Lymphocytes DSC, IoU, HD, MAD 

Brain Tumour DP 14 Necrosis region DSC 

GlaS 2015 Prostate glands DSC, HD 

SNI 15-18 Nuclei DSC36 

MoNuSeg 18 Nuclei IoU37 

BACH 18 Benign / in situ / invasive cancer 

regions 

Custom score 

Gleason 19 Gleason patterns DSC38 (included in a custom 

score) 

ACDC@LungHP 19 Lung carcinoma DSC 

PAIP 19 Tumour region IoU 

DigestPath 19 Malignant glands DSC 

BCSS 19 Tumour / stroma / inflammatory / 

necrosis / other tissue 

segmentation. 

DSC 

MoNuSAC 20 Nuclei (epithelial / lymphocyte / 

neutrophil / macrophage) 

IoU (as part of the PQ) 

PAIP 20 Tumour region IoU 

SegPC 21 Multiple myeloma plasma cells IoU 

PAIP 21 Perineural invasion HD 

NuCLS 21 Nuclei (many classes) IoU, DSC 

WSSS4LUAD 21 Tumour / stroma / normal tissue IoU 

CoNIC 22 Nuclei (epithelial / lymphocyte / 

plasma / eosinophil / neutrophil / 

connective tissue) 

IoU (as part of the PQ) 

 
36 Adapted to include a “detection” aspect, as explained in section 4.1.5. 
37 Idem 
38 Unclear, as will be explained in the Quality Control chapter (Chapter 8).  
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4.3 State-of-the-art of the analyses of metrics 

There is a growing amount of literature on the topic of evaluation metrics, within the context of 

biomedical imaging or in general. Reinke et al. [226] thoroughly examine the pitfalls and 

limitations of common image analysis metrics in the context of biomedical imaging. Luque et al. 

[225] examine the impact of class imbalance in binary classification metrics. Their methods and 

conclusions will be explored more deeply in section 4.3.3, and we extend their analysis in section 

4.4.2. Chicco et al. [232] compare the MCC to several other binary classification metrics and find 

it generally more reliable. Delgado et al. [233] describes the limitations of Cohen’s kappa 

compared to the Matthews correlation coefficient, and some of their results are discussed below 

in section 4.3.2. Grandini et al [234] propose an overview of multi-class classification metrics, a 

topic generally less explored in the literature. Padilla et al. [223], [224] compare object detection 

metrics and note the importance of precisely defining the metrics used, as the AP, for instance, 

which can be computed in several ways.  

Oksuz et al. [235] focus on object detection imbalance problems. They review the different 

sampling methods that can help to counteract the foreground-background imbalance to train 

machine learning algorithms. They identify four classes of such methods: hard sampling (where a 

subset of positive and negative examples with desired proportions is selected from the whole set), 

soft sampling (where the samples are weighted so that the background class samples contribution 

to the loss is diminished), sampling-free (where the architecture of the network, or the pipeline, 

are adapted to address the imbalance directly in the training with no particular sampling 

heuristic), and generative (where data augmentation is used also to correct the imbalance by 

increasing the minority class samples).  In section 4.4.1, we also explore the effect of foreground-

background imbalance on the evaluation process. 

4.3.1 Relations between classification and detection metrics 

Many evaluation metrics are related or take similar forms. The most obvious relationship is 

between the different forms of the F1-Score, which can be used as a detection measure, a 

classification measure, and a segmentation measure (as the DSC). 

A somewhat less obvious relation exists between the F1-Score and unweighted Cohen’s kappa, as 

identified by Zijdenbos et al. [236]. In a binary classification where we consider a “positive” and a 

“negative” class, we have the confusion matrix: 

(
𝑇𝑁 𝐹𝑃
𝐹𝑁 𝑇𝑃

) 

And 𝜅𝑈 resolves to: 

𝜅𝑈 =
2 × ((𝑇𝑁 × 𝑇𝑃) − (𝐹𝑁 × 𝐹𝑃))

(𝑇𝑁 + 𝐹𝑃)(𝐹𝑃 + 𝑇𝑃) + (𝑇𝑁 + 𝐹𝑁)(𝐹𝑁 + 𝑇𝑃)
 

In a detection problem, TN is uncountable, but it can generally be assumed to verify: 

𝑇𝑁 ≫ 𝑇𝑃, 𝐹𝑃, 𝐹𝑁 

With this assumption, 𝜅𝑈 for detection can be simplified to: 

𝜅𝑈,𝑑 =
2 × 𝑇𝑁 × 𝑇𝑃

𝑇𝑁(𝐹𝑃 + 𝑇𝑃) + 𝑇𝑁(𝐹𝑁 + 𝑇𝑃)
=

2 × 𝑇𝑃

2 × 𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁
=

2 × 𝑃𝑅𝐸 × 𝑅𝐸𝐶

𝑃𝑅𝐸 + 𝑅𝐸𝐶
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Which is the harmonic mean of the PRE and REC, i.e. the detection F1-Score. 

Meanwhile, the same exercise applied to the MCC leads us to a “detection” version of: 

𝑀𝐶𝐶𝑑 =
(𝑇𝑃 × 𝑇𝑁) − (𝐹𝑃 × 𝐹𝑁)

√(𝑇𝑃 + 𝐹𝑃)(𝑇𝑃 + 𝐹𝑁)(𝑇𝑁 + 𝐹𝑃)(𝑇𝑁 + 𝐹𝑁)
=

𝑇𝑃 × 𝑇𝑁

√(𝑇𝑃 + 𝐹𝑃)(𝑇𝑃 + 𝐹𝑁)𝑇𝑁2
 

𝑀𝐶𝐶𝑑 =
𝑇𝑃

√(𝑇𝑃 + 𝐹𝑃)(𝑇𝑃 + 𝐹𝑁)
= √𝑃𝑅𝐸 × 𝑅𝐸𝐶 

Which is the geometric mean of the PRE and REC (note that this is different from the classification 

GM we used before, which was the geometric mean of the REC and SPE, not REC and PRE). 

While the harmonic mean is typically the preferred averaging methods for ratios (such as the PRE 

and REC), the geometric mean will penalize less harshly small values for one of the averaged 

elements. For instance, for 𝑃𝑅𝐸 = 0.1 and 𝑅𝐸𝐶 = 0.9, the geometric mean will still be equal to 0.3 

while the harmonic mean will drop to 0.18. 

4.3.2 Interpretation and problems of Cohen’s kappa 

Cohen’s kappa is very popular in digital pathology. It is often associated to an “interpretation” 

scale such as this one [237]: 

• < 0: less disagreement than random chance. 

• 0.00-0.20: slight agreement 

• 0.21-0.40: fair agreement 

• 0.41-0.60: moderate agreement 

• 0.61-0.80: substantial agreement 

• 0.81-1.00: almost perfect agreement 

There is however some debate on the validity of these interpretation, with some authors 

suggesting that, for medical research in particular, a less optimistic view of the 𝜅 value should be 

used [238]. It should also be noted that the kappa values are highly dependent on the weights 

used, and that this interpretation can therefore be highly misleading if a weighted kappa is used. 

For instance, in McLean et al.’s study of interobserver agreement in Gleason scoring [239], looking 

at the unweighted kappa would lead to an interpretation of “slight agreement”, the linear kappa to 

“slight to fair agreement”, and the quadratic kappa to “fair to moderate agreement”.  

This can be problematic when, for instance, Humphrey et al. [240] compare the average 

unweighted kappa of 0.435 of general pathologists on Gleason scoring from a study [241] with the 

0.6-0.7 weighted kappa39 for urologic pathologists from another [237] to find an “enhanced 

interobserver agreement” for the specialists, instead of using the 0.47-0.64 unweighted kappa 

which was also reported in the same study, marking an improvement that is still very substantial 

but not quite as extreme as Humphrey’s paper suggests. 

 

 

 
39 Which in this case did not specify if it was the linear or quadratic version, which is another problem 
altogether… 
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Figure 4.7. Behaviour of the accuracy, the unweighted kappa and the MCC on a 3 classes 
confusion matrix of the 𝒁𝑨 family with increasing values of 𝑨. While the accuracy and MCC 
are monotically decreasing, the unweighted kappa has an inflexion point shown here with 

the black line marking 𝑨 = 𝟏 + 𝟑√𝟔. 

 

As noted by Delgado et al. [233], in some circumstances Cohen’s kappa can have an inconsistent 

behaviour, where a worse agreement leads to better results. In general, this can be demonstrated 

using the 𝑍𝐴 family of imbalanced confusion matrices, defined by: 

𝑍𝐴 =  (
1 ⋯ 𝐴
⋮ ⋱ ⋮
1 ⋯ 1

) 

So that 𝑍𝐴,𝑖𝑗 = 1 everywhere except for 𝑍𝐴,0𝑚 = 𝐴, with 𝐴 ≥ 0. Intuitively, increasing 𝐴 means that 

at the same time we increase the imbalance, and we reduce the agreement. While we would expect 

in that case 𝜅 to be monotically decreasing, Delgado et al. show that it is not the case, and that after 

the inflexion point at 𝐴 = 1 + 𝑚√𝑚(𝑚 − 1) the 𝜅 values start to increase. This can be verified 

experimentally, as we can see in Figure 4.7. 

However, this is unlikely to happen, and in practice the 𝜅𝑈 in general agrees well with the MCC, as 

shown in our experiments in section 4.4.5. 

4.3.3 Imbalanced datasets in classification tasks 

The question of how classification metrics behave with imbalanced datasets was systematically 

explored by Luque et al. [225] for binary classification. In this section, we will briefly explain their 

method and their results. In section 4.4.2, we will extend their analysis to some metrics that they 

did not include, and to multi-class problems. 

To analyse the metrics’ behaviour, the first step is to parametrize the confusion matrix so that it 

becomes a function of the sensitivity of each class, and of the class imbalance. Let 𝜆𝑐 be the 

sensitivity of class 𝑐 and 𝜋𝑐 the proportion of the dataset that is of class 𝑐, so that ∑ 𝜋𝑐𝑐 = 1 and 

0 ≤ 𝜆𝑐 ≤ 1. As it is a binary classification problem, Luque et al. further define one of the classes as 

the positive class, and the other as the negative class. We therefore have 𝜋𝑃 = 1 − 𝜋𝑁, and we can 
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then define the balance parameter 𝛿 = 2𝜋𝑃 − 1 = 1 − 2𝜋𝑁, so that 𝛿 = 0 corresponds to balanced 

data, 𝛿 = −1 to an “all-negative” dataset, and 𝛿 = 1 to an “all-positive” dataset. The binary 

confusion matrix can be formulated as: 

𝐶𝑀 =  𝑁 (
𝜆𝑁

1 − 𝛿

2
(1 − 𝜆𝑁)

1 − 𝛿

2

(1 − 𝜆𝑃)
1 + 𝛿

2
𝜆𝑃

1 + 𝛿

2

) 

With 𝑁 the total number of samples in the dataset. 

The study then shows how different classification metrics behave for different values of 

(𝛿, 𝜆𝑃 , 𝜆𝑁). The bias of a metric due to class imbalance can be characterized by looking at the 

difference between the metric measured for (𝛿, 𝜆𝑃 , 𝜆𝑁) with the same metric measured at 

(0, 𝜆𝑃 , 𝜆𝑁) (i.e. for the same per-class sensitivities in a balanced dataset). Figure 4.8 shows for 

instance how the ACC behaves with imbalanced datasets. The interpretation of the top row is that, 

as the balance skews towards one of the two classes, only the performance of that class influences 

the result of the metric, as the isocontours (shown at 0.1 intervals in the figures) become parallel 

to either the horizontal or the vertical axis. In the bottom row, we can visualise the bias that it 

introduces for medium (𝛿 = ±0.5) and very high (𝛿 = ±0.99) imbalance according to per-class 

sensitivities. By contrast, the unbiased behaviour of the GM is shown in Figure 4.9.  

In Table 4.6, we reproduce the range of bias found in Luque et al. [225] for several classification 

metrics. It should be noted that, for the MCC, the metric is “normalized” with 𝑀𝐶𝐶𝑛 =
1+𝑀𝐶𝐶

2
 so 

that its value is limited to the same [0, 1] range as the other metrics, to make the comparisons 

more accurate. 

 

 

 

Figure 4.8. Behaviour of the ACC in a binary classification task with different class 
imbalance. Top row: result of the metric with isocontours at 0.1 intervals. Bottom row: 
imbalance bias (difference with the metric at 𝜹 = 𝟎), with negative values in blue and 

positive values in red. For the accuracy, the range of the bias is [-0.49, 0.49]. 
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Figure 4.9. Behaviour of the GM in a binary classification task with different class 
imbalance. The GM is completely independent from the balance parameter 𝜹, as it only 

depends on the 𝑺𝑬𝑵 of the two classes. Top row: result of the metric with isocontours at 
0.1 intervals. Bottom row: imbalance bias (difference with the metric at 𝜹 = 𝟎), with 

negative values in blue and positive values in red. 

 

Table 4.6. Range of bias for different metrics in binary classification tasks, as reported by 
Luque et al. [225] 

Metric Range of bias 

𝐴𝐶𝐶 [-0.49, 0.49] 

𝐹1𝑃 [-0.86, 0.33] 

𝐺𝑀 [0, 0] 

𝑀𝐶𝐶𝑛 [-0.34, 0.34] 

 

A limitation of their study is that the F1-Score that they used is the 𝐹1𝑃 , the “per-class” F1-score 

of the “positive” class. This is a very common choice in binary classification problems, but it makes 

the comparison with the 𝐴𝐶𝐶, 𝐺𝑀 and 𝑀𝐶𝐶 slightly uneven, as the 𝐹1𝑃 is a class-specific metric 

while the others are all global metrics. In fact, the 𝐹1𝑃 here is not really a binary classification 

metric, but rather a detection metric, as it does not consider a “two classes” problem but rather a 

“one class-vs-all” problem. 

4.3.4 Statistical tests 

When looking at results from different algorithms on a given task, it can be very difficult to 

determine if the difference in metrics between methods can be considered “significant”. Part of 

the question is related to the various sources of uncertainty that come with the annotation 

process, and will be discussed more in the following chapters, such as interobserver variability 

and imperfect annotations. Even if we assume “perfect” annotations, however, it is still necessary 

to determine if a difference in results may be attributed simply to random sampling, or if we can 

safely reject that hypothesis. 

Let’s consider datasets 𝐷𝑖, which are sampled from a larger, potentially infinite population 𝑃, and 

a performance metric 𝑀(𝐷𝑖, 𝐴𝑗) computed on the output of an algorithm 𝐴𝑗 for the dataset 𝐷𝑖. 
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Ideally, the null hypothesis would be that the samples of 𝑀(𝐷𝑖, 𝐴𝑗) for the algorithms that we want 

to compare come from the same distribution. 

Practically, however, we generally have a single test dataset which we want to use for our 

comparison. Different statistical tests have been proposed to provide some confidence in the 

detection of significant differences in algorithms, depending on the situation. Dietterich [242], for 

instance, proposes to use the McNemar test for comparing the performances of two classifiers. 

McNemar’s test is based on the contingency table between two classifiers: 

𝑛00 = Number of examples 

misclassified by 𝐴1 and 𝐴2 

𝑛01 = Number of examples 

well classified by 𝐴2 only 

𝑛10 = Number of examples 

well classified bv 𝐴1 only 

𝑛11 = Number of examples 

well classified by 𝐴1 and 𝐴2 

 

The statistic computed is: 

(|𝑛01 − 𝑛10| − 1)2

𝑛01 + 𝑛10
 ~ 𝜒1

2 

It follows the 𝜒2 distribution with one degree of freedom under the null hypothesis. 

In general, however, the goal is to be able to compare multiple algorithms based on arbitrary 

evaluation metrics and the same test set. The recommended test for comparing multiple 

algorithms on the same data is the Friedman non-parametric test [243]–[245]. The Friedman test 

tells if the null hypothesis that all the tested and dependent samples (in this case the values of the 

metrics) come from the same distribution can be rejected. To determine the pairwise significance 

of the differences between algorithms, a post hoc test must be conducted. The Nemenyi post hoc 

is a recommended choice [243], although some suggest replacing the post hoc by pairwise 

Wilcoxon signed-rank tests [244]. The Friedman and Nemenyi tests were used in the statistical 

score we used in our experiments on imperfect annotations [2], [4] (see Chapter 5). 

The Friedman test is the non-parametric version of the repeated-measures ANOVA [243]. If we 

consider a test set 𝑇 that can be divided into 𝑛 non-overlapping subsets 𝑆𝑖, 𝑖 ∈ {1, 2, … , 𝑛} (for 

instance, 𝑆𝑖 may contain all the patches from a patient in a patch classification task, or all the 

objects from a patch in a detection or instance segmentation task), so that a performance metric 

𝑀 for the 𝑘 algorithms 𝐴𝑗 , 𝑗 ∈ {1, 2, … , 𝑘} can be computed as 𝑚𝑖𝑗 = 𝑀(𝑆𝑖, 𝐴𝑗). 

First, the rank of each algorithm is computed on each subset: 𝑟𝑖𝑗 = 𝑟𝑎𝑛𝑘(𝑆𝑖, 𝐴𝑗), where 

𝑟𝑎𝑛𝑘(𝑆𝑖, 𝐴𝑗) = 1 for the algorithm where 𝑀(𝑆𝑖, 𝐴𝑗) = min
𝑗∈[1,𝑘]

𝑀(𝑆𝑖, 𝐴𝑗). For each algorithm, the 

ranks average 𝑅𝑗 is then computed: 𝑅𝑗 =
1

𝑛
∑ 𝑟𝑖𝑗𝑖∈[1,𝑛] . If all algorithms are equivalent, then their 

average ranks should be equal. The statistic used to test if this null hypothesis can be rejected is 

[243]: 

𝑆 =
12𝑛

𝑘(𝑘 + 1)
[∑ 𝑅𝑗

2

𝑘

𝑗=1

−
𝑘(𝑘 + 1)2

4
] 

Under the null hypothesis, this statistic follows a 𝜒2 distribution with 𝑘 − 1 degrees of freedom. If 

the null hypothesis is rejected according to a p-value threshold (typically 𝑝 < 0.05), the Nemenyi 

post hoc can be used to determine which algorithms are significantly different from each other. 
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The Nemenyi test is based on the average rank difference, computed during the Friedman test, 

between pairs of algorithms. The ranks depend not only on the performance of the two algorithms 

being considered, but also on the performance of all the other algorithms compared in the 

Friedman test. This can be problematic, as it can lead to situations where two algorithms are 

considered to be significantly different if compared as part of one set of algorithms, and not 

significant if compared as part of another. For this reason, some recommend using the Wilcoxon 

signed-rank test instead of the Nemenyi for the pairwise analysis (adjusting the significance level 

to correct for the Type-I error, for instance by dividing the confidence level by the number of 

compared methods minus one) [243], [244].  

Practically, this type of analysis is unfortunately rarely used when comparing deep learning 

algorithms. At best, challenges will sometimes provide box-plots of the distributions of results for 

the top teams (as for instance in the ACDC@LungHP 2019 [180] or in the PAIP 2019 [182] 

challenges), or 95% confidence intervals alongside the average results (as in MoNuSeg 2018 

[177]). 

4.4 Experiments and original analyses 

In this section, we present several experiments that we performed in order to extend these 

analyses, or to explore more thoroughly some of the most interesting aspects of the behaviour of 

the metrics. Specifically, we will look at the effects of different types of class imbalance (4.4.1, 

4.4.2), the consequences of the fuzzy boundary between detection and classification tasks (4.4.3, 

4.4.4), the agreement between the scores given by different classification metrics for the same set 

of predictions (4.4.5), the biases of common segmentation metrics (4.4.6), the difficulties in multi-

metrics aggregation (4.4.7) and, finally, at why the Panoptic Quality should be avoided for instance 

segmentation and classification problems (4.4.8). 

4.4.1 Foreground-background imbalance in detection metrics 

As detection tasks are “one class versus all” problems, they are often associated with a very large 

“foreground-background” imbalance, meaning that the objects of interest are sparsely distributed 

in the images. This is particularly true in the most popular detection task in digital pathology: 

mitosis detection. 

In the MITOS12 mitosis detection challenge, for instance, the training dataset consists of 35 image 

patches, each with dimensions of 2048×2048 pixels. There are 226 mitoses in this training set, 

occupying a total mitosis area of around 135.000 pixels, which corresponds to about 0.09% of the 

whole area. 

The detection process, illustrated in Figure 4.10, typically involves three main phases: first finding 

“candidate” regions with a “candidate selector”, then classifying each candidate as a positive or 

negative detection with a “candidate classifier”, then finally merging overlapping regions into 

detected object instances. 
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Figure 4.10. Typical detection process. The dashed line is used to note that the 
“candidates” rejected at the selector stage are generally not countable (as most 

technically possible regions will never be considered at all) 

 

 

Figure 4.11. Small region from an image patch in the MITOS12 dataset. A mitosis is 
highlighted in yellow. Green bounding boxes denote candidate regions that could be 
trivially rejected, while cyan bounding boxes show candidate regions that are more 

difficult to classify. The bottom image shows in simple thresholding that could trivially 
remove a large portion of the negative candidates in a pre-selection step. 

 

For the first phase, there are two main strategies: either create a very large number of candidates 

by densely sampling the space of possible bounding boxes, or create a restricted set of candidates, 

using the image features already in the first phase to reject “obvious” negatives. The main 

advantage of the first approach is that it generally ensures that no positive object is accidentally 

rejected in the first phase, and therefore not even presented to the candidate classifier. The main 

advantage of the second is that it makes the task of the candidate classifier a lot easier. 

The overall performance of the whole detection pipeline, however, is not just affected by the 

performance of the selector, classifier and merger, but also, as in all machine learning tasks, by the 
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selection of the possible data used for the evaluation. In the MITOS12 dataset, the 35 image 

patches correspond to small portions of 5 WSI, selected because of the presence of several mitosis. 

When the choice of regions of interest is not random, the distribution of positive & negatives 

changes with the size of the selected region. Taking a larger region “around” the mitosis that first 

attracted the attention of the pathologist is likely to increase the proportion of negatives, while 

taking a narrower region would increase the proportion of positives. Given the sparsity of the 

objects of interest, the effect can quickly become large. 

To quickly simulate how this may affect the results of a detection pipeline, we define a detector 

with the following characteristics: 

• The “candidate selection” step filters out 99.99% of the possible candidates at the pixel 

level, assuming that we define the set of possible candidates as same-sized patches 

centred on each pixel of the image (so there are as many possible candidates before 

selection as there are pixels in the image). This assumes that most possible candidates will 

be trivially dismissed, which is not unrealistic in a mitosis detection problem, as all pixels 

that are relatively lighter are certain not to be part of a mitosis (see Figure 4.11). 

• The “candidate classifier” step has a 99% specificity and 75% sensitivity rate. 

We then look at three scenarios. In the first one, we take the characteristics of the MITOS12 

dataset (226 mitosis occupying 0.09% of the total pixel area). In the second, we imagine a more 

restricted set where a smaller region of interest was considered. We look at what happens if, when 

restricting the total area by half, we keep about 75% of the mitosis. In the third scenario, we do 

the opposite and double the total area, and simulate that this includes 150% of the original 

amount of mitosis. The results presented in Table 4.7 show that, while the recall in all cases 

remains the same (as it is equal to the sensitivity that we fixed as a parameter of the pipeline), the 

precision varies as the foreground-background imbalance changes. As proportionally more 

negative examples are shown, the number of false positives can only increase and the number of 

true positives can only decrease, so the precision and F1-score can only get worse. 

Table 4.7. Precision, recall and F1-score of a simulated detection pipeline on different 
foreground-background imbalance scenarios based around the MITOS12 distribution. 

Scenario Precision Recall F1 

MITOS12 distribution 0.55 0.75 0.63 

Smaller region 0.64 0.75 0.69 

Larger region 0.47 0.75 0.58 

MITOS-ATYPIA-14 distribution 0.18 0.75 0.29 

 

Of course, as long as methods are compared on exactly the same test set, a ranking of the methods 

based on the F1-Score should still be representative of their relative performance. However, the 

characteristics of the dataset are still important to keep in mind when interpreting the results, 

particularly when the same task is measured on different datasets. The MITOS-ATYPIA-14 dataset, 

for instance, has a much lower ratio of mitosis to total area, with mitosis representing 0.02% of 

the total area of the patches. A detection pipeline with the same behaviour as the one we simulated 

on MITOS12 would see its precision fall from 0.55 to 0.18, and its F1-score from 0.63 to 0.29 just 

by this change of distribution. 
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It is tempting to see that as the main explanation for the difference in results observed between 

the two challenges, as the top result for MITOS12 was a 0.78 F1-score, while it was 0.36 for MITOS-

ATYPIA-14. There were, however, less participants in the mitosis detection part of the challenge 

in the 2014 version, and the MITOS12 challenge was also designed with a problematic train/test 

split, with patches extracted from the same WSI appearing in both parts of the dataset. The 

difference in the mitosis density is very likely, however, to be a contributing factor. 

4.4.2 Imbalanced datasets in classification tasks 

4.4.2.1 Extension to other metrics 

As noted in section 4.3.3, the analysis of Luque et al. [225] on the effects of imbalanced datasets in 

classification tasks uses a “detection” F1-Score, which is not a global metric for a classification 

problem. We therefore reproduce the experiment with the two version of the macro-averaged F1-

score, the 𝑠𝐹1 and the ℎ𝐹1. We also add the 𝜅𝑈𝑛, normalized similarly as the 𝑀𝐶𝐶𝑛 (cf. section 

4.3.3), for completeness’ sake. Our results are presented in Table 4.8, and a comparison between 

the biases of the 𝐹1𝑃 , the ℎ𝐹1, the 𝑠𝐹1 and the 𝑀𝐶𝐶𝑛 is shown in Figure 4.12. 

As we can see, the shape of the bias is very similar between the ℎ𝐹1 and the 𝑀𝐶𝐶𝑛. While the 𝐹1𝑃 

is clearly extremely biased with imbalanced datasets and should generally be avoided as a binary 

classification metric, the use of a macro-averaged version of the metric reduces its bias quite 

significantly and puts it in the same range as the 𝑀𝐶𝐶 (see Table 4.6) for the 𝑠𝐹1, and even lower 

for the ℎ𝐹1. The latter therefore appears to be more robust to class imbalance than the MCC. 

Table 4.8. Range of bias for different metrics in binary classification tasks, from our 
experiments (complement to Table 4.6). 

Metric Range of bias 

𝑠𝐹1 [-0.43, 0.16] 

ℎ𝐹1 [-0.28, 0.14] 

𝜅𝑈𝑛 [-0.41, 0.49] 

 

4.4.2.2 Extension to multi-class problems 

In a multi-class problem, the notion of a “positive” and “negative” class has to be removed. The 

generic parametrized confusion matrix is therefore, for 𝑚 classes: 

𝐶𝑀 = 𝑁 (

𝜆11𝜋1 … 𝜆1(𝑚−1)𝜋1

⋮ 𝜆𝑖𝑖𝜋𝑖 𝜆𝑖(𝑚−1)𝜋𝑖

𝜆(𝑚−1)0𝜋𝑚−1 𝜆(𝑚−1)𝑖𝜋𝑚−1 𝜆(𝑚−1)(𝑚−1)𝜋𝑚−1

) 

Where 𝑁 is the total number of samples, 𝜋𝑐 is the proportion of class 𝑐 in the dataset, and 𝜆𝑖𝑗 is 

the proportion of class 𝑖 samples that were misclassified as class 𝑗, so that 𝜆𝑖𝑖 = 𝑆𝐸𝑁𝑖  and ∑ 𝜆𝑖𝑗𝑗 =

1. 

This leads to a parametric space with a very high dimensionality, that is quite complex to explore. 

For a 3-class problem, we would have two “balance” parameters 𝜋1 and 𝜋2 (which set 𝜋3 = 1 −

𝜋1 − 𝜋2) and six “error distribution” parameters 𝜆11, 𝜆12, 𝜆21, 𝜆22, 𝜆31, 𝜆32 (which set 𝜆13 = 1 −

𝜆11 − 𝜆12, etc.). In general, for a 𝑚 class problem, we would have 𝑚 − 1 balance parameters and 

𝑚(𝑚 − 1) error distribution parameters.  
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Figure 4.12. Comparison between the biases of (top to bottom) the 𝑭𝟏𝑷, the 𝒉𝑭𝟏, the 𝒔𝑭𝟏 
and the 𝑴𝑪𝑪𝒏 with imbalanced datasets in binary classification tasks.  

 

To reduce this dimensionality, we define a single balance parameter 𝜷 that will vary from 0 

(balanced) to 1 (extremely imbalanced). We also define Β(𝛽, 𝑚) = 𝛽 +
1−𝛽

𝑚
, and then recursively 

𝜋1 = Β(𝛽, 𝑚) and 𝜋𝑖 = Β(𝛽, 𝑚 − (𝑖 − 1)) ∏ (1 − Β(𝛽, 𝑚 − (𝑗 − 1)))𝑖−1
𝑗=1 . An example of the class 

distributions yielded by this method for a 4-class problem and different 𝛽 values is shown in 

Figure 4.13.  
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Figure 4.13. Class distribution given by the 𝜷-parametrization of the imbalance in a 4-
class problem. 

 

Figure 4.14. Illustration of the CM (normalized by the total number of samples) obtained 
with the “evenly distributed” (ED), “randomly distributed” (RD) and “majority bias” (MB) 

scenarios in a 4-class problem with 𝜷 = 𝟎. 𝟖 and a class sensitivity vector 𝝀𝒊𝒊 =
[𝟎. 𝟖, 𝟎. 𝟔, 𝟎. 𝟕, 𝟎. 𝟗]. 

 

For the error distribution, we consider three scenarios that allow us to only have as parameters 

the 𝑚 class sensitivity values: 

• The evenly distributed error (ED) scenario, where we set 𝜆𝑖𝑗 =
1−𝜆𝑖𝑖

𝑚−1
 ∀𝑗 ≠ 𝑖. 

• The randomly distributed error (RD) scenario, where we first generate a random “error 

likelihood” matrix 𝑒 so that 𝑒𝑖𝑖 = 0 and ∑ 𝑒𝑖𝑗𝑗 = 1, and the 𝜆𝑖𝑗 are then simply computed 

as 𝜆𝑖𝑗 = 𝑒𝑖𝑗(1 − 𝜆𝑖𝑖) ∀ 𝑖 ≠ 𝑗. The error matrix needs to be computed first so that the same 

“error likelihood” is used when exploring the space of 𝜆𝑖𝑖 values.  

• The majority bias error (MB) scenario, where the errors are distributed more towards 

the majority class, so that 𝜆𝑖𝑗 = (1 − 𝜆𝑖𝑖)
𝜋𝑗

∑ 𝜋𝑘𝑘≠𝑖
. 

The three scenarios are illustrated in Figure 4.14. The biases related to the class imbalance are 

reported in Table 4.9 for 𝑚 = 3 and 𝑚 = 4, in the three error distribution scenarios. The 

imbalance bias for the 𝐴𝐶𝐶 and the ℎ𝐹1 increases as the number of classes increases. For the 

𝑀𝐶𝐶𝑛, the main effect seems to be that the negative bias (i.e. the imbalanced result is worse than 

the balanced result at the same sensitivity values) becomes more important than the positive bias, 

so the 𝑀𝐶𝐶𝑛 in general will be lower in a multi-class, imbalanced dataset. The 𝑠𝐹1 keeps a 

relatively constant bias. The 𝜅𝑈𝑛 sees the range of its bias reduced, but only on the positive side. 

Finally, the GM remains unbiased. 
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Table 4.9. Range of bias found in the three error distribution scenarios for 𝜷 ∈ {𝟎. 𝟓, 𝟎. 𝟗𝟗} 
and 𝒎 = 𝟑 and 𝒎 = 𝟒, with the previous results for 𝒎 = 𝟐 repeated to ease the 

comparison. 

𝒎 = 𝟐 𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

- [-0.49, 0.49] [0, 0] [-0.34, 0.34] [-0.28, 0.14] [-0.43, 0.16] [-0.41, 0.49] 

𝒎 = 𝟑 𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

ED [-0.65, 0.65] [0, 0] [-0.36, 0.2] [-0.42, 0.13] [-0.42, 0.18] [-0.42, 0.24] 

RD [-0.65, 0.65] [0, 0] [-0.37, 0.21] [-0.43, 0.12] [-0.42, 0.17] [-0.42, 0.24] 

MB [-0.65, 0.65] [0, 0] [-0.37, 0.17] [-0.42, 0.14] [-0.44, 0.18] [-0.42, 0.24] 

𝒎 = 𝟒 𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

ED [-0.73, 0.73] [0, 0] [-0.38, 0.19] [-0.52, 0.11] [-0.41, 0.19] [-0.43, 0.20] 

RD [-0.73, 0.73] [0, 0] [-0.38, 0.18] [-0.52, 0.11] [-0.41, 0.23] [-0.43, 0.20] 

MB [-0.73, 0.73] [0, 0] [-0.45, 0.19] [-0.52, 0.14] [-0.45, 0.18] [-0.43, 0.20] 

 

4.4.2.3 Normalized confusion matrix to counter class imbalance 

To counteract the bias induced by class imbalance, the most obvious solution is to compute the 

metrics on the balanced (or normalized) confusion matrix (NCM). The NCM is computed by 

simply dividing each element by the sum of the values on the same row: 

𝑁𝐶𝑀𝑖𝑗 =
𝐶𝑀𝑖𝑗

∑ 𝐶𝑀𝑖𝑘𝑘
 

This acts as a “resampling” of the data so that each class has the same number of samples, while 

keeping the per-class sensitivity values intact.  This solution, however, is not without its own 

drawbacks. To illustrate these, we need to use some real data. The results of the MoNuSAC 2020 

challenge can be used in this case: as the prediction maps of four teams are available, it is possible 

to compute alternate metrics to those reported in the challenge results.  

Table 4.10. Confusion matrices for the classification part of the MoNuSAC challenge, 
recomputed for the four teams based on the available test set annotations and teams’ 

prediction maps. 
Team 1 E L N M Team 2 E L N M 

E 6098 260 8 12 E 6240 88 0 57 

L 79 7214 2 1 L 162 7131 4 6 

6 5 39 118 2 N 1 18 133 10 

M 16 11 8 170 M 16 1 11 164 

Team 3 E L N M Team 4 E L N M 

E 5960 96 0 1 E 6193 302 2 22 

L 76 6864 3 0 L 179 7274 1 0 

N 1 20 137 3 N 3 38 117 2 

M 30 8 11 159 M 30 7 25 155 

 

The MoNuSAC challenge is a nuclei instance segmentation and classification challenge. We will 

focus here on the classification part of the challenge, which has four classes (epithelial, neutrophil, 

lymphocyte and macrophage). From the published prediction maps, we can compute the 

classification confusion matrices (based on the matching pairs of detected nuclei, which will 

therefore vary between the teams), shown in Table 4.10, and the number of per-class TP, FP and 

FN for the detection task, shown in Table 4.11. A full description of the MoNuSAC dataset is given 

in Annex A. 
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Table 4.11. Detection errors in the MoNuSAC challenge, recomputed for the four teams 
based on the available test set annotations and teams’ prediction maps. FP detections are 

the number of predicted objects, for each class, with no corresponding ground truth (of 
any class). FN detections are the number of ground truth objects, for each class, with no 
corresponding prediction (of any class). TP detections are the sum of each row in Table 

4.10 

FP detections E L N M 

Team 1 1338 829 14 59 

Team 2 962 629 5 285 

Team 3 2932 1545 50 99 

Team 4 1035 770 10 13 

FN detections E L N M 

Team 1 831 507 8 102 

Team 2 824 500 10 115 

Team 3 1152 860 11 99 

Team 4 690 349 12 90 

TP detections E L N M 

Team 1 6378 7296 164 205 

Team 2 6385 7303 162 192 

Team 3 6057 6942 161 208 

Team 4 6519 7454 160 217 

 

Table 4.12. Class proportions 𝝅𝑪 in the annotations, and range of values extracted from 
Table 4.10 and Table 4.11 for the predicted class proportions 𝝅𝑪, the class detection 

recall values  𝑹𝑬𝑪𝑪 and classification sensitivity values 𝑺𝑬𝑵𝑪 for the four teams whose 
predictions are available in the MoNuSAC challenge. 

Range Epithelial Lymphocyte Neutrophil Macrophage 

Annotations 𝜋𝐶  0.47 0.50 0.01 0.02 

Predicted 𝜋𝐶  [0.46 − 0.50] [0.47 − 0.52] [0.01 − 0.01] [0.01 − 0.03] 

Detection 𝑅𝐸𝐶𝐶  [0.84 − 0.90] [0.89 − 0.96] [0.93 − 0.95] [0.63 − 0.71] 

Classif. 𝑆𝐸𝑁𝐶  [0.95 − 0.98] [0.98 − 0.99] [0.72 − 0.85] [0.71 − 0.85] 

 

From these results, we can look at the relationship between the 𝑆𝐸𝑁𝐶  values and the class 

imbalance. From Table 4.12, we can see that the two majority classes are associated to much 

higher sensitivity values than the two minority classes. If we are trying to judge how the algorithm 

would perform “in a world where the data is balanced”, this normalization may therefore not be 

completely accurate. 

Another possible problem that may arise from the normalization is that, if we have a very large 

imbalance with some very rare classes, we may artificially increase what is simply “sampling 

noise”. To illustrate this, we again turn to the MoNuSAC results. In this experiment, we keep all 

the properties of the dataset (class distribution of the ground truth) and of each team’s results 

(detection recall and per-class distribution of classification errors, represented by the 𝑁𝐶𝑀). We 

then randomly sample N nuclei from an “infinite” pool of samples that has the same class 

proportions as the ground truth and compute each team’s confusion matrix based on that 

sampling. On average, we will obtain confusion matrices that are the same as those of the 

challenge, but we will also be able to see the variation due to random sampling. 
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Table 4.13. Uncertainty due to random sampling for each metric, based on 5000 
simulations using the MoNuSAC class distribution and the computation of maximum 

divergence on the four teams’ performances. At 100.000 samples, all differences are ≤
𝟎. 𝟎𝟎𝟏. The maximum value(s) for each line are bolded. 

15.000 

samples 

𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

CM 0.001 0.003 0.001 𝟎. 𝟎𝟎𝟔 0.001 0.001 

NCM 𝟎. 𝟎𝟎𝟑 𝟎. 𝟎𝟎𝟑 0.002 𝟎. 𝟎𝟎𝟑 0.002 0.002 

5.000 

samples 

𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

CM 0.002 0.011 0.002 𝟎. 𝟎𝟏𝟏 0.001 0.002 

NCM 0.010 𝟎. 𝟎𝟏𝟏 0.006 0.009 0.007 0.006 

1.000 

samples 

𝑨𝑪𝑪 𝑮𝑴 𝑴𝑪𝑪𝒏 𝒉𝑭𝟏 𝒔𝑭𝟏 𝜿𝑼𝒏 

CM 0.006 𝟎. 𝟎𝟓𝟔 0.005 0.046 0.003 0.005 

NCM 0.052 𝟎. 𝟎𝟓𝟔 0.035 0.054 0.035 0.034 

 

In Table 4.13, we report the results from 5.000 runs of the simulation based on 1.000, 5.000 or 

15.000 samples (15.000 being close to the real number of annotated nuclei in the MoNuSAC test 

set). We show, for each classification metric, the maximum divergence observed across the four 

teams (max
i

(P97.5(𝑚𝑒𝑡𝑟𝑖𝑐, 𝑡𝑒𝑎𝑚𝑖) − P2.5 (𝑚𝑒𝑡𝑟𝑖𝑐, 𝑡𝑒𝑎𝑚𝑖)), with 𝑃𝑥 the x percentile) as an 

uncertainty measure. As we can see, if we have many annotated samples like in MoNuSAC, the 

uncertainty due to the random sampling remains very low even in the NCM. If we have a smaller 

set of samples, however, this uncertainty can quickly grow, at least for the 𝐴𝐶𝐶, 𝑀𝐶𝐶𝑛, 𝑠𝐹1 and 

𝜅𝑈𝑛. As the 𝐺𝑀 metric is unbiased relative to the imbalance, the results do not change between 

CM and NCM, but the random sampling uncertainty is very high. The ℎ𝐹1 also has a high 

uncertainty overall.  

Overall, the uncertainty added by using the NCM instead of the CM remains relatively low but, if 

the sample size is small, it is still in a range that could potentially affect the comparison between 

algorithms (as many biomedical datasets have much fewer than 1.000 samples available).  

4.4.2.4 Conclusions on imbalanced datasets in classification tasks 

Given the above analysis, the flowchart presented in Figure 4.15 attempts to summarize how to 

decide which classification metrics to use based on the class imbalance of the dataset.  

With mostly balanced datasets, the confusion matrix can be used directly to compute any global 

metrics. Which of these to use will mostly depend on whether the distribution of the errors among 

the classes is important for the evaluation or not. Figure 4.16 shows three confusion matrices 

corresponding to a balanced dataset with the same total error, but with different distributions per 

class. Table 4.14 shows the results of the different global metrics for these confusion matrices.  
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Figure 4.15. Flowchart on which classification metrics to use based on the dataset 
balance. 

 

Obviously, the accuracy is the same for all three: it is completely independent from how the error 

is distributed, as long as the total error remains the same. Less obvious is the invariance of the 

unweighted kappa, which is expected to depend also on the distribution of the predicted classes, 

which here varies between the confusion matrices. With a perfectly balanced dataset, however, we 

can show that the 𝜅𝑈 is actually independent from the error distribution.  

Using the original definition of the kappa: 

𝜅𝑈 =
𝑝𝑜 − 𝑝𝑒

1 − 𝑝𝑒
 

It is clear that 𝑝𝑜, which is the accuracy, will not vary. Meanwhile, we have for 𝑚 classes and 𝑛 

samples: 

𝑝𝑒 =
∑ (∑ 𝐶𝑀𝑖𝑘𝑘 ∑ 𝐶𝑀𝑘𝑖𝑘 )𝑖

𝑛2
 

And, in a balanced dataset: 

∑ 𝐶𝑀𝑖𝑘 =

𝑘

𝑛

𝑚
 ∀𝑖 ∈ {1, 2, … , 𝑚} 

That is, the sum of each row will be the same. Therefore: 

𝑝𝑒 =
1

𝑚𝑛
∑ ∑ 𝐶𝑀𝑖𝑘

𝑘𝑖

=
1

𝑚
 

And finally: 

𝜅𝑈 =
𝐴𝐶𝐶 −

1
𝑚

1 −
1
𝑚
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Figure 4.16. Example of different error distributions in 3 class confusion matrices. 

 

Which is illustrated in Table 4.14 with 𝑚 = 3. If there is any class imbalance, this relationship no 

longer holds true. 

The Geometric Mean is equal for the first two confusion matrices, for which the 𝑆𝐸𝑁𝐶  are equal 

whereas the errors in each class are distributed differently. The Matthews Correlation 

Coefficient and the two macro-averaged F1 scores, on the other hand, have different values for 

the three confusion matrices, and are therefore affected by changes in the distribution of errors. 

Whether this is a desired trait for the metric depends on the task and the evaluation criteria. It is 

interesting to note, however, that the latter three increase as the error gets progressively more 

concentrated in the three confusion matrices, even in the third one where all the prediction errors 

concern one class only. This contrasts greatly with the GM, which penalises the third confusion 

matrix a lot more, as the much smaller 𝑆𝐸𝑁𝐶  for class 2 will greatly affect the score.  

If the dataset is imbalanced but with still a reasonable number of samples of each class (what is 

a reasonable amount will depend on how much sampling uncertainty is acceptable for the purpose 

of the evaluation of the task), using the normalized confusion matrix to reduce the problem to 

a balanced problem is a good solution, with the same choice of metrics available. 

In cases of extreme imbalance with a small sample size, where there are very few samples 

available for the minority class, the normalization may induce too much sampling uncertainty. It 

is therefore probably advisable in those cases to focus on an unbiased global metric like the GM, 

or on class-specific metrics separately. 

 

Table 4.14. Classification metrics computed on the three confusion matrices from Figure 
4.16. 

 𝑨𝑪𝑪 𝑮𝑴 𝜿𝑼 𝑴𝑪𝑪 𝒉𝑭𝟏 𝒔𝑭𝟏 

ConfMat 1 0.769 0.769 0.654 0.654 0.771 0.755 

ConfMat 2 0.769 0.769 0.654 0.660 0.783 0.780 

ConfMat 3 0.769 0.675 0.654 𝟎. 𝟕𝟏𝟑 𝟎. 𝟖𝟏𝟒 𝟎. 𝟖𝟕𝟏 
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4.4.3 Limit between detection and classification 

An interesting aspect of object detection tasks is their close relationship to binary classification 

tasks. The main difference, in the definition we have used for the task, is that an “object detection” 

task does not have a countable number of true negatives, but as we have seen a detection pipeline 

is often composed of a “candidate selection” step and a “classification” step. 

The danger of this confusion between detection and classification is that it is tempting to use the 

confusion matrix of the classification part and its associated metrics to measure the detection 

performance of an algorithm. For instance, Giusti et al. [246] compare humans and algorithms on 

a mitosis detection task using pre-sampled image patches forming a balanced dataset, and score 

them with a ROC curve, which takes the TN into account. To illustrate the impact that the definition 

of the task has on the evaluation, we simulate four scenarios on synthetic data.  

In each scenario, we define five categories of “candidates”: 

• Negative, trivial (𝑁0): corresponds to negative candidates from a sampling method that 

will always be correctly rejected by the classifier. 

• Negative, easy (𝑁𝐸): negative candidates that the classifier will rarely fail to reject. 

• Negative, hard (𝑁𝐻): negative candidates that are similar enough to the objects of interest 

that the classifier will regularly misclassify them as positive. 

• Positive, hard (𝑃𝐻): positive candidates that are hard to separate from the non-objects and 

that the classifier will regularly reject. 

• Positive, easy (𝑃𝐸): positive candidates that the classifier will rarely miss. 

Two of the scenarios correspond to “handpicked” candidates, where in one case negative 

examples are chosen for being “difficult” to classify, and in the other they are chosen to be easier. 

We also simulate two “candidate selectors” (see Figure 4.10), the first one a non-specific selector 

that largely sample the set of possible candidates, leading to many candidates that are trivially 

easy to reject to be added to the set, while the other simulates a more targeted selector which 

tends to add more “hard” negative examples but also includes some trivial examples. 

Each scenario differs by the number of candidates presented from each category. In all four, the 

number of 𝑃𝐻 and 𝑃𝐸  are the same (as they correspond to the positive objects, which will be the 

same regardless of the “candidate selection” procedure) and is set to 500. In the “Handpicked 

Hard” scenario, negative examples are added with a majority of 𝑁𝐻 and no 𝑁0. In the “Handpicked 

Easy” scenario, negative examples are added with a majority of 𝑁𝐸  and no 𝑁0. Finally, in the “Large 

selector” scenario, 5000 trivial candidates are added, and 𝑁𝐸 = 𝑁𝐻 = 800. All the values are 

reported in  

Table 4.15.  

 
Table 4.15. Number of candidates in each category for the four scenarios. 

Scenario 𝑵𝟎 𝑵𝑬 𝑵𝑯 𝑷𝑯 𝑷𝑬 

Handpicked Hard 0 200 800 500 500 

Handpicked Easy 0 800 200 500 500 

Large selector 5000 800 800 500 500 

Targeted selector 50 600 800 500 500 

 

 



Evaluation metrics and processes  107 
 

Table 4.16. Detection (REC, PRE, AP) and classification (SPE, MCC) metrics computed for 
the four scenarios with the same “classifier”. To account for the random sampling in the 

classifier, each metric is the arithmetic mean over 500 repetitions of the experiment. The 
maximum standard deviation observed was 0.017. Bolded values show the best scenario 

according to each metric. 

Scenario REC PRE AP SPE MCC 

Handpicked hard 0.85 0.77 0.92 0.75 0.60 

Handpicked easy 0.85 𝟎. 𝟗𝟑 𝟎. 𝟗𝟖 0.94 𝟎. 𝟕𝟗 

Large selector 0.85 0.77 0.92 𝟎. 𝟗𝟔 0.78 

Targeted selector 0.85 0.77 0.92 0.83 0.67 

 

We define a single classifier which outputs a random “confidence” value for each class, sampled 

from a normal distribution 𝑁𝑜𝑟𝑚𝑎𝑙(𝜇, 𝜎) with the following characteristics: 

• 𝑁0 → 𝑁𝑜𝑟𝑚𝑎𝑙(0, 0) 

• 𝑁𝐸 → 𝑁𝑜𝑟𝑚𝑎𝑙(0.1, 0.1) 

• 𝑁𝐻 → 𝑁𝑜𝑟𝑚𝑎𝑙(0.45, 0.1) 

• 𝑃𝐻 → 𝑁𝑜𝑟𝑚𝑎𝑙(0.55, 0.1) 

• 𝑃𝐸 → 𝑁𝑜𝑟𝑚𝑎𝑙(0.8 0.05) 

The REC, PRE and AP are used as detection metrics, and the SPE and MCC as classification metrics. 

The results obtained by the “classifier” based on these parameters and using a confidence 

threshold 𝜏 = 0.5 are reported in Table 4.16. 

The REC, which only depends on the positive examples, are equal in all cases. The PRE and SPE, 

however, are unsurprisingly much larger when the handpicked negative examples are easier. 

Looking at detection metrics (PRE and AP), the “large selector”, “targeted selector” and 

“handpicked hard” scenarios are identical. The classification metrics, however, vary widely 

depending on the scenario, and on which negative candidates were added to the dataset. 

This illustrates some of the pitfalls of confusing detection and classification tasks: it may lead to 

using metrics which are not adapted to the problem. If a manual selection of the candidates is 

done, it includes a potential bias to the results, as the candidate distribution may no longer be 

representative of the actual data present in the images in a real situation. 

4.4.4 Use of detection metrics for instance classification 

As previously noted, the results of an instance classification task can be described with a 

confusion matrix which combines the detection and classification aspects of the results, with a 

negative (“no object/background”) class alongside the target classes.  

Such problems are often treated as “multi-class detection”, so that detection metrics are 

computed per target class and then averaged, with for instance a macro-averaged F1-Score (𝑠𝐹1 

or ℎ𝐹1). It should be noted, however, that a “macro-averaged F1-Score” in a multi-class detection 

problem is not exactly the same as a “macro-averaged F1-score” in a classification problem. In the 

latter, as there is no “background class”, all the elements on the diagonal are both true positives 

(of their own class) and true negatives (of the other classes), while all the elements off the diagonal 

are both false positives (of their “predicted” class) and false negatives (of their “ground truth” 

class). In multi-class detection, however, this is not true for the elements on the first row (which 
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are each “false positives” of their predicted class only) and for the elements on the first column 

(which are each “false negatives” of their ground truth class only). 

Indeed, this leads to certain biases to these averaged metrics, as they will penalize 

“misclassifications” more harshly than “missed detections” and “false detections”. To illustrate 

that, we can start from a “perfect” 2-classes detection confusion matrix with 10 objects in each 

class: 

𝐶𝑀𝑝𝑒𝑟𝑓𝑒𝑐𝑡 = (
𝑁. 𝐴. 0 0

0 10 0
0 0 10

) 

If we transform one of the correct predictions from class 1 into a “misclassification”, we get: 

𝐶𝑀𝑚𝑐 = (
𝑁. 𝐴. 0 0

0 9 1
0 0 10

) 

For the two target classes, the computed TP, FP and FN are: 

𝑇𝑃1 = 9, 𝐹𝑃1 = 0, 𝐹𝑁1 = 1, 𝑇𝑃2 = 10, 𝐹𝑃2 = 1, 𝐹𝑁2 = 0 

And therefore: 

𝐹11 = 0.947, 𝐹12 = 0.952, 𝒔𝑭𝟏 = 𝟎. 𝟗𝟓𝟎 

If the misclassification is transformed into a “missed detection”, we get: 

𝐶𝑀𝑚𝑑 = (
𝑁. 𝐴. 0 0

1 9 0
0 0 10

) 

Leading to: 

𝑇𝑃1 = 9, 𝐹𝑃1 = 0, 𝐹𝑁1 = 1, 𝑇𝑃2 = 10, 𝐹𝑃2 = 0, 𝐹𝑁2 = 0 

And:  

𝐹11 = 0.947, 𝐹12 = 1.0, 𝒔𝑭𝟏 = 𝟎. 𝟗𝟕𝟒 

Finally, if, instead of a “missed detection”, we add a “false detection”, we get: 

𝐶𝑀𝑓𝑑 = (
𝑁. 𝐴. 1 0

0 10 0
0 0 10

) 

𝑇𝑃1 = 10, 𝐹𝑃1 = 1, 𝐹𝑁1 = 0, 𝑇𝑃2 = 10, 𝐹𝑃2 = 0, 𝐹𝑁2 = 0 

𝐹11 = 0.952, 𝐹12 = 1.0, 𝒔𝑭𝟏 = 𝟎. 𝟗𝟕𝟔 

We have two different biases in action here. Falsely positive detections (with no corresponding 

ground truth objects) are penalized less than falsely negative detections (missed objects). The 

worse type of error, however, is misclassification. This can lead to very counterintuitive results, 

as methods that completely miss objects may be ranked higher than methods that find the objects 

but fail to classify them properly. 

To avoid this issue, a better strategy if possible is to separate the two problems into a “single-

class” detection problem, where all the “target” classes are grouped into one, and a “multi-class” 
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classification problem, where only the objects that were properly detected are considered. In our 

example, we therefore obtain detection (𝐶𝑀𝑑,.) and classification (𝐶𝑀𝑐,.) matrices as follows: 

𝐶𝑀𝑑,𝑚𝑐 = (
𝑁. 𝐴. 0

0 20
) , 𝐶𝑀𝑑,𝑚𝑑 = (

𝑁. 𝐴. 0
1 19

) , 𝐶𝑀𝑑,𝑓𝑑 = (
𝑁. 𝐴. 1

0 20
) 

And: 

𝐶𝑀𝑐,𝑚𝑐 = (
9 1
0 10

) , 𝐶𝑀𝑑,𝑚𝑑 = (
9 0
0 10

) , 𝐶𝑀𝑑,𝑓𝑑 = (
10 0
0 10

) 

The detection and classification metrics can then be computed separately. The advantage of this 

approach is that it makes it immediately clear what the specific weaknesses of the algorithm are. 

The “missed detection” and “false detection” cases will both have an imperfect detection score, 

but a perfect classification score, while the “misclassification” case will have a perfect detection 

score but an imperfect classification score. The insights that we gain from the evaluation metrics 

are therefore much improved, and the ranking of the methods can be adjusted according to the 

needs of the clinical application being considered. This is particularly appropriate if the target 

classes are naturally part of a “superclass”: for instance, the “epithelial”, “lymphocyte”, 

“neutrophil” and “macrophage” classes of MoNuSAC can be grouped into a “nuclei” superclass for 

the purpose of measuring the detection performance. 

4.4.5 Agreement between classification metrics 

There is a large diversity of classification metrics, and it can be difficult to really get a sense of 

their levels of agreement or disagreement. To quantify inter-metrics agreement, we perform a 

simple experiment. A synthetic dataset is constructed with some randomized features: the 

number of classes, the size, the number of features, the difficulty, and the imbalance. A Support 

Vector Machine (SVM) classifier is trained on 90% of the samples and tested on the remaining 

10%. The values of the different classification metrics are then computed on the predicted test 

set. This experiment is repeated 50 times, leading to 50 values for each metric. The Spearman 

correlation coefficient between each pair of metrics is then computed to form a “similarity matrix”, 

which is shown in Figure 4.17. Such a matrix is, however, not particularly easy to interpret. Two 

interesting ways of visualising the (dis)similarity are Multi-Dimensional Scaling (MDS) [247] and 

dendrograms.  

Dendrograms (see Figure 4.18) are very useful to quickly visualize clusters from a dissimilarity 

matrix and are for instance used to compare classification metrics in a study by Ferri et al. [248], 

and to visualize the similarity of different tasks based on challenge results by Wiesenfarth et al. 

[249]. 

With MDS (see Figure 4.19), the dissimilarities (defined here as 1 − 𝑟, with 𝑟 the Spearman 

correlation coefficient) are projected into a 2D space so that the distance between the points on 

this 2D space correspond, as much as possible, to the computed dissimilarities. This was proposed 

by Bouix et al. [250] as a way to evaluate classifiers without a ground truth, but it is an interesting 

way to visualize (dis)similarities in general.  

These figures clearly show that the MCC and 𝜅𝑈 are the most similar metrics and mostly behave 

identically, with the 𝜅𝐿 often relatively close and the 𝜅𝑄 joining them in a loose cluster. The ACC 

and hF1 also tend to be relatively close to each other, as do the 𝑀𝐴𝑈𝑅𝑂𝐶 and 𝜇𝐴𝑈𝑅𝑂𝐶. The 𝑠𝐹1 

and 𝐺𝑀 are further apart from every other metric. 
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Figure 4.17. Spearman correlation coefficients between pairs of metrics based on the 
results of a SVM classifier on 50 randomly created datasets with different number of 

classes, imbalance, and difficulty. 

 

Figure 4.18. Dendrogram visualisation of the similarity matrix shown in Figure 4.17, 
using the “average” (UPGMA) inter-cluster dissimilarity update method (as implemented 

in the Scipy library40) [251]. 
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Figure 4.19. MDS visualisation of the similarity matrix shown in Figure 4.17, with the 
“dissimilarity” defined as 𝟏 − 𝒓. 

 

 

 

Figure 4.20. Effect on the IoU of shifting the position of the predicted segmentation by 
steps of one pixel, based on an annotated lymphocyte nucleus of ~300px (top) and 

macrophage of ~10000px (bottom) from the MoNuSAC 2020 dataset. The dashed blue line 
corresponds to the true annotation, the black line to the the prediction shifted by 

increments of 1 pixel. The corresponding HD would be 0, 1, 2, 3 and 4px (or about 0, 0.25, 
0.5, 0.75 and 1 µm) in both cases. 

 

4.4.6 Biases of segmentation metrics 

Overlap-based metrics and distance-based metrics behave very differently with regards to the 

characteristics of the segmented objects, and in particular with their relative size. Overlap-based 

metrics, for instance, will be invariant to a rescaling of both prediction and ground truth masks. A 

distance-based metric, meanwhile, will be rescaled as well if it is expressed in pixels. Whenever 

 
40 https://docs.scipy.org/doc/scipy/reference/generated/scipy.cluster.hierarchy.linkage.html  
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possible, these metrics should therefore be expressed in distances on the physical sample (for 

instance, in µm). 

4.4.6.1 Effect of small object size on overlap metrics 

Overlap-based metrics, however, tend to be very sensitive to small prediction errors when the 

objects of interest have very small areas. Because of the fuzziness of the object borders in many 

digital pathology tasks, any predicted segmentation, even accurate, is likely to have some 

misalignment in the pixels around the border of the object. This will cause a number of FP 

and FN pixels that will tend to be correlated to the perimeter of the object. The TP region, 

meanwhile, will tend to be correlated with the object area. As the 
𝑃𝑒𝑟𝑖𝑚𝑒𝑡𝑒𝑟

𝐴𝑟𝑒𝑎
 ratio will generally be 

higher for smaller objects, the corresponding IoU will therefore tend to be lower, even for a very 

good segmentation. For objects which are very small even at high levels of magnification, such as 

nuclei, this can lead to very problematic results. A shift of a single pixel of the annotation contour 

(which could correspond to a small bias of the annotation stylus, for instance) can have a very 

large impact on the IoU, as shown in Figure 4.20. On a lymphocyte with an area of around 300px, 

the single pixel shift brings the perfect IoU of 1.0 down to 0.88, even though it is arguably as “exact” 

as the original given the fuzzy nature of the actual border, while a 4px shift brings it down to 0.59, 

close to the typical matching threshold of 0.5. For the much larger (around 10000px) macrophage, 

the single pixel shift has an almost perfect IoU of 0.98, and the 4px shift only brings it down to 

0.91. 

If we look at all the annotated objects in the MoNuSAC dataset, we can plot the relationship 

between their area and this “single pixel shift” IoU, as shown in Figure 4.21. Once objects are 

smaller than a ~2.500px area, single pixel shifts start dropping the IoU very quickly. The IoU 

obtained in the different classes of the dataset therefore has a very different interpretation, as an 

IoU of 0.8 for a (large) macrophage would correspond to a much “worse” segmentation than for a 

(small) lymphocyte.  

A possible solution to this problem is to include the uncertainty into the computation of the 

metrics. Similarly to the 𝐻𝐷𝛿  and 𝑁𝑆𝐷𝛿  defined in section 4.1.4, we can define uncertainty-aware 

version of the IoU and DSC. If we define the “outer object” 𝑇𝛿
+ = {𝑥𝑖 ∈ ~𝑇; 𝑑(𝑥𝑖 , 𝑇) ≤ 𝛿} and the 

“inner object” 𝑇𝛿
− = {𝑥𝑖 ∈ 𝑇; 𝑑(𝑥𝑖 , ~𝑇) > 𝛿}, we can redefine the per pixel TP, FP and FN as: 

𝑇𝑃𝛿 = |𝑃 ∩ 𝑇𝛿
+|, 𝐹𝑃𝛿 = |𝑃 ∩ ~𝑇𝛿

+|, 𝐹𝑁𝛿 = |~𝑃 ∩ 𝑇𝛿
−| 

And therefore: 

𝐼𝑜𝑈𝛿 =
𝑇𝑃𝛿

𝑇𝑃𝛿 + 𝐹𝑃𝛿 + 𝐹𝑁𝛿
, 𝐷𝑆𝐶𝛿 = 2 ×

𝑇𝑃𝛿

2 × 𝑇𝑃𝛿 + 𝐹𝑃𝛿 + 𝐹𝑁𝛿
 

The results of this uncertainty-aware overlap metrics are illustrated in Figure 4.22 for 𝛿 = 1, 

showing that the 𝐼𝑜𝑈𝛿  and 𝐷𝑆𝐶𝛿 remain high when the prediction stays within the uncertainty 

region.   
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Figure 4.21. Relationship between object area (in pixel) and IoU obtained (left) after a 
single pixel vertical shift, and (right) on the predictions of “Team 1”, on all annotated 

objects of the MoNuSAC dataset. 

 

 

Figure 4.22. Pixel-shift experiment using the uncertainty-aware DSC and IoU with 𝜹 = 𝟏 
on an image from the MoNuSAC test set. Dashed blue lines indicate the limits of the 

“outer” and “inner” regions, while the black line represents the prediction shifted by 
increments of 1 pixel, as in Figure 4.21. 

 

To explore how the characteristics of the IoU on small objects can affect the performance 

evaluation of competing algorithms, we turn to the MoNuSAC challenge results. The evaluation 

metric used in MoNuSAC is the Panoptic Quality, which includes the IoU as a “segmentation” 

component. Several examples of the results from the four teams whose predictions are available 

on nuclei of different types are shown in Figure 4.23. On the first row, Team 3 and 4 are harshly 

penalized for having very slightly overestimated the size of the object compared to the ground 

truth. Team 3’s segmentation only gets an IoU of 0.57, while Team 4, which is still very good, is 

near the 0.5 matching threshold used in the challenge. On the other hand, Team 1 and 2 are not 

penalized by their more biologically problematic shape mismatch.   
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Figure 4.23. Predictions of four competing teams on some nuclei from the MoNuSAC 2020 
challenge. From top to bottom: lymphocyte (~200px), neutrophil (~500px), epithelial 

(~300px), and two macrophages (~9600px and ~1800px). Ground truth annotations are 
shown with dashed blue lines, predicted segmentation with black lines. 
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In the second row, the four predictions are mostly equivalent, yet there is still a wide range of IoU, 

from 0.63 to 0.70 for Team 3, which provides the least similar overall shape and yet the best score. 

On the third row, Team 3 and 4 both fall under the 0.5 matching threshold, largely due to the fact 

that the annotation appears to be slightly off to the right and bottom. On the fourth row, we see 

that for a much larger object the score are a lot higher, despite a segmentation that is not 

necessarily “better” biologically than those of the smaller objects above. On the last row, we see 

that for those larger objects the differences between the teams’ results make a lot more sense, but 

still fail to recognize the more meaningful types of errors, such as the bad shape of Team 2’s result, 

compared to the size overestimation by Team 3. The HDs computed on the last rows yield results 

of 3.0, 13.6, 9.0 and 9.2px respectively, more accurately capturing in this case the problematic 

nature of Team 2’s results. 

If we look at the IoUs per cell class in Figure 4.24 for one of the participating teams, it is clear that 

while the segmentation score for the lymphocytes is lower than for the other classes, using the 

uncertainty-aware version of the score makes the results even across the classes. This indicates 

that the poor results for the lymphocytes may be largely due to the fuzziness of the annotations 

combined with the small size of the objects, rather than to the quality of the predicted 

segmentation. 

 

 

Figure 4.24. Distribution of the IoU per class for the predictions of “Team 1” on the 
MoNuSAC test set. (top) Using the simple IoU definition, (bottom) using the uncertainty-

aware 𝑰𝒐𝑼𝜹 with 𝜹 = 𝟐. 
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4.4.6.2 Over- and under-estimation of objects sizes 

Overlap metrics have another bias that should be noted: they do not penalize in the same way 

over- and under-estimation of the sizes of the objects. This can be easily shown using the 

formulation of the metrics based on the TP, FP and FN. If, starting from a perfect prediction (𝑇𝑃 =

|𝐺|, 𝐹𝑃 = 0, 𝐹𝑁 = 0) we add 𝑛 “background” pixels to the predicted positives (corresponding to 

an overestimation of the object size), we have 𝐹𝑃 = 𝑛, 𝑇𝑃 = |𝑇|, and: 

𝐼𝑜𝑈+ =
|𝑇|

|𝑇| + 𝑛
 

Whereas if we remove the same number of pixels from the true positives, we have 𝑇𝑃 = |𝑇| −

𝑛, 𝐹𝑁 = 𝑛, and: 

𝐼𝑜𝑈− =
|𝑇| − 𝑛

|𝑇| − 𝑛 + 𝑛
=

|𝑇| − 𝑛

|𝑇|
 

Therefore, for an equal number of erroneous pixels, we have a bias 𝐵 equal to: 

𝐵 = 𝐼𝑜𝑈+ − 𝐼𝑜𝑈− =
|𝑇|2 − (|𝑇| − 𝑛)(|𝑇| + 𝑛)

|𝑇|(|𝑇| + 𝑛)
 

𝐵 =
|𝑇|2 − |𝑇|2 + 𝑛2

|𝑇|(|𝑇| + 𝑛)
=

𝑛2

|𝑇|(|𝑇| + 𝑛)
> 0 

 

 

Figure 4.25. Difference in IoU and DSC computed after (top) adding or removing 20px 
from a perfectly predicted ground truth object of varying area, (bottom) adding or 

removing N pixels from an object of 1000px area, showing the bias of the metrics in 
favour of algorithms that overestimate the size of the object. 
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This means that there is a bias in favour of “overestimation” of the object size, which is 

proportional to the size of the error and inversely proportional to the true size of the object. This 

effect is clearly visible in Figure 4.25. In the top plot, we can see that for a fixed error of 20px, the 

bias in favour of overestimation becomes clear as the object area gets smaller. In the bottom plot, 

we can see that the bias increases as the size of the error increases for a fixed object area.  

4.4.7 Multi-metrics aggregation: study of the GlaS 2015 results 

To aggregate individual metrics into a single final ranking, one solution is to first rank the metrics 

separately, then to combine them using, for instance, the “sum of ranks”. This approach was 

notably used by the GlaS 2015 challenge for gland segmentation. The main advantage is that the 

separate ranks provide a more insightful interpretation of the results when comparing different 

algorithms. It also makes it possible to combine rankings that have a completely different scale, 

such as the DSC and the HD. An important weakness, however, is that the “final score” of an 

algorithm (which is the sum of ranks) becomes dependant also on the results of the other 

algorithms being compared, and overall rankings may be undesirably affected by which methods 

are included in the study. It also does not differentiate between a case where most methods are 

essentially equivalent according to a metric to a case where some methods are largely better or 

worse. This is apparent in the table of results from the GlaS 2015 challenge, which we reproduce 

in Table 4.17. Six separate rankings are computed, on three metrics and two separate test sets. 

Some of the difference in ranks, however, come from very small differences in metrics which are 

very unlikely to be significantly different and, for the segmentation metrics, are probably well 

within the uncertainty on the border position. For instance, for the HD in Part A, ranks 3-6 are 

within a single pixel distance, and in DSC part B ranks 2-5 are within the same percent. A very 

slight difference in the annotations could easily change the rankings of #2 and put it in first place 

or in third.  

Table 4.17. Table of results from the GlaS 2015 challenge [168]. Highlighted results in 
each column show very close scores, which are unlikely to be significantly different. 

Team 𝐹1 𝐷𝑆𝐶 𝐻𝐷 Rank 

sum Part A Part B Part A Part B Part A Part B 

#1 0.912 (1) 0.716 (3) 0.897 (1) 0.781 (5) 45.42 (1) 160.3 (6) 17 

#2 0.891 (4) 0.703 (4) 0.882 (4) 0.786 (2) 57.41 (6) 145.6 (1) 21 

#3 0.896 (2) 0.719 (2) 0.886 (2) 0.765 (6) 57.35 (5) 159.9 (5) 22 

#4 0.870 (5) 0.695 (5) 0.876 (5) 0.786 (3) 57.09 (3) 148.5 (3) 24 

#5 0.868 (6) 0.769 (1) 0.867 (7) 0.800 (1) 74.60 (7) 153.6 (4) 26 

#6 0.892 (3) 0.686 (6) 0.884 (3) 0.754 (7) 54.79 (2) 187.4 (8) 29 

#7 0.834 (7)  0.605 (7) 0.875 (6) 0.783 (4) 57.19 (4) 146.6 (2) 30 

#8 0.652 (9)  0.541 (8) 0.64 (10) 0.654 (8) 155. (10) 176.2 (7) 52 

#9 0.777 (8)  0.31 (10) 0.781 (8) 0.617 (9) 112.7 (9) 190.5 (9) 53 

#10 0.64 (10)  0.527 (9) 0.737 (9) 0.61 (10) 107.5 (8) 210. (10) 56 

 

A possible solution could be to allow for ex aequo rankings when results are within a certain 

tolerance of each other. A difficulty, however, is that for instance rank #1 and #2 may be within 

the ex aequo tolerance, and rank #2 and #3 as well, but not rank #1 and #3. To get around that 

problem, we can use a statistical score that replaces the “rank” by a score corresponding, for an 

algorithm A, to the number of other algorithms that are significantly worse (according to an 

adequate statistical test, as discussed in section 4.3.4) to which we subtract the number of other 
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algorithms that are significantly better. This number can then be summed across the metrics 

and/or datasets. The resulting statistical score will be higher for algorithms which are often 

significantly better than their counterparts. This method was introduced in one of our 

publications [2]. 

As we do not have the detailed per-image results of the GlaS challenge, we cannot perform these 

tests, but we can get an idea of what the results can look like using some basic heuristics. Let’s 

assume that any F1-Scores or DSC value pairs that differ by more than 0.05 are “significantly 

different”, as are any HD value pairs that differ by more than 5 pixels. Applied to Table 4.17, this 

would give us the results presented in Table 4.18. This method provides a relatively easy 

interpretation of the scores: any method that has a negative score is, on average, significantly 

worse than most other methods. As this is true regardless of the number of methods considered, 

it is easier to see method which can safely be discarded as underperforming (in this case, #8-#10). 

Meanwhile, metrics where the results were extremely close no longer contribute much to the 

overall standing: according to the DSC, for instance, we can see quickly see that methods #1-#7 

are essentially equivalent. There is also a big reward for methods that manage to be significantly 

better than all or most others in one of the rankings, like #1 on HD Part A, #5 on 𝐹1 Part B or #2, 

#4 and #7 in HD Part B.  

The overall ranking based on the score sum shows some small changes, with #2 having the best 

scoring, followed by #1 and #4, and then #3 and #5. This mostly acknowledges that #3 was “lucky” 

in the rankings of the challenge, as they tended to be at the “front” of groups of mostly identical 

results, and therefore may have seen their overall ranking artificially improved. This is, however, 

just an illustration of how the insights on the challenge results may change when using such a 

scoring method and should not be considered as an “alternative ranking” of the challenge results, 

as this would require access to the per-image results of the different teams. 

Table 4.18. Statistical scores estimated from the the GlaS challenge results, assuming 
some simple heuristics to determine the “significance” of differences in metrics. This 

should not be considered a true alternative ranking for the GlaS 2015 challenge, as this 
would require the per-image scores of the different teams to be available for proper 

statistical testing. 

Team 𝐹1 𝐷𝑆𝐶 𝐻𝐷 Score 

sum Part A Part B Part A Part B Part A Part B 

#1 4 3 3 3 9 0 22 

#2 4 3 3 3 3 7 23 

#3 4 4 3 3 3 0 17 

#4 3 3 3 3 3 7 22 

#5 3 8 3 3 -3 3 17 

#6 4 3 3 3 3 -6 10 

#7 -1 -3 3 3 3 7 12 

#8 -8 -6 -9 -7 -9 -3 -42 

#9 -5 -9 -6 -7 -7 -6 -40 

#10 -8 -6 -8 -7 -5 -9 -41 
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4.4.8 Why panoptic quality should be avoided for nuclei instance segmentation and 

classification 

The notion of “Panoptic Segmentation”, and its corresponding evaluation metric “Panoptic 

Quality” (PQ), was introduced by Kirillov et al [230]. Panoptic segmentation, per Kirillov’s 

definition, attempts to unify the concepts of semantic segmentation and instance segmentation into 

a single task, and a single evaluation metric. In Panoptic Segmentation tasks, some classes are 

considered as stuff (meaning that they are regions of similar semantic value, but with no distinct 

instance identity, such as “sky” or “grass”), and some as things (countable objects). The concept 

was initially applied to natural scenes using the Cityscapes, ADE20k and Mapillary Vistas datasets. 

It was then applied to the digital pathology task of nuclei instance segmentation and classification 

in the paper that introduced the HoVer-Net deep learning model [103]. 

The PQ was then adopted as the ranked metric of the MoNuSAC 2020 challenge [24], then the 

CoNIC 2022 challenge [231], and has been adopted by several recent publications [214], [252]–

[254]. It combines a “recognition metric” and a “segmentation metric” into a single score. It uses 

the IoU both for the matching rule, which only recognizes matches if the IoU is strictly above 0.5, 

and as the segmentation metric. As we previously showed, this can lead to very problematic 

results when applied to nuclei segmentation, as the target objects tend to be very small. Besides 

the IoU problem, however, there are other fundamental issues with the metric which we will 

discuss here:  

a) The PQ in used in digital pathology on instance segmentation and classification tasks, but 

these tasks are fundamentally different from the panoptic segmentation task that the 

metric was designed to evaluate. 

b) The summarization of the performances of a complex, multi-faceted task into a single 

entangled metric leads to poor interpretability of the results. 

4.4.8.1 Panoptic segmentation vs instance segmentation and classification 

In the original definition of a “Panoptic Segmentation” problem in [230], each pixel of an image 

can be associated with a ground truth class 𝑐 and to a ground truth instance label 𝑧. A pixel cannot 

have more than one class or instance label (i.e. no overlapping labels are allowed), but a pixel does 

not necessarily have an instance label (i.e. 𝑧 can be undefined). The distinction between things and 

stuff therefore becomes that stuff are the classes that do not require instance labels, while things 

are classes that do require them.  

In the HoVer-Net publication [103], the PQ is used for nuclei instance segmentation only, with all 

“nuclei” classes grouped into a superclass, and a separate “instance classification” 𝐹𝑐  metric which 

similarly combines detection and classification accuracy (as 𝐹𝑐 = 𝐹1,𝑑 × 𝐴𝐶𝐶𝑐) where 𝐹1,𝑑 is the 

detection F1-Score on the nuclei superclass and 𝐴𝐶𝐶𝑐 is the classification accuracy computed on 

all correctly detected instances. In subsequent uses of the PQ from the same group [214], [231] 

and  in the MoNuSAC challenge, however, the multi-class PQ is used for the whole instance 

segmentation and classification task. 

The first problem of the PQ in digital pathology is that nuclei instance segmentation and 

classification, is not a panoptic segmentation task. Panoptic segmentation is characterized by 

two key factors: 

a) Every pixel is associated with one single class label. 

b) Every pixel is associated with one single optional instance label.  
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Figure 4.26. Difference between a Panoptic Segmentation and an Instance Segmentation 
and Classification task. In the former, every pixel of the image is associated to a class and 

an optional instance. Some classes (“stuff”) always count as a single instance, even if 
disjointed (Y and G on the left). In the second task, however, it is possible for pixels to 

have neither class nor instance and be part of the “background”. 

 

In instance segmentation and classification, however, the class label is also optional, as there is 

typically a “background class” that corresponds to everything that is not an object of interest 

(which can be the glass slide itself, or simply tissue areas that are not part of the target classes). 

Additionally, if a pixel is associated with a class label, it also needs to have an instance label (i.e. 

there is no stuff, only things, using Kirillov et al’s terminology), as illustrated in Figure 4.26. 

This by itself is not necessarily a problem. Metrics can find uses outside of their original, intended 

scope: the IoU is generally traced to Paul Jaccard’s study of the distribution of flora in the Alps 

[227], long before “image segmentation” was on anyone’s radar. There is, however, a problem 

with the transition between tasks in the present case. The “Recognition Quality” in Kirillov et al’s 

definition corresponds to the classification F1-Score, whereas the “Detection Quality” in Graham 

et al’s definition [103] is the detection F1-Score. As we discussed before, there is a key difference 

between the confusion matrices associated with detection and classification problems, with the 

presence or absence of the background class. The application of the F1-Score to a classification 

problem leads to the bias that a higher penalty is given to a good detection with the wrong class 

(which will be counted as a “false negative” in the ground truth class, and as a “false positive” in 

the predicted class) than to a missed detection (which will only be a “false negative” in the 

ground truth class), as previously demonstrated in section 4.4.4, and this bias is therefore 

transmitted to the PQ. 

Figure 4.27 illustrates this problem. In this example from the MoNuSAC results, Team 3 is the only 

one to detect the nucleus of a macrophage. However, they misclassify it as an epithelial cell. Team 

3’s detection is therefore counted both as a false positive for the epithelial class, and as a false 

negative for the macrophage class. In contrast, the three other teams that did not detect it are only 

penalized for the macrophage false negative. In a real panoptic segmentation problem, this could 

not happen, as there is no “background” class: any false negative is always a false positive of 

another class, as there must be some predicted object or region at that particular location. 
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Figure 4.27. Predictions of the four teams (dashed line) on the nuclei of a macrophage, 

with the corresponding IoU compared to the ground truth segmentation (solid blue). 

4.4.8.2 Intersection over Union for digital pathology objects 

The reliance of the PQ on the IoU impacts it at two levels: the matching rule and the 

segmentation quality. For the matching rule, it means that the conjunction of a small object and 

an algorithm that underestimate its size can easily lead to “false false detections”, where clearly 

matching objects are rejected due to an IoU under 0.5. For the segmentation quality, the problem 

lies with the interpretability, and with the aggregation. When objects of different classes have 

different sizes, the limit of what would constitute a “good” IoU within that class are different. When 

the PQ are averaged between the classes, this therefore adds a hidden “weight” to the metric. 

Indeed, algorithms that perform poorly on classes with smaller objects will necessarily tend to 

have a lower average IoU (and therefore PQ) than those that perform poorly on classes with larger 

objects. 

Additionally, it is well known that the IoU does not consider the shape of the object (like other 

overlap-based metrics such as the DSC). As demonstrated in [226] and shown in Figure 4.23, 

predictions that completely miss the shape of the object can end up with the same IoU as 

predictions that match the shape well, but are slightly offset, or slightly under- or overestimate its 

size. To get a better sense of the segmentation performance of an algorithm, it is often useful to 

refer both to an overlap-based metric like the IoU and to a border distance metric such as 

Hausdorff’s Distance (HD). By using the PQ, an important aspect of the evaluation is therefore 

completely missed. In digital pathology tasks, the shape of the object of interest is often very 

relevant to the clinical and research applications behind the image analysis task. It is therefore ill-

advised to base a choice of algorithm on a metric that ignores that particular aspect. 

4.4.8.3 Interpretability of the results 

As we have shown in [7], the PQ metric hides a lot of potentially insightful information about 

the performances of the algorithms by merging together information of a very different nature. 

While the SQ and RQ have the same range of possible values, being bounded between 0 and 1, the 

implication of multiplying these values to get the PQ is that the impact of a change in SQ by a factor 

𝛼 is exactly the same as a change of RQ by the same factor.  

The significance of these changes for the underlying clinical applications, however, can be very 

different. A 10% reduction in the SQ may only indicate a small underestimation of each segmented 

object’s size (which, for small objects, would probably be within the typical interobserver 

variability), whereas a 10% reduction in the DQ indicates potentially much more significant 

errors, with entire objects being added as false positives, or missed as false negatives. The 

interpretation of the relative change in SQ is dependent on the size of the ground truth object, 

while the interpretation of the relative change in RQ is more likely to depend on the class 
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distribution. Ranking different algorithms with the PQ therefore leads to results that cannot really 

be related to the needs of clinical applications. 

4.5 Recommendations for the evaluation digital pathology image analysis tasks 

In this chapter, several important aspects of evaluation processes have been highlighted. An 

attempt will now be made to extract some practical recommendations on how to properly assess 

the performances of algorithms in a digital pathology context. It should be noted here that, at this 

stage, we do not yet include in these recommendations the aspects related to interobserver 

variability, imperfect annotations, and quality control, as those will be considered in the next 

chapters. Instead, we consider here that we have access to a dataset with annotations that are 

treated as a mostly correct “ground truth”, outside of a small uncertainty on the boundaries of the 

objects. 

These recommendations follow five axes: the choice of metric(s) depending on the task, the 

benefits of using simulations to provide context for the results, the importance of using 

disentangled metrics to independently assess the individual “sub-tasks”, the necessity of proper 

statistical testing, and the benefits of going beyond the “ranking” paradigm. Other important 

recommendations for biomedical image analysis challenge organizers can be found in the BIAS 

guidelines by Maier-Hein et al. [255], and some recommendations for digital pathology evaluation 

have also been proposed by Javed et al. [256]. 

4.5.1 Choice of metric(s) 

While Figure 4.15 focused on the choice of classification metrics depending on the class imbalance, 

the expended flowchart in Figure 4.28 attempts to summarize the factors that impact the choice 

of metric(s) depending on the type of task and the characteristics of the dataset. Such a flowchart 

is bound to be incomplete, but it highlights some of the main questions that need to be asked when 

deciding how to evaluate algorithms. 

The first of those questions relate to the nature of the target: are there image-level (patch or 

WSI/patient) labels, regions of interest, or distinct objects to be found? Are there one or more 

‘positive’ or ‘target’ class(es) compared to a ‘background’, ‘others’ or ‘negative’ class, or are all 

categories considered equal? Are the categories ordered? Is there some “hierarchy” in the classes, 

so that the target classes can be grouped into one or more “superclass”? 

As we move further down the flowchart, questions also relate to what information or insight we 

are trying to gain from the experiment, as well as the characteristics of the dataset: do we want to 

penalize larger errors with ordered categories? Do we care about the quality of the segmentation? 

Is the dataset balanced? 

It should be noted that it is possible to end up with several answers when dealing with complex 

tasks, which illustrates the importance of computing multiple metrics to evaluate all the important 

aspects of the task. For example, in an instance segmentation and classification problem, following 

the flowchart from the “objects” target, we could conclude that we need to compute the binary 

detection 𝐹1 or 𝐴𝑃 on a “superclass”, then use the object confusion matrix to compute an Accuracy 

or MCC, and measure the segmentation quality using the per-class IoU, DSC or HD.  

The final choice for a specific metric within the same “endpoint” of the flowchart would further 

depend on the precise characteristics of the dataset and of the real-world application that the 
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dataset attempts to represent. For instance, as we discussed before, very small objects of interest 

would make the use of overlap-based segmentation metrics inadvisable. 

To help in that final choice, and to help contextualize the results, simulations can be used.  

 

Figure 4.28. Flowchart for aiding in the choice of evaluation metrics based on the 
characteristics of the task. Questions are in blue, metrics in red, and partial steps in 

orange. 
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To illustrate the use of the flowchart, we can look at the task of nuclei instance segmentation and 

classification. At the top of the chart, we first ask the nature of the target: in this case, objects 

(nuclei). The chart thus indicates a first point of attention in the evaluation metric: the matching 

criterion. The next question then relates to the number of classes, which will be superior to one 

(as we want to classify different types of cell nuclei), but the classes belong to the same superclass 

(nuclei). The chart thus recommends using binary detection metrics (such as 𝐹1 and 𝐴𝑃) on the 

“superclass versus background” detection problem. Two paths can now be further followed. The 

first one recommends computing the confusion matrix for the classes of the detected objects and 

then, depending on the (im)balance of the dataset, to compute classification metrics either on the 

normalized or on the original confusion matrix (or, in extremely imbalanced cases, to stick to per-

class metrics such as SPE…). The second path asks if we need to evaluate the segmentation quality, 

which we do. It therefore recommends the use of per-class and/or binary segmentation metrics. 

Which one to use will depend on the exact characteristics of a given dataset. 

4.5.2 Using simulations to provide context for the results 

Most evaluation metrics appear to be easily interpretable at a surface level. Their range is often 

strictly bounded, and very often presented as a “percentage” (outside of distance-based 

segmentation metrics). This can give the illusion of metrics providing an absolute scale, with 

“50%” neatly splitting “failure” from (limited) success, and results above “90%” or “95%” being 

perceived as very good. 

As shown in this chapter, however, evaluation metrics are highly susceptible to differences in the 

characteristics of the dataset. Even within the same well-defined task, the performance of an 

algorithm may vary considerably depending on the composition of the test set. Several 

simulations have been used in this chapter to illustrate some of those differences. Such 

simulations can be very useful in general to provide context to the results and to help in the choice 

of metrics and correct interpretation of their values. 

Two main types of simulations have been used here: alterations to the annotations, and 

simulations of performances. In the first type, small changes are done to the annotations to 

determine how quickly the evaluated performance deteriorates given different types of errors. If 

done on different metrics, this can help choose which metrics penalize the types of errors that are 

more relevant to the real-world application under consideration. In the second type of simulation, 

the performance of a “fake” algorithm is probabilistically pre-determined (with, for instance, 

distributions of per-class sensitivities), and results are randomly computed based on the known 

characteristics of the dataset (such as the class imbalance). Multiple simulated runs can provide 

an indication on the effects of random sampling, and the range of results on the metric being 

considered that would correspond to that performance level. 

4.5.3 Disentangled metrics 

It is clear from our experiments and analyses that metrics that attempt to capture multiple aspects 

of a task in a single score should be avoided. While they may provide an easy way of ranking 

algorithms, they do so at the cost of interpretability, and produce ranking that cannot reliably be 

related to the real-world applicability of the results. 

If a single ranking for a complex task is desirable, then subtasks should first be ranked 

independently, and then combined. Ideally, these ranking should take into account the uncertainty 

of the metric, so that close results can be considered “ex aequo”. 
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The uncertainty due to the random sampling of test set examples can for instance be captured 

through adequate statistical tests.  

4.5.4 Statistical testing 

Deep learning algorithms are full of randomness, from the initialization process to the training 

itself. Coupled with the randomness inherent in the selection of data samples for the dataset (and 

in the split between training and test set), this makes it difficult to draw definitive conclusions 

about small differences in results between algorithms. 

Statistical testing provides a way of bringing some objectivity to this interpretation of the 

difference in results. To compare multiple algorithms based on an arbitrary metric, the Friedman 

test with a post hoc such as the Nemenyi test are recommended, with the “samples” being either 

the patients or the image patches (if they are reasonably similar in sizes, to avoid giving too much 

importance to small errors in small images).  

4.5.5 Alternatives to ranking 

When evaluating sets of algorithms on a digital pathology task, it is important not to get focused 

so much on the ranking that we forget the point of the experiment. In most deep learning 

experiments on digital pathology today, the goal is not yet to validate a product for clinical use, or 

to find the absolute best trained model to solve a particular task. Rather, the goal is to gather 

knowledge and insights on the algorithms themselves, to guide future research that may 

eventually lead us towards methods that bring us closer to clinical applicability. 

Rankings can certainly help with providing some insights on the performances of the algorithms, 

but they are neither sufficient nor necessary in this regard. Alternatives to ranking should are 

therefore recommended to better capture the behaviour of the methods being compared. Such 

alternatives include using similarity metrics not just between the methods and the ground truth 

(particularly when this ground truth, as is often the case in digital pathology, is imperfect and 

uncertain), but also between the methods themselves. Representations of these similarities can 

be made using methods such as Multi-Dimensional Scaling or dendrograms, so that the relations 

between the choices in hyper-parameters and the behaviour of the methods can be better 

understood.  

Clusters of similarly behaved methods can then be found, which can provide additional insights 

as to which hyper-parameters and which elements of the deep learning pipeline have a larger 

effect on the performances of an algorithm, as well as what that effect is. 

4.6 Conclusion 

To conclude this chapter, it is important to note once again that this analysis of the evaluation 

metrics and processes considered that the ground truth of the task is known and considered as 

reliable. As we will see in the following chapters, this assumption can be questioned for digital 

pathology datasets (as for other fields based on medical imaging). To the uncertainties related to 

random sampling and the inherent biases of the metrics should therefore be added the 

uncertainties related to the unreliability of the data. 

As we move further into the specificities of digital pathology datasets and their effect on the 

training and evaluation of deep learning algorithms, however, we should always keep in mind the 

lessons that we have already drawn here.  
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5 Deep learning with imperfect annotations 

As noted in the 2017 survey of deep learning in medical imaging by Litjens et al. [163], “the main 

challenge [in medical image analysis] is not the availability of image data itself, but the acquisition 

of relevant annotations/labelling for these images.” With the increasing availability of whole slide 

scanners, large datasets of pathology images can now be assembled, but their annotations require 

highly trained experts and a lot of time [3], [257]. 

This is particularly the case for segmentation problems, where the “ground truth” is determined 

at the pixel level. Pixel precise annotations, however, would require a prohibitively large time 

commitment from the experts, and in many cases would in any case be made impossible by the 

limitations of the resolution of the image. The exact position of the boundary between regions is 

often fuzzy and ill-determined in digital pathology datasets, even ignoring the time constraints. As 

objects of interest can be very numerous and very small, annotations may often not be done at the 

highest possible available resolution, which means that annotations which seem very precise at 

the level at which they were made be a lot less accurate at a higher level of magnification (as 

illustrated in Figure 5.1).  

The uncertainty on the accuracy of the annotations can have several causes. As we have already 

established, there is the inherent uncertainty caused by the acquisition process, with the fuzzy 

boundaries of the target objects. Another source may be the annotation software or hardware 

used by the expert. Annotations made with a mouse on a standard computer monitor may be less 

accurate than annotations made with a stylus on a high-end drawing tablet. The expert may also 

make mistakes, either in the interpretation of the image or in the manipulation of the annotation 

tools. A different type of annotation uncertainty comes from the absence of a unique “ground 

truth”: independent expert annotators, faced with the same image and the same instructions, may 

produce different annotations. 

 

Figure 5.1. Expert annotation of an artefact in a WSI, shown at 10x magnification with 
detail at 40x magnification.  
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In this chapter, we will focus on the first type: uncertainties that are caused by imperfections in 

the annotations. In the next chapter, we will consider uncertainties that come from interobserver 

variability, or the absence of a singular “ground truth”. 

First, we will characterize imperfect annotations using well-known paradigms in machine 

learning: semi-supervised learning, learning with noisy label, and weakly supervised learning. 

This will lead us to the concept of “SNOW” supervision (Semi-supervised, NOisy, and/or Weak), 

that we introduced in [2] and developed in [4]. We will review the state of the art on dealing with 

the different types of imperfections. We will then present our experiments on the effect of SNOW 

on segmentation tasks, and on which learning strategies are useful to counteract these effects. 

Finally, we will examine how our knowledge of these imperfections should affect our evaluation 

process. 

5.1 Imperfect annotations 

In the previous chapter, we have defined datasets in the best-case scenario, where each sample is 

associated to a corresponding ground truth annotation. To describe the different types of 

imperfections, we need to introduce some notations for the rest of this chapter. 𝑋 = {𝑥𝑖}, 𝑖 ∈ [1, 𝑁] 

is the set of images, and 𝑥𝑖 = {𝑥𝑖𝑗}, 𝑗 ∈ [1, 𝑀𝑖] is the set of pixel values in the image 𝑥𝑖. 𝑌 = {𝑌𝑖} is 

the set of available annotations, and  𝑇 = {𝑡𝑖} is the set of true target values that would exist in an 

ideal dataset. 

We define three main types of imperfections, illustrated in Figure 5.2: 

a) Incomplete annotations 

In incomplete annotations, there is a subset of 𝑋 for which there is no corresponding annotation. 

This can happen at the pixel level (i.e. within an image 𝑥𝑖, there are some 𝑥𝑖𝑗  with a corresponding 

𝑦𝑖𝑗 , and some without) or at the image level. Using classical machine learning paradigms, this 

corresponds to semi-supervised learning. In digital pathology segmentation or detection tasks, it 

is for instance very common to have expert annotations only for selected focal regions in a WSI. 

The majority of the WSI, however, may be left unannotated. This can also apply to higher-level 

tasks such as image classification, where some images may not have expert labels associated to 

them. 

b) Imprecise annotations 

This corresponds to annotations where the level of details of the annotations is less than that of 

the target ground truth. Using our notation, this would mean that labels 𝑦𝑖𝑘  are assigned only for 

sets of 𝑡𝑖𝑗 . Practically, this could mean in segmentation tasks that only bounding boxes, or in 

extreme cases only image-level labels were provided on some or all of the examples, even though 

the target of the algorithm is to provide a segmentation. This type of imperfection is generally 

addressed through weakly supervised learning.  

c) Noisy annotations 

With noisy annotations, even when each target ground truth has a corresponding annotation, this 

annotation may be incorrect. In other words, for each 𝑡𝑖𝑗 , it is possible that 𝑦𝑖𝑗 ≠ 𝑡𝑖𝑗. The likelihood 

of such errors determines the level of noise of the dataset. This type of imperfections can take 

different forms depending on the type of task. In segmentation or detection tasks, this could 
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correspond to objects that are missed by the annotator. In classification tasks, this could 

correspond to a wrong label being assigned to the object or image.  

Several recent studies have been published in recent years looking at different aspects of 

imperfect annotations in medical imaging. Karimi et al. [85] experimented on three types of label 

noise: systematic error by a human annotator, interobserver variability, and label noise generated 

by an algorithm. Tajbakhsh et al. [258] categorized imperfections into “scarce annotations” 

(similar to our “incomplete” definition) and “weak annotations” (which include both imprecise 

and inaccurate annotations). Zhang et al. [259] surveyed techniques for “small sample learning”, 

which include aspects of incomplete and imprecise annotations. Vădineanu et al. [260] studied 

annotation errors in cell segmentation, with both inaccurate and imprecise annotations being 

considered. While this topic has only recently started to be more thoroughly investigated for deep 

learning and digital pathology, it has been largely covered in classical machine learning through 

the notions of semi-supervised learning, weakly supervised learning, and noisy labels. 

5.1.1 Semi-supervised learning from incomplete annotations 

In semi-supervised learning, the dataset can be divided in two subsets: the labelled set 𝐿 =

{(𝑥𝑖, 𝑦𝑖)}, 𝑖 ∈ [1, 𝑛𝐿], and the unlabelled set 𝑈 = {(𝑥𝑖, ∅)}, 𝑖 ∈ [𝑛𝐿 + 1, 𝑛𝐿 + 1 + 𝑛𝑈] where 𝑛𝐿 and 

𝑛𝑈 are the number of labelled and unlabelled instances in the dataset, respectively. It will 

generally be the case that 𝑛𝑈 ≫ 𝑛𝐿, as obtaining unlabelled instances is much easier than 

obtaining annotations.  

Zhu and Goldberg [261] describe two main approaches to semi-supervised learning. The first 

approach is to start from a standard supervised algorithm, and to use the unlabelled data to 

strengthen the classification from the few labelled data. The second is to start from an 

unsupervised algorithm, such as clustering, and to use the labelled data to obtain a better 

clustering (and to label the clusters). The key assumptions made in both approaches are local 

consistency (i.e. similar samples share the same label) and its counterpart exotic inconsistency (i.e. 

samples with low similarity are likely to come from different classes) [262]. As noted in Su et al. 

[263], these assumptions may not always hold for histopathological images, which can have high 

inter-class similarity and intra-class variation. 

 

 

Figure 5.2. Illustration of the three types of imperfection, using as an example an image 
from the GlaS challenge [168]. From left to right: incomplete (semi-supervised), noisy and 

imprecise (weak).  
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An example from classical machine learning applied to digital pathology can be found for instance 

in Peikari et al. [264]. A “seeded clustering” method is first used to propagate the labels from 𝐿 to 

𝑈 and to estimate the density function of the feature space. This density is then used to train a 

SVM classifier so that it finds the maximum margin boundary region that passes through sparse 

regions of the feature space. 

These ideas have also been applied to deep learning in digital pathology in recent years. Chen et 

al. [265] use a DCNN to learn features based on sparse labels, then propagate these labels based 

on affinity in feature space. They apply this method to gland segmentation and tumour region 

segmentation with promising results based on very few annotations. Shaw et al. [266] propose a 

“teacher-student chain” based around a ResNet-50 architecture, where 𝐿 is first used to train a 

teacher model, which predicts “pseudolabels” on 𝑈. The pseudolabels with a high level of certainty 

(according to a set threshold) are kept forming a new “supervised” set 𝑃. 𝑃 is then used to train a 

“student” model, which is then fine-tuned on 𝐿. The student then becomes the teacher, and the 

cycle is repeated. Their method is tested on the NCT-CRC-HE-100K multi-class patch 

classification dataset [267]. A similar approach is used by Jaiswal et al. [268] for lymph node 

metastases patch classification on the PatchCamelyon dataset41.  

5.1.2 Weakly supervised learning from imprecise annotations 

The typical framework for weakly supervised learning (WSL) is Multiple-Instance Learning (MIL). 

In MIL, instances 𝑥𝑖 of the data are grouped into bags 𝑏𝑗 = {𝑥𝑖}, so that labels are only assigned to 

the bags. Instead of the fully supervised dataset 𝐷 = {(𝑥𝑖, 𝑦𝑖)}, we therefore have a weakly 

supervised dataset 𝑊 = {(𝑏𝑗, 𝑦𝑗)}, 𝑏𝑗 = {𝑥𝑖}. The most common application of this framework to 

visual recognition is to have image-level labels for an object-level task like detection, or a pixel-

level task like segmentation. As introduced by Dietterich et al. [269], MIL describes binary 

problems with a “positive” and a “negative” class, and assumes that any bag that contain at least 

one positive instance is “positive”.  

T. Durand, in his Ph.D. thesis [270] identifies a way of implementing MIL in a deep learning 

framework. The idea is to use global spatial pooling (for example, max pooling) from a layer that 

still contains spatial information. With max pooling, the image-level score is therefore the score 

of the region with the maximum predicted value, which is in line with the principle of MIL that 

one positive “instance” (in this case: region) is enough to classify the whole bag (in this case: 

image) as positive. The localization of the detected object can therefore be inferred from the 

activation of the feature maps. A similar idea is used by methods such as Grad-CAM [271], which 

uses the activation of the feature maps to highlight the regions of the image that contribute to a 

class prediction. The main challenges that face WSL algorithms are the difficulty of differentiating 

strongly co-occurring objects (for instance: boat and water, or chair and table), and of identifying 

the whole object instead of its most discriminative part (for instance: the face instead of the whole 

person) [272].  

An early application of MIL in digital pathology was proposed by Xu et al. in 2014 [273], in which 

image-level binary labels (cancer vs non-cancer) are used to obtain pixel-level segmentation and 

patch-level clustering of distinct cancer types. A deep learning adaptation of MIL was proposed in 

2017 by Jia et al. [274], where a DCNN is used to produce pixel-level segmentation at different 

scales, from which the image-level prediction is determined. The loss function can therefore be 

computed based on the image-level labels, but the network has to produce a pixel-level prediction 

 
41 https://github.com/basveeling/pcam  
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as well. Additional area constraints are placed on the segmented regions to penalize unlikely 

predictions. Chen et al. [265], which we already mentioned for the label propagation in semi-

supervised learning, also proposes a WSL method by using superpixels, computed using the SLIC 

algorithm [275], to propagate points annotations to a larger region.  

5.1.3 Learning from noisy labels 

Label noise means that, for any annotated label 𝑦𝑖 , there is a certain probability that the 

corresponding ground truth 𝑡𝑖 is different. Frénay and Verleysen proposed a taxonomy of label 

noise [276] that describes three models of noise: 

a) Noisy completely at random: the occurrence of an error is completely independent from 

either the true class or the observed data: 𝑝(𝑦𝑖 ≠ 𝑡𝑖|𝑥𝑖 , 𝑦𝑖) = 𝑝𝑒 is constant ∀𝑖. In such 

models, it is furthermore assumed that in a multiclass problem erroneous labels are also 

uniformly distributed between the other classes. 

b) Noisy at random: the occurrence of an error depends on the true class but not on the 

observed data. This means that the noise distribution can be described using a noise 

transition matrix: 𝑁𝑖𝑗 = 𝑃(𝑦𝑘 = 𝑖 | 𝑡𝑘 = 𝑗).  

c) Noisy not at random: the occurrence of an error depends on the true class and on the 

observed data. This model recognizes that, within a class, there will be examples that will 

be more likely to be mistakenly labelled (for instance, because they are more similar to 

examples from other classes, or because they are dissimilar to most other examples, 

meaning that they are in a more sparsely populated region of the input space). 

Typical methods outside of deep learning to deal with label noise include data cleaning (i.e. 

excluding samples that are more likely to be wrong based on, for instance, outliers detection), 

adapted loss functions, or soft labels reflecting the uncertainty [277]. Frénay and Verleysen 

categorize three types of methods for handling noisy labels [276]: those that adapt the model 

selection and design (including loss function and training procedures), those that reduce the noise 

in the training data, and those that train the classifier and model the noise concurrently. 

Karimi et al. [85] review deep learning methods that include some form of noisy label 

management. The main categories that they identify are: label cleaning and pre-processing; 

adapted network architectures that include specialized layers that reduce the influence of noisy 

labels [278], adapted loss functions such as the IMAE loss [279]; data re-weighting that down-

weight samples that are more likely to have incorrect labels; adding constraints on data 

consistency (i.e. samples of the same class should be close in feature space); and adapted training 

procedures such as co-teaching [280]. In their own experiment on MRI data, Karimi et al. [85] 

obtain good results with a simple data re-weighting method where data samples with high loss 

values are ignored, and with a more involved method dubbed “iterative label cleaning”, where a 

model for detecting noisy labels is updated alongside the main classifier. Using adapted loss 

functions, meanwhile, did not provide any improvement compared to their baseline network. 
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Figure 5.3. Annotated images from the Epithelium (left) and GlaS (right) datasets. 

 

5.2 Datasets and network architectures 

5.2.1 Datasets 

The two datasets used in our experiments are the GlaS challenge dataset [168] and the Epithelium 

dataset from Janowczyk and Madabhushi [148]. Both contain high quality segmentation 

annotations of all the target objects in the images. The GlaS dataset targets glands in colorectal 

tissue (from normal and tumour regions), while the Epithelium dataset separates epithelial from 

stroma regions in breast cancer tissue. Examples of images and annotations from these datasets 

are shown in Figure 5.3. 

The GlaS dataset has a very high density of foreground objects, with 50% of the pixels in the 

training set being annotated as positive. The Epithelium dataset, meanwhile, has a slightly lower 

density with 33% positive pixels in the training set. Our baseline networks are trained using small 

patches extracted from the larger images of the datasets. For the GlaS dataset, we used 256x256px 

patches, and around 95% of the extracted patches contain at least some part of a gland, and would 

therefore be considered “positive” patches in a MIL framework. For the Epithelium dataset, 

128x128px patches were used, with around 87% “positive” patches. 

The GlaS dataset is used for the experiments on the effects of SNOW, while both datasets are used 

for the experiments on the learning strategies. Additional information on the datasets can be 

found in Annex A. 

5.2.2 Baseline networks 

Three networks were used for our experiments: ShortRes, U-Net and PAN. They all follow a classic 

segmentation macro-architecture with an encoder and a decoder. The “ShortRes” network uses 

short-skip connections similar to ResNet [106] in the encoder and in the decoder, and has around 

500k parameters. U-Net is directly adapted from Ronneberger et al.’s version [66], with long-skip 

connections between the encoder and the decoder and Dropout layers. It has around 30M 

parameters. The third network, which we called “Perfectly Adequate Network” (PAN), uses both 

short and long-skip connections, and combines the outputs from different layers to produce the 

final segmentation using multi-scale predictions. It has around 10M parameters. These 3 

architectures allow us to study networks with a priori different learning capacities and to measure 

their respective resistance to different types and/or levels of supervision defects. In all the 

networks, the Leaky ReLU [281] activate function are used in the convolutions and transposed 

convolutions. A schematic representation of the ShortRes and PAN architectures is shown in 

Figure 5.4. 

In all our experiments, the same basic data augmentation scheme is applied to the training sets 

that are then used by all networks, left as is (baseline) or combined with one of the learning 
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strategies described below. We modify each mini-batch on-the-fly before presenting it to the 

network, using the following methods: 

• Random horizontal and/or vertical flip. 

• Random uniform noise on each of the three RGB channels (maximum value is 10% of 

maximum image intensity). 

• Random global illumination changes on each of the three RGB channels (maximum value 

of ± 5% of maximum image intensity). 

5.3 Experiments on the effects of SNOW supervision 

To assess the effects of SNOW supervision on deep neural networks, we introduced “corrupted 

annotations” to clean datasets. These corrupted annotations were generated to simulate different 

levels of supervision and annotation effort. In this section, we will detail the methodology for the 

corruption, and show the effect on the three baseline networks. In the next section, we will look 

at how different learning strategies can help to deal with the effects of SNOW supervision. The 

results presented here were originally reported in our SNOW publications [2], [4], with some 

additional assessment.  

5.3.1 Corruption methodology 

As illustrated in Figure 5.5, random corruptions are introduced in the training set annotations of 

both datasets mimicking imperfections commonly encountered in real-world datasets. The test 

set with correct annotations is kept to evaluate the impact of these imperfections on DL 

performance. Pseudo-code for the procedure used to generate the corrupted annotations is given 

in Table 5.1. 

 

Figure 5.4. Architectures of the ShortRes (left) and PAN (right) networks. Upsampling 
layers are Transposed Convolutions. Residual units contain three convolutional layers 

with a short-skip connection that adds the input 𝒙 to their output, so that 𝑹(𝒙) =

𝑪𝟑 (𝑪𝟐(𝑪𝟏(𝒙))) + 𝒙. 
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Figure 5.5. Examples of corrupted annotations generated on the GlaS dataset to simulate 
different levels of supervision and annotation effort. (a) Original image, (b) Original 

annotations, (c) 50% Noise (i.e., 50% of the objects of interest are labelled as 
background), (d) 50% noise + Bounding Boxes, (e) Low contour deformations, (f) High 

contour deformation. 

 

Table 5.1. Pseudo-code for the corruption procedure to create fabricated datasets. For 
“bounding boxes”, lines 9-11 are changed so that the object is replaced by its bounding 

box rather than using the simplification factor. 

Corruption of the annotations 

 Let 𝜈 be the noise level. 

 Let 𝜎𝑅 be the standard deviation of the radius of the erosion/dilation disk. 

 Let 𝑓 be the simplification factor for the contour. 

 Let 𝐷 = {(𝑥𝑖, 𝑦𝑖)} be the original dataset, with images 𝑥𝑖 and corresponding annotations 𝑦𝑖  

 Output: 𝐷∗ = {(𝑥𝑖, 𝑦𝑖
∗)}, the corrupted dataset 

1 For each (𝑥𝑖, 𝑦𝑖) ∈ 𝐷: 

2  For each annotated object 𝑎𝑗 in 𝑦𝑖  and corresponding object 𝑎𝑗
∗ in 𝑦𝑖

∗: 

3   Draw 𝑟 from uniform distribution 𝑈(0,1) 

4   If 𝑟 ≤ 𝜈: remove 𝑎𝑗
∗ from 𝑦𝑖

∗ 

5   Else: 

6    Draw 𝑠 from normal distribution 𝑁(0, 𝜎𝑅) 

7    If 𝑠 < 0 → 𝑎𝑗
∗ = 𝑒𝑟𝑜𝑑𝑒(𝑎𝑗, 𝑑𝑖𝑠𝑘(|𝑠|)) 

8    Else: 𝑎𝑗
∗ = 𝑑𝑖𝑙𝑎𝑡𝑒(𝑎𝑗 , 𝑑𝑖𝑠𝑘(𝑠)) 

9    Compute all points in contour of 𝑎𝑗
∗ → 𝐶 

10    Sample 
|𝐶|

𝑓
 points in 𝐶 (regular sampling) to create contour 𝐶∗ 

11    Compute filled polygon raster of 𝑎𝑗
∗ from 𝐶∗ 

 

Because creating pixel-perfect annotations is very time-consuming, experts may choose to 

annotate faster by drawing simplified outlines. They may also have a tendency to follow “inner 

contours" (underestimating the area of the object) or “outer contours" (overestimating the area). 

We generate deformed dataset annotations in a two-step process. First, the annotated objects are 
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eroded or dilated by a disk whose radius is randomly drawn from a normal zero-centered 

distribution, a negative radius being interpreted as erosion and a positive radius as dilation. The 

standard deviation (𝜎𝑅) of this distribution enables us to adjust the level of deformation. The 

second step consists in simplifying the contour of each object, as follows. The contour pixels are 

identified and only a fraction of them, determined by a simplification factor 𝑓, are kept to create a 

polygonal approximation of the original contour. The median number of points in the object 

contours in the original annotations is 358. We introduce low deformations using 𝜎𝑅 = 5𝑝𝑥 and 

𝑓 = 10 (median of 36 remaining points per contour), medium deformations using 𝜎𝑅 = 10𝑝𝑥 and 

𝑓 = 40 (median of 9 remaining points per contour), and high deformations (see Figure 5.5) using 

𝜎𝑅 = 20𝑝𝑥 and 𝑓 = 80 (median of 5 remaining points per contour).  

In addition to deformed annotations, we also simulate the case where the expert chooses a faster 

supervision process using only bounding boxes to identify objects of interest. In this case, we 

replace each annotation by the smallest bounding box which includes the entire object. 

Experts who annotate a large dataset may miss objects of interest. We create “noisy datasets" by 

randomly removing the annotations of a certain percentage of objects. A corrupted dataset with 

“50% of noise" is therefore defined as a dataset where 50% of the objects of interest are relabelled 

as background. As there is some variation in the size of the objects, we verified that the percentage 

of pixels removed from the annotations ranged linearly with the percentage of omitted objects, as 

shown in Figure 5.6. 

Different imperfections are also combined: noise with deformations and noise with bounding 

boxes, resulting in different “SNOW datasets", as illustrated in Figure 5.5. 

5.3.2 Experiments and evaluation 

The following experiments were performed on the GlaS dataset: 

a) Compare the corrupted annotations to the ground truth annotations. This estimates 

the performance of a model that perfectly matches the imperfect annotations. 

b) Measure the performance of the three networks based on different levels of noise, 

erosion/dilation radii and simplification factors.  

The DSC was used as a general-purpose binary segmentation metric in these experiments, as the 

goal was not to focus on any particular use case but to look at the overall effect of SNOW 

imperfections on the performances of the algorithms. Each network was trained once on each of 

the randomly corrupted training dataset, then evaluated based on the original annotations of the 

test set. 

5.3.3 Results 

The results of the first experiment are presented in Table 5.2. A low amount of deformation is 

associated with a 4% loss in the DSC. This indicates that when a pixel-perfect segmentation is 

difficult to define (for instance with objects with fuzzy or debatable boundaries), results based on 

typical segmentation metrics should be interpreted carefully. In such a situation, a difference of a 

few percent between two algorithms could thus be considered as irrelevant. 
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Figure 5.6. Percentage of remaining pixels in the annotations as a function of the 
percentage of remaining objects in the noisy datasets. 

 

Figure 5.7 shows the effects of increasing noise levels introduced in the supervision of the GlaS 

training set on the performance of the 3 baseline DCNNs. Despite their differences in terms of size 

and architecture, the three networks behave very similarly, with some robustness up to 30% of 

noisy labels. However, a clear decrease in performance is observed from 40% or 50% of 

supervision noise. The effects of annotation erosion or dilatation are much less drastic, and 

polygonal approximations seem to have no significant effects in the range of 𝑓 considered in these 

tests. For ShortRes, the performance on the “bounding boxes” dataset, which can be seen as an 

extreme form of polygonal simplification, are about the same as the effects of large 

erosion/dilations. The three networks behave in a very similar way with regard to these types of 

annotation corruption. It should be noted that the the variability of the results due to the 

randomness of the corruption process is not taken into account in those results. However, the 

overall trends identified in the results are unlikely to be affected by this randomness. Uncertainty 

in the measured results may increase for the largest values of the corruption parameters, but 

these values correspond to such a large performance drop on the three networks that the effect is 

very unlikely to be a random anomaly. 

Somewhat surprisingly, as shown in Table 5.2, the ShortRes network trained on the combined 

“50% noise + bounding boxes” corruptions actually performs better than the network trained on 

the 50% noise with no deformation dataset. This is likely to be a result of the very high object 

density of this particular dataset. As the bounding boxes cover more tissue area, they may give the 

networks a bias in favour of the positive pixel class, which helps them get a better score on the 

uncorrupted test set: as we have shown in Chapter 4, overlap-based metrics such as the IoU or the 

DSC are biased in favour of results that overestimate the segmented region. 
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Table 5.2. DSC of different corrupted datasets compared to the original ground truth 
annotations (in the training set), alongside the DSC for the ShortRes trained on the 

corrupted annotations (measured on the original test set). 

Dataset DSC (Corrupted vs Original, 

training set) 

DSC (ShortRes vs 

Original, test set) 

Original (GlaS) 1.000 0.841 

10% Noise 0.931 - 

50% Noise 0.589 0.231 

Low deformation (𝜎𝑅 = 5𝑝𝑥, 𝑓 =

10) 

0.960 - 

Medium deformation (𝜎𝑅 =

10𝑝𝑥, 𝑓 = 40) 

0.917 - 

High deformation (𝜎𝑅 =

20𝑝𝑥, 𝑓 = 80) 

0.830 - 

Bounding boxes 0.836 0.724 

50% Noise + High deformations 0.455 0.212 

50% Noise + Bounding boxes 0.557 0.511 

 

 

 

Figure 5.7. Effects of SNOW on trained models using the ShortRes, PAN and U-Net 
architectures. (left) Effects of increasing levels of label noise, (middle) of increasing the 

random erosion/dilation radius standard deviation 𝝈𝑹 of the annotations, (right) of 
increasing the simplification factor 𝒇 of the object contours polygonal approximation, 
with the performance on bounding boxes shown with a dashed line for the ShortRes 

network. Each point corresponds to the results of one trained network on one corrupted 
dataset. 

 

5.4 Experiments on learning strategies 

The next set of experiments we performed aimed at assessing the performance of different 

learning strategies on the corrupted datasets. Given the very similar behaviours observed above 

for the three baseline networks with respect to SNOW supervision, only the ShortRes network is 

used in the first experiments on the GlaS datasets to investigate the effects of different learning 

strategies. This allows us to draw the first lessons that we then confirm on the Epithelium dataset 

using the ShortRes and PAN networks, knowing that original versions of both datasets are similar 

in terms of the quality and nature of the annotations. 
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5.4.1 Learning strategies 

For the following strategies, we consider two subsets of the training data. The positively annotated 

regions (𝑅+) corresponds to all pixels which are within a 20px margin of the bounding box of an 

annotated object in the dataset. The negatively annotated regions (𝑅−) corresponds to all 

remaining pixels. Practically, we first compute the bounding boxes of all objects annotated in the 

training set and extend their boundaries by 20px in all directions. When sampling patches, a patch 

is considered “in 𝑅+” if it intersects with at least one pixel of these extended bounding boxes, and 

“in 𝑅−” otherwise. 

5.4.1.1 Only Positive (OnlyP) 

In this approach, only input patches in 𝑅+ are used for training the model. 

5.4.1.2 Semi-supervised learning (SSL) 

A two-step approach (see Figure 5.8) is used for the semi-supervised strategy and is based on the 

fact that all our networks follow the classic encoder-decoder segmentation architecture described 

in section 1.5.2. 

First, an auto-encoder (AE) is trained on the entire dataset by replacing the original decoder (with 

a segmentation output) by a shorter decoder with a reconstruction output. The Mean Square Error 

loss function between the network output and the input image is used to train the auto-encoder, 

with an L1 regularization loss on the network weights to encourage sparsity. 

The second step consists of replacing the decoder part of the AE by the decoder of the 

segmentation network, and then training the whole network on the supervised dataset. The 

encoder part of the network is therefore first trained to detect features as an auto-encoder, and 

then fine-tuned on the segmentation task, while the decoder of the final network is trained only 

for segmentation. In the experiments on the SNOW datasets reported below, we test two variants 

of the semi-supervised strategy depending on the supervised data on which the network is fine-

tuned: either the full supervised (and corrupted) dataset, or only patches from 𝑅+. This latter 

version will be referred to as “SSL-OnlyP” in the result tables. 

 

Figure 5.8. Principle of the semi-supervised learning method based on the auto-encoder. 
The AE is first trained on the whole unsupervised dataset. The encoder is kept, and the 

decoder is replaced to be trained on the supervised part of the dataset. 
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5.4.1.3 Generated Annotations (GA) 

The “Only Positive" strategy may tend to overestimate the likelihood of the objects of interest, 

especially in cases where they have a fairly low prior (such as in our artefact dataset, used in 

Chapter 6). We propose a slightly different, original approach based on a two-step method 

detailed as follows (with pseudo-code in Table 5.3). First, we train an annotation generator 

network with patches sampled from 𝑅+ (i.e. using the “Only Positive” strategy). This annotation 

generator is then used to reinforce the learning of the final segmentation network, which will be 

trained on the whole dataset using the following procedure. If the patch is in 𝑅+, the original 

annotations are used as supervision. If it is in 𝑅−, it randomly chooses between using the original 

(empty) annotations or the output of the annotation generator as supervision. The probability of 

each choice should depend on the object prior. As the original datasets are quite strongly biased 

towards the presence of objects of interest, we use a probability of either 75% (GA75) or 100% 

(GA100) of using the annotation generator output. 

This strategy can be seen as a version of semi-supervised learning because the regions without 

annotations are sometimes treated as “unsupervised" rather than with a “background" label. But 

it is also based on label noise estimation. The assumption that positive regions are more likely to 

have correct annotations results in a highly asymmetric noise matrix, with 𝑃(𝑦𝑖 = 1 | 𝑡𝑖 = 0) ≫

𝑃(𝑦𝑖 = 0 | 𝑡𝑖 = 1), where 𝑡𝑖 is the true class and 𝑦𝑖  the class provided by the imperfect supervision. 

The Generated Annotations strategy includes this information by treating positive annotations as 

correct for training and negative annotations as uncertain. 

Table 5.3. Pseudo-code for the process of constructing minibatches in the “Generated 
Annotations” learning strategy, where 𝝁 is the hyper-parameter determining the 

probability of using the annotation generator as supervision 

Generated annotations strategy 

 Let 𝐺 be the generator model 

 Let 𝑆 be the segmentation model 

 Let 𝑅+ = {𝑝𝑖 =  (𝑥𝑖, 𝑦𝑖)} be all the image patches and corresponding annotations in the 

positive regions, and 𝑅− for the negative regions. 

1 Train 𝐺 using the patches sampled from 𝑅+ 

2 Train 𝑆: procedure for each minibatch 

3  Initialize 𝑀 = ∅ as the current minibatch 

4  Sample patch 𝑝𝑖 = (𝑥𝑖, 𝑦𝑖) 

5  If 𝑝𝑖 ∈ 𝑅+: 

6   Append (𝑥𝑖 , 𝑦𝑖) to 𝑀 

7  Else: 

8   Draw 𝑟 ∈ 𝑈(0,1) (uniform distribution) 

9   If 𝑟 > 𝜇: 

10    Append (𝑥, 𝑦) to 𝑀 

11   Else 

12    Compute 𝑦𝐺 = 𝐺(𝑥) 

13    Append (𝑥, 𝑦𝐺) to 𝑀 

14  Repeat until desired batch size 

   

5.4.1.4 Label augmentation (LA) 

Knowing that labels could be imperfect, especially around the borders, we create slightly modified 

versions of the supervision via morphological erosion or dilatation (with a 5 pixels radius disk) of 
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the objects of interest that are randomly presented during learning. Following a purpose similar 

to that of classical data augmentation, this strategy aims at making networks robust to annotation 

modifications. 

5.4.1.5 Patch-level annotation strategies 

As mentioned above, typical weak strategies rely on patch-level annotations. However, such 

strategies are not appropriate for the datasets described in section 5.2.1, because these sets 

include very few examples of negative patches (5% for GlaS and 13% for Epithelium). This means 

that with original or noiseless datasets, “weak" networks would see almost only positive 

examples, whereas with noisy data sets, they would see either correct positive examples or 

incorrect negative examples. In either case, they will not be able to learn. Therefore, these 

strategies were not used in our experiments. 

5.4.2 Evaluation procedure 

The networks are trained with patches randomly drawn from the training set images. The patch 

size is determined for each dataset by preliminary testing on the baseline network, with the goal 

of finding the smallest possible patch size on which the network can learn. 256x256 pixels patches 

were selected for the GlaS dataset and 128x128 pixels patches for the Epithelium dataset. To 

evaluate the results on the test set, images are split in regular overlapping tiles, with 50% overlap 

between two successive tiles. For each tile, the networks produce a probability map. As most 

pixels (except those close to the borders) are seen as part of multiple tiles, the maximum 

probability value for the “positive" class is assigned as the final output. A mask is then produced 

using a 0.5 threshold applied to this final output. It should be noted that contrary to what is usual 

in image segmentation, no further post-processing is applied on the results. This aims to avoid 

contaminating the experiences by external factors but with the consequence of somewhat 

penalizing our baseline networks compared to what is reported in the literature. 

We initially used the DSC as a general-purpose metric for both publicly available datasets and 

their corrupted versions, as the objective of this experiment is not to solve a particular digital 

pathology task, but to compare the effects of the learning strategies on segmentation accuracy. 

The DSC is computed for each image of the test set. To determine significant differences between 

the strategies, in terms of performance achieved with a given training set, the DSC obtained on the 

same test image are compared by means of the Friedman test and the Nemenyi post-hoc test, as 

described in Chapter 4. The DSC, however, is (like the IoU) asymmetrical in its treatment of over-

estimation vs under-estimation of the segmented region. In a dataset where the proportion of 

positive tissue is so large, the DSC of a method that mostly predict positive pixels everywhere will 

be much better than that of a method that is more conservative in its predictions. We therefore 

also compute the per-pixel MCC to take the “true negatives” into account in the evaluation, thus 

treating the segmentation task as a per-pixel binary classification task. While the MCC is not a 

commonly used segmentation metric, its symmetrical properties are nonetheless useful in 

gathering insights on the behaviour of the different learning strategies and can capture 

information that are not easily detected with the DSC. 

On the GlaS dataset, a “statistical score" is also computed to highlight the actual differences in 

performance between the tested strategies. For each corrupted dataset and for each pairwise 

strategy comparison, if the difference between the two strategies is judged significant by the post-

hoc test (𝑝 <  0.05), a positive point is assigned to the best learning strategy and a negative point 

to the other. The statistical score is computed by summing those points for each learning strategy. 

The best learning strategies so determined are then applied on the Epithelium dataset. 
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5.4.3 Results 

5.4.3.1 Results on the GlaS dataset 

The average DSC and MCC on the GlaS test set of the learning strategies are reported in Table 5.4, 

alongside the statistical score. The first notable thing is that all learning strategies outperform the 

baseline method on most corrupted training sets. Using the DSC, it appears that the three most 

effective learning strategies overall are the “Only Positive” and the two “Generated Annotations” 

methods. The “Only Positive” results, however, are far less impressive when looking at the MCC, 

particularly on the “50% Noise + High deformations” (NoisyHD) dataset. This is due to a strong 

bias towards positive predictions on that particular dataset. From the MCC results, the two 

“Generated Annotations” methods appear to outperform the others, with the SSL-OnlyP method 

as the only other method that, on average, outperforms most others. 

The per-dataset results show, however, that the learning strategies have different strengths and 

weaknesses when it comes to the types of imperfection in the annotations. The SSL-OnlyP 

strategy, for instance, significantly outperforms all others when trained on the “50% Noise + 

Bounding boxes” (NoisyBB) set, where the OnlyP method also performs relatively well. Both 

perform very poorly, however, when trained on the NoisyHD set. The SSL and LA methods, 

meanwhile, have the worse performances overall (outside of the baseline), yet they still perform 

well when trained on the “Bounding boxes” (BB) set (although all methods have very similar 

results when using those annotations). 

Table 5.4. Average DSC and MCC computed on the (non-corrupted) test set (80 images) of 
the GlaS dataset for the ShortRes network trained with different learning strategies on 

the different corrupted annotations.  Scores in bold are not found significantly different 
(i.e. 𝒑 > 𝟎. 𝟎𝟓) from the score of the best strategy for that dataset using the Nemenyi post-

hoc test (comparing the scores obtained on the same test image). The statistical score 
calculates a balance between the number of significant pairwise comparisons where the 

result of the strategy is the worst and those where it is the best (see main text for details). 

DSC Original Noisy BB NoisyBB NoisyHD Stat. score 

Baseline 0.841 0.231 0.724 0.511 0.212 -22 

OnlyP 0.836 0.768 0.730 0.697 0.660 10 

SSL 0.831 0.467 0.756 0.522 0.207 -11 

SSL-OnlyP 0.819 0.729 0.740 0.730 0.428 5 

GA100 0.837 0.764 0.755 0.700 0.621 12 

GA75 0.843 0.736 0.754 0.695 0.608 10 

LA 0.837 0.575 0.761 0.631 0.449 -4 

MCC Original Noisy BB NoisyBB NoisyHD Stat. score 

Baseline 0.683 0.231 0.355 0.328 0.200 -18 

OnlyP 0.668 0.577 0.409 0.450 0.012 -1 

SSL 0.664 0.372 0.474 0.347 0.186 -6 

SSL-OnlyP 0.647 0.537 0.413 0.487 0.070 5 

GA100 0.664 0.588 0.455 0.413 0.438 11 

GA75 0.687 0.573 0.453 0.410 0.433 11 

LA 0.674 0.450 0.488 0.337 0.322 -2 

 

 

 



Deep learning with imperfect annotations  141 
 

 

Figure 5.9. Results on two images from the GlaS test set obtained with the ShortRes 
network trained on the Noisy set with different learning strategies. From left to right: 

correct segmentation, Baseline, OnlyP, GA100. Positive pixels are shown in red. 

 

Results of the “50% Noise” (Noisy) training on some images from the test set are shown in Figure 

5.9. The baseline network severely underestimates the target regions. The OnlyP strategy 

recovers a lot of the performance but has large regions of false positives. The GA100 offers a form 

of compromise between the two, and generally has the best results overall. The raw results could 

be considerably improved in all cases with some basic post-processing (such as morphology 

operations), but these raw results make the effects of the learning strategies more visible. 

5.4.3.2 Results on the Epithelium dataset 

The average DSC and MCC on the Epithelium dataset of the different learning strategies are 

reported in Table 5.5. To get some additional perspective on the results, we also report the 

Average Precision (AP), which is the area under the precision-recall curve. A single AP is 

computed on all test images at once, so no statistical test was done for that metric.  

Those results confirm that the baseline networks are robust even to large deformations of their 

annotations. They also confirm that, for the noisy annotations, strategies that focus the training 

on the areas with “positive” pixels (which are more likely to be correctly annotated) manage to 

recover well even from a dataset with 50% of annotations removed. Even though the difference is 

not statistically significant according to the Nemenyi post-hoc, the Semi-Supervised method does 

seem to perform slightly better with the ShortRes network. The Label Augmentation method, 

meanwhile, does not outperform the baseline even on the deformed dataset. 

An interesting insight from computing the AP is that the baseline appears more robust than when 

looking at the single-threshold metrics, even on the noisy labels. This indicates that, while a lot of 

positive tissue is missed using the standard 0.5 threshold at the output, the predicted value is still 

generally higher in positive tissue than in negative tissue. The Precision-Recall curve on the noisy 

labels dataset, shown in Figure 5.10, provides some additional information on the behaviour of 

the strategies. The SSL-OnlyP method has a better AP than the other strategies, but it also has an 

“inverted U” shape that indicates that it has some very high confidence false positive predictions.  
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Table 5.5. Average DSC, MCC and AP computed on the (non-corrupted) test set (7 images) 
of the Epithelium dataset for the ShortRes and PAN network trained with different 

learning strategies on the different corrupted annotations.  Scores in bold are not found 
significantly different (i.e. 𝒑 > 𝟎. 𝟎𝟓) from the score of the best strategy for the Noisy 

dataset using the Nemenyi post-hoc test (comparing the scores obtained on the same test 
image). The Friedman test is not significant for the Original and Deformed (HD) datasets. 

DSC Original Noisy Deformed 
Sh

o
rt

re
s 

Baseline 0.853 0.545 0.811 

OnlyP 0.848 0.730 0.808 

GA100 0.848 0.671 0.809 

LA 0.837 0.577 0.808 

SSL-OnlyP 0.853 0.788 0.816 

P
A

N
 

Baseline 0.860 0.639 0.828 

OnlyP 0.857 0.762 0.826 

GA100 0.861 0.681 0.827 

LA 0.858 0.648 0.814 

SSL-OnlyP 0.853 0.768 0.788 

MCC Original Noisy Deformed 

Sh
o

rt
re

s 

Baseline 0.781 0.466 0.717 

OnlyP 0.767 0.646 0.714 

GA100 0.770 0.595 0.717 

LA 0.777 0.489 0.733 

SSL-OnlyP 0.778 0.718 0.747 

P
A

N
 

Baseline 0.786 0.559 0.746 

OnlyP 0.783 0.685 0.746 

GA100 0.788 0.606 0.744 

LA 0.785 0.572 0.731 

SSL-OnlyP 0.774 0.684 0.740 

AP Original Noisy Deformed 

Sh
o

rt
re

s 

Baseline 0.952 0.845 0.929 

OnlyP 0.952 0.913 0.921 

GA100 0.951 0.912 0.923 

LA 0.948 0.861 0.932 

SSL-OnlyP 0.955 0.931 0.948 

P
A

N
 

Baseline 0.953 0.886 0.938 

OnlyP 0.953 0.924 0.934 

GA100 0.954 0.919 0.936 

LA 0.957 0.888 0.933 

SSL-OnlyP 0.957 0.924 0.943 
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Figure 5.10. Precision-Recall curve of the ShortRes network trained using the different 
learning strategies on all images of the test set. 

 

 

 

Figure 5.11. Example results on the images with the worst (top) and best (bottom) 
average results from the Epithelium test set for the Baseline, OnlyP and SSL-OnlyP 

strategies, alongside the ground truth annotations (left).  
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Figure 5.12. Relationship between the proportion of epithelial tissue in the test set 
images and the DSC of the different networks and strategies trained on the “50% label 

noise” dataset. 

 

The results on the Epithelium dataset also illustrate how important the distribution of the dataset 

is to the results. As Figure 5.11 shows, the image where the different models have the worst 

performance according to the DSC and MCC metrics is an image with relatively few objects of 

interest. Conversely, the image where the models perform best is one which is nearly entirely 

covered in “positive” (epithelial) tissue. This is confirmed in Figure 5.12, which plots the 

relationship between the ratio of epithelial tissue in an image and the DSC of the networks and 

learning strategies. Images with sparse epithelial tissue are clearly associated with lower values 

for the DSC and MCC. 

5.5 Comparison with similar experiments 

Similar experiments to our 2019 [2] and 2020 [4] publications have since then been made by 

Karimi et al. [85] and by Vadineanu et al. [260].  

Karimi et al. introduced increasing levels of realistic deformations on foetal brain annotations in 

diffusion weighted MR images. They show that their baseline network (with a U-Net like 

architecture) is fairly robust to levels of deformation similar to our experiments, and that the 

results only start to fall when the DSC of the deformed set compared to the original annotations 

becomes lower than around 0.8 (our “high deformation” dataset had a DSC of 0.830). They 

compare two learning strategies: using an adapted loss function, and an “iterative label update” 

method which is similar in principle to our “GA” method. The latter has better performances in 

general for most noise levels, although the adapted loss function is slightly better for extreme 

levels of deformations. However, no statistical analysis was provided and the results in general 
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are relatively close even with the baseline, so it is difficult to draw strong conclusions from their 

results. 

Vadineanu et al., meanwhile, introduced label noise and deformations in a very similar fashion to 

our experiments (with the addition of “inclusion” errors, i.e. “negative” objects labelled as 

“positive”) for cell segmentation in immunofluorescence images, and for epithelial nuclei 

segmentation using the MoNuSAC 2020 dataset. They only studied the effects of the noise on 

baseline networks but did not introduce additional learning strategies. Their results show that the 

networks are relatively robust to up to 30% of label noise with, like in our experiments, a big fall 

in performance starting at 40-50% noise. They show a stronger sensitivity of their networks to 

deformations. However, their target objects are very small and the metric used is the DSC, which 

means that even small deviations from the annotated “ground truth” are harshly penalized, as 

evidenced in Chapter 4, section 4.4.6.  

5.6 Impact on evaluation metrics 

While we have focused in this chapter on the impact of SNOW annotations when training a DCNN, 

we should not neglect the impact on evaluation metrics. Even when experts are instructed to take 

more time on the test set annotations, or when senior experts are more involved in the validation 

of these annotations, there will always remain some level of imprecision and noise (even 

neglecting interobserver variability). This impact is, by its very nature, extremely difficult to 

objectively assess. It should, however, not be neglected. As an example, Cruz-Roa et al. [205] note 

in their 2014 publication on invasive ductal carcinoma detection that “[a] closer examination of 

the qualitative segmentation results suggests that some misclassifications (both FP and FN errors) 

are a result of imperfect manual annotation.” 

A first possibility for evaluating an algorithm using SNOW annotations is to use a very small subset 

of the test set so that several experts can agree on the best possible annotations for that subset, 

then to compare those annotations to the corresponding test set “ground truth”. This can provide 

a lower boundary to the range of differences in metrics between algorithms that cannot 

reasonably be considered to be true differences in performances. For instance, if the DSC between 

the “optimal annotations” and the “test set annotations” in a segmentation problem is 0.98, then 

a difference lower than 0.02 in the DSC should always be considered as an ex aequo, before any 

statistical testing even needs to be applied. 

The other approach is to accept the uncertainty on the value of the metric, and to instead look at 

the SNOW annotations in the context of the discussion of the results. This can include having an 

expert look at randomly selected errors from the evaluated algorithms and assessing the 

likelihood of the algorithm being correct. One possibility for a fair assessment would be to show 

examples of regions where the “ground truth” and the “prediction” are different and ask the expert 

to choose the best of the two (ideally in a blind setting). While it would generally be impractical 

to apply this kind of analysis to all errors and all algorithms (particularly in the context of a 

challenge where tens or hundreds of methods are being compared), performing it even on a small 

subset of the data would at least provide an idea of the difference in performance that needs to be 

observer between the algorithms to be reasonably certain that one outperforms the other.  
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5.7 Conclusions 

Deep learning models are trained and evaluated on a “ground truth”, which is assumed to be exact. 

Practically, this is however not the case. Imperfections are unavoidable in any dataset, but they 

are particularly important in digital pathology. Segmentation tasks are the most difficult to 

properly annotate, as they require pixel-precise supervision on objects which are often very small, 

and which can have irregular, fuzzy boundaries. It is also impractical to annotate entire WSI for 

detection or segmentation: supervision will therefore always be limited to a set of regions of 

interest.  

There has been a lot of work on how to manage those imperfections for training deep neural 

networks, and to best leverage the annotations that are available despite their imperfections. For 

segmentation, it is clear that deep neural networks are relatively robust to strong deformations, 

and to limited amounts of noise. This suggests that the best annotation strategy is to be exhaustive 

within a region of interest in the identification of the objects, without necessarily being precise 

about the exact boundaries. Using polygonal approximations rather than trying to pixel-precise, 

for instance, would generally be sufficient and considerably speed up the annotation process. The 

best learning strategies, meanwhile, harness the full unsupervised dataset to determine the best 

feature space, and focus the learning of the discriminative part of the network on the well 

annotated regions. Re-labelling unannotated regions (or mislabelled regions in the case of multi-

class problems) may be useful as well, particularly when the annotated subset if small. 

The question of how to deal with imperfect annotations for the evaluation of the algorithms has 

been less explored. All evaluation metrics assume the existence of a perfect ground truth, so that 

predictions can be categorised as “correct” or “incorrect”. It is generally difficult to really include 

the uncertainty due to imperfections to this computation, as evaluating the level of imperfection 

would require, in turn, a perfect “ground truth” for comparison. To get out of this circular problem 

without ignoring it, evaluation processes should include a review by experts of the errors made 

by the algorithms to assess the proportion of these errors that may be attributed to mistakes in 

the annotations themselves rather than in the predicted labels. 

Imprecise, noisy and incomplete annotations are unavoidable in real-life applications. Ensuring 

that deep neural networks are capable of handling SNOW annotations in their learning process is 

crucial to their clinical application. Furthermore, recognizing these imperfections in the 

evaluation procedure is necessary to avoid rewarding algorithms that reproduce the 

imperfections and penalizing algorithms that may be as good or better at the clinical task despite 

being less similar to the available “ground truth”.
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6 Artefact detection and segmentation 

Rolls and Farmer define an artefact in histology or cytology as “a structure that is not normally 

present in the living tissue” [282]. Artefacts can be by-products of every step of the histopathology 

tissue processing workflow. Kanwal et al. [283] list and show examples of some common types of 

artefacts at various stages of the WSI acquisition pipeline: 

• Damage of the tissue, which can happen during the biopsy or resection, during paraffin 

block sectioning (e.g. tears, shown in the bottom-left of Figure 6.1), or during staining. 

• Artefacts on the slide during coverslipping, such as dirt, air bubbles or pen markings on 

the glass coverslip. 

• Scanning artefacts, with the most common being blur and stitching artefacts (as scanners 

often acquire “tiles” which are then stitched together to form the WSI). 

While some artefacts are easily distinguished by pathologists, the distinction between “artefact” 

and “normal tissue” may sometimes be difficult to make [284]. In automated image analysis of 

histological slides, artefacts can cause potential mistakes in quantitative analyses. Automated 

segmentation of artefacts may therefore improve the results of such quantitative processing 

by excluding artefactual tissue. It also provides a mean of controlling the quality of the 

workflow of a laboratory, to assess the usability of a WSI for diagnostic purpose or to signal if a 

re-cut, re-staining or re-scanning of the tissue sample may be necessary [285]. 

The problem of artefact segmentation also illustrates well the difficulties of digital pathology 

image analysis covered in this thesis. As the frontier between “artefact” and “normal tissue” is not 

well-defined, pathologist scoring of the WSI quality has a relatively high interobserver variability 

[286]. As the boundaries of the artefact are very difficult to strictly define, there will be a large 

uncertainty on the exact extent of the artefactual region. The diversity in nature, shape and size of 

the artefacts (see Figure 6.1) also make it extremely difficult for an expert to exhaustively annotate 

artefactual regions, making the quantitative evaluation of the automatic artefact segmentation 

results very challenging as well. 

In our 2018 publication [1], we tested several deep learning strategies for the segmentation of 

artefactual regions. We later used our artefact dataset as a case study for some of the “SNOW” 

experiments [4], and developed a prototype for an automated tool for analysing WSI in a 

pathology workflow. Several similar tools were in the meantime developed by other research 

teams, such as Case Western Reserve University’s HistoQC [287], or more recently PathProfiler 

from the Institute of Biomedical Engineering of the University of Oxford [285]. 

In this chapter, we will first present the state of the art of artefact detection and segmentation as 

it stood before our 2018 publication, i.e. before deep learning methods were proposed for this 

application. We will then present our experiments and results. We will finally explore the latest 

advances and the current state-of-the-art and discuss how these results may help the pathology 

practice.  
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Figure 6.1. Examples of artefacts extracted from an anti-NR2F2-stained IHC image from 
head and neck carcinoma. 

 

6.1 State of the art before deep learning 

Most of the literature on artefact detection focuses either on one or few specific artefacts (most 

commonly, blur or tissue-folds), or on computing an overall “quality score” for the slide, generally 

based on blur, noise or contrast [283]. Before our 2018 experiments, all the proposed methods 

were based on traditional image analysis pipelines with handcrafted features. In this section, we 

present the state-of-the-art methods for overall quality assessment, blur detection and tissue-fold 

detection for those traditional methods.  

6.1.1 Quality assessment 

As the quality assessment of a slide is an important use case for artefact segmentation, many 

algorithms focus solely on determining an overall objective quality score rather than trying to find 

specific instances of artefacts. Moreover, these quality scores are often mostly concerned with 

acquisition artefacts, such as blur or noise. “Sharpness” and “noise”, with sometimes the addition 

of other general features such as contrast or colour separation, serve as the basis for several 

quality scores, such as those proposed by Hashimoto et al. [288], Ameisen et al. [289], Shrestha et 

al. [290] or Shakhawat et al. [291]. The evaluation of such methods is particularly difficult, and 

generally consists in verifying a correlation with a subjective assessment by a panel of experts. All 

of these algorithms are relatively straightforward, using gradients, edge detection, and simple 

neighbourhood operators to determine the relevant statistics, with a linear combination of the 

individual components providing an overall score. 

 


